Forecasting Ethereum Prices with Machine
Learning, Deep Learning, and Explainable
Artificial Intelligence Using Multi-Source Market
Articles and Hybrid Sentiment Analysis

Naresh Kumar Satish', Mathieu Mercadier?®, Cristina Hava Muntean'/®, and
Anderson Augusto Simiscuka?

! National College of Ireland, Mayor Street Lower, IFSC, Dublin 1, Ireland
x232484410student.ncirl.ie, cristina.muntean@ncirl.ie
2 Dublin City University, Glasnevin, Dublin, Ireland
andersonaugusto.simiscuka@dcu.ie, mathieu.mercadier@dcu.ie

Abstract The cryptocurrency market is widely regarded as one of the
most volatile financial markets due to inconsistencies in its pricing factors.
Despite this volatility, it continues to attract a large population of in-
vestors, many of whom incur significant losses. To address this challenge
and support risk assessment for investors, users, and other stakeholders,
this paper focuses on forecasting Ethereum prices by analyzing social
media sentiment. The study gathers data from sources such as global
news headlines and Reddit discussion forums, enhancing it with hybrid
sentiment features derived from the VADER, BERT and TextBlob mod-
els. These sentiment insights are then correlated with Ethereum’s fin-
ancial parameters to establish meaningful relationships within the data,
which are used to train machine learning models. The study evaluates the
predictive performance of Random Forest, Extreme Gradient Boosting,
and Long Short-Term Memory models. Among these, Extreme Gradi-
ent Boosting demonstrated superior performance, effectively capturing
complex relationships within the data and achieving an R-squared value
of 0.982115. To further enhance the study’s risk assessment capabilities,
the concept of Explainable Artificial Intelligence (XAI) is employed to
improve transparency and accountability in the model outcomes. Spe-
cifically, Shapley Additive Explanations (SHAP) are used to interpret
the feature interactions within the Extreme Gradient Boosting model,
thereby increasing its reliability and providing deeper insights into its
decision-making process.

1 Introduction

Cryptocurrencies, particularly Bitcoin and Ethereum, have reshaped financial
markets due to their decentralized systems, financial freedom, and contribution
to an independent global financial society. Despite their growing popularity, their
volatile pricing has led to market instability, undermining investor trust.
Recent innovations in ML, DL, natural language processing (NLP), and im-
age processing have expanded applications across various industries [32], [24],
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[19], [20], [28], [30], [18], [I7]. This study analyzes Ethereum-related data in con-
junction with investor activity to train machine learning (ML) and deep learning
(DL) models, aiming to identify the key factors influencing its price and volatil-
ity. The ultimate goal is to develop a stable and trustworthy market that instills
confidence among investors, financial analysts, and institutions. Market analysis
shows that pricing is heavily influenced by investor volume, with global news and
discussions about cryptocurrencies playing a significant role in investor decisions.

Therefore, this work incorporates factors such as social media posts, global
news, and financial parameters (e.g., opening price, closing price, low price, trad-
ing volume) to forecast Ethereum’s price.

The study also bridges a gap in existing research by combining hybrid senti-
ment analysis with financial data to predict Ethereum’s price. It explores the ef-
fectiveness of models like Random Forest, Extreme Gradient Boosting, and Long
Short-Term Memory (LSTM) for forecasting Ethereum’s price based on senti-
ment scores from global news, Reddit discussions, and financial data. Moreover,
it enhances model transparency by using explainable AI (SHAP) to interpret
feature interactions in the best-performing model. The research highlights the
importance of social media sentiment and financial parameters in predicting
Ethereum’s price and market volatility, demonstrating the value of integrating
sentiment analysis with machine learning models to improve price forecasts.

The structure of this paper is organized as follows: Section 2 presents the
related work analysis. Section 3 describes the overall methodology adopted in
this study. Section 4 outlines the algorithmic framework and system design.
Section 5 details the implementation of the machine learning and deep learning
models, along with the evaluation metrics employed. Section 6 discusses the
experimental results and provides a critical analysis. Finally, Section 7 presents
the conclusion and outlines potential directions for future work.

2 Related Work

This section provides a critical analysis of recent research studies relevant to
the current work, evaluating their novelty, methodologies, dataset quality, al-
gorithms, evaluation metrics, and forecasting models. The analysis is divided
into subcategories based on the different phases of implementation.

2.1 Sentimental Analysis

The research aims to analyze sentiments in data from news headlines and Reddit
forums, correlating them with cryptocurrency prices. Several studies on senti-
ment analysis of text data for price forecasting are examined. In [34], a hybrid
model using Bi-LSTM and GRU for real-time data from Twitter, CoinDesk, and
CoinMarketCap is presented. The model combines VADER and BERT sentiment
scores, achieving an average MSE of 0.024 for Bitcoin and 0.064 for Ethereum.

Similarly, [29] introduced a hybrid model combining Decision Tree and Sup-
port Vector Machine for sentiment classification. The study analyzes financial



news headlines and their corresponding stock price data, achieving an accuracy
of 0.7975.

In [22], Twitter data and VADER sentiment analysis were used to predict
cryptocurrency volatility. The resulting Vector Autoregression model achieved
an accuracy of 99.67%. [6] explored sentiment-based stock price predictions us-
ing TextBlob sentiment analysis, highlighting the marginal impact of sentiment
scores on price predictions.

The study in [8] used BERT for sentiment analysis on news headlines, with
the DistilBERT model showing 98% accuracy in forecasting prices. Similarly,
[23] applied the CryptoBERT model to predict cryptocurrency prices, achieving
an overall accuracy of 92%.

2.2 Explainable AI and Machine Learning for Cryptocurrency

Explainable AT (XAI) is important for enhancing the transparency and account-
ability of machine learning models. In [I3], SHAP was used on Gradient Boosting
and Random Forest models to identify price-determining factors for Bitcoin, par-
ticularly during the Russia-Ukraine war. Similarly, [T4] compared supervised and
unsupervised machine learning models, using SHAP to analyze feature import-
ance for cryptocurrency price prediction.

[25] focused on visualizing X Al results in sentiment analysis models, while [11]
employed SHAP to enhance investor trust by explaining the factors influencing
cryptocurrency prices across 21 different cryptocurrencies.

2.3 Text Representation

Text embedding methods, such as TF-IDF, GloVe, and BERT, are evaluated
for predicting cryptocurrency and financial market prices. [I5] used BERT em-
beddings to analyze news headlines for gold price prediction, showing superior
accuracy over other methods. [I0] utilized FinBERT and BERT BoEC embed-
dings for financial market predictions, achieving better results than traditional
models. The effectiveness of text embeddings depends on the dataset’s size and
quality. In [I2], TF-IDF proved more effective than BERT and FinBERT on a
smaller dataset of Bitcoin news headlines. Studies like [27], [26], and [9] employed
Twitter data and Google Trends for cryptocurrency price predictions, showing
that BERT and TF-IDF improved prediction accuracy.

A summary of machine learning and deep learning algorithms applied to
cryptocurrency price prediction is provided in Table 1.

2.4 Summary

This section highlighted challenges in sentiment analysis, including subtle data
features, domain-specific macro-indicators, and biases in sentiment analysis of
unlabeled data. The use of XAI methods, text representations, and hybrid mod-
els is highlighted as essential for improving prediction accuracy. The research



aims to tackle these challenges by applying advanced methodologies to enhance
sentiment analysis, improve model transparency, and optimize text representa-
tion, ultimately contributing to more accurate cryptocurrency price predictions.

Table 1. Summary of the ML and DL algorithms implemented

Ref|Dataset Research Aim Model Implementation Model Evaluation
|21]| Twitter data and ICICI|Stock price prediction kNN, SVM, LR and RF LR - 0.8741
bank stocks
|7] [Yahoo finance data Gold price prediction kNN, RF, MLP, HR, SVR,|kNN - 0.9999957
GBR, AdaBoost and Cat-
Boost
|31]|Coinmarketcap data ETH price prediction ARIMA, FbProphet and/ARIMA-produced less er-
Trees TOTS
2] |[Real time crypto data -|Crypto price prediction CNN-LSTM, CNN-GRU,/CNN-LSTM - RMSE of|
twelvedata.com and CNN-BiLSTM 235.97,
4] [Yahoo finance data BTC, ETH, BNB price pre-|LR, RR, DNN, RNN, RF,|Ridge - MSE of 0.000202
diction kNN, LSTM
[33]|Crpytocurrency websites|Crytpo price prediction SVR - integrated learning |0.783015776
data

3 Methodology

This work focuses on predicting Ethereum price changes by combining global
news headlines, Reddit discussions, and Ethereum financial data. It uses a hy-
brid sentiment and financial analysis pipeline for predictive modeling, analyzing
how sentiments and financial features relate. The study also emphasizes model
transparency, exploring feature interactions and contributions with SHAP for
explanation and evaluation. Fig. |l| shows the basic research methodology and
the workflow executed in the research study.
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3.1 Data Collection

The dataset was collected from multiple sources using various APIs. News head-
lines related to Ethereum were gathered through the GDELT API (Global Data-
base of Events, Language, and Tone) and the Mediastack API. Discussion forum
data was obtained via the Reddit API, while Ethereum’s financial data was
sourced from the Kraken API. Both GDELT and Mediastack provide news art-
icles from a wide range of sources and global locations, enhancing the dataset’s
diversity and richness. The Reddit data includes discussions on Ethereum’s legal
and regulatory aspects, reflecting a range of opinions and biases that contribute
to emerging trends in the cryptocurrency market.

3.2 Data Processing and Transformation

The data from three different domains were collected in “.csv" format, includ-
ing fields for date, source/domain of the news, and corresponding URLs. The
data spanned from May 2024 to October 2024, capturing seasonal patterns and
providing real-time, high-quality information. Following the approach of [5], the
text data underwent initial cleaning, which involved removing URLs, HTML
tags, and numeric characters to reduce noise, and converting all text to lowercase.
News headlines were tokenized into individual words using a regular expression-
based tokenizer. Further cleaning involved removing common stop words such
as ‘and’, ‘is’, and ‘the’; and filtering out words with fewer than three characters,
as abbreviations often introduce noise and lack meaningful context during vec-
torization. Stemming and lemmatization were applied to reduce words to their
base forms, a standard step in Natural Language Processing (NLP) workflows.

The financial dataset included Ethereum’s date, open, high, low, and close
prices, along with trading volume for each date. This financial data was syn-
chronized with the news data based on their respective dates. After merging,
the dataset comprised approximately 800 entries with 11 features. This consol-
idated dataset was then prepared for further steps including feature engineering,
exploratory data analysis, and feature selection.

3.3 Feature Engineering and Exploratory Data Analysis
To enhance the quality of the dataset and extract more meaningful insights,

additional features were engineered and integrated into the data.

Price and Market Features Analysis The financial data of Ethereum was
analyzed to extract insights, and price changes were calculated using the follow-
ing:

ClosePrice(USD) — LowPrice(USD)
LowPrice(USD)

PriceChange = * 100
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Figure 2. Distribution of Ethereum Price ranges

This feature was used as the target variable for the machine learning (ML)
and deep learning (DL) models. Predicting price changes, rather than Eth-
ereum’s closing price, improves model reliability, as closing prices often show
minimal deviation from opening prices. Moreover, using the opening price could
introduce data leakage, so focusing on price changes mitigates this risk.

A key concern is the inclusion of same-day financial data (e.g., high, low,
volume), as seen on Fig. 2, as input features when predicting same-day percent-
age price changes. In a true real-time forecasting scenario, such data would only
be available after market close, potentially leading to data leakage. This raises
ambiguity about whether the model functions as a post-hoc explanatory tool or
a real-time predictive system. Acknowledging this, for a real-time application,
the model would need to use only features available at the prediction point.
For example, if predicting end-of-day price movements at midday, intraday data
(partial volume, high, low up to that point) and live sentiment data would be
utilized. Alternatively, for next-day forecasting, only prior day’s closing data
and sentiment would be used, excluding future data to prevent leakage. Such
adjustments would enable the model to function effectively in a real-time or
near real-time trading environment.

Additionally, to represent market volatility and assess Ethereum’s price sta-
bility, the high price was differenced from the low price.

The data was analyzed for showing the volatility factor within a time span
of 7 days (Figs. 3 and 4). The visualizations over the volume of investors show
a strong relationship with the price movements of Ethereum.

Sentimental Analysis Features Unlike traditional financial assets, crypto-
currencies are heavily influenced by speculative public sentiment, volatile social
media trends, and political or geopolitical factors. Global news outlets and plat-
forms like Reddit play a crucial role in shaping public opinion, emotions, and
discussions around the cryptocurrency market, which can impact prices directly
or indirectly. Analyzing these sources offers valuable insight into market psycho-
logy. The methodology implemented is a hybrid approach designed to capture
nuanced market sentiments from diverse data sources.
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Figure 3. Weekly Rolling Volatility of Ethereum
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Figure 4. Ethereum Trading Volume Over Time

VADER (Valence Aware Dictionary and Sentiment Reasoner) is a lexicon-
based method specifically tailored for analyzing social media sentiment. It assigns
sentiment scores ranging from —4 to +4 based on a pre-defined dictionary of
words, offering a fast and simple rule-based analysis.

BERT (Bidirectional Encoder Representations from Transformers), a transformer-
based model, excels in understanding sentence context and is widely used for
Natural Language Processing tasks. It provides sentiment scores from —2 to +2,
classifying text as positive, negative, or neutral, while capturing complex and
subtle meanings in the data.

TextBlob, a Python library for NLP tasks, also uses a lexicon-based approach
similar to VADER. It calculates polarity scores from —1 to +1 by breaking news
headlines into smaller phrases and assigning scores based on pre-trained lexicons.

Each of these sentiment analysis tools has domain-specific strengths. As
shown in Fig. [f] their outputs vary depending on the nature of the data. The
hybrid approach helps establish a more accurate correlation between market sen-
timent and cryptocurrency price changes [16]. Given the sensitivity and subtlety
of news headlines and Reddit discussions, all three methods were used. While
VADER and TextBlob are better at identifying strong sentiment signals, BERT
can interpret more complex contexts, though it may also react to noise. Addi-
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tionally, not all financial news or Reddit content is directly finance-related, so
nuanced, non-financial language can affect sentiment scores.

To standardize sentiment outputs, all scores were normalized to a [0, 1] range,
with values near 0 indicating negative sentiment, near 1 indicating positive sen-
timent, and mid-range values representing neutrality. To align sentiment scores
with financial indicators such as volume and price, Min-Max scaling was applied
across all features, ensuring no single feature dominated due to scale differences.
This allowed the model to learn balanced relationships between sentiment and
market behavior.

Finally, the average of the three sentiment scores was taken to integrate the
strengths of each method, reduce noise, and provide more reliable input for the
predictive model, as below.

VADERScore + BERT Score + TextBlobScore
3

The decision to equally weight the outputs of different sentiment analyzers and
combine them with volume is, admittedly, an empirically simple approach. While
alternative aggregation methods or learned weightings could offer more pre-
cision, equal weighting was chosen for its simplicity, interpretability, and to
reduce the risk of overfitting given the limited dataset. Each sentiment ana-
lyzer—VADER, BERT, and TextBlob—captures different nuances from the text,
and equal weighting provides a neutral, balanced aggregation of market sen-
timent. Although more sophisticated methods, such as performance-based or
learned weighting, could potentially improve results, they require larger datasets
and introduce additional complexity. Exploring optimized weighting strategies
remains a promising direction for future research.

To further understand the relationship between sentiment and market beha-
vior, a correlation analysis was performed between sentiment scores and Eth-
ereum’s price changes. This analysis aimed to reflect how fluctuations in sen-
timent correspond to price movements, helping the model better capture this
dynamic. Correlation values for individual sentiment scores, their average, and
the combined hybrid sentiment scores are presented in Table 2.

Given that Ethereum’s trading volume shows a strong correlation with price
changes, as illustrated in Fig. [d] it was combined with the average sentiment
scores to establish a stronger relationship between sentiment data and market

AverageSentiment =




Table 2. Correlation Analysis of the Sentimental Scores and Price Changes of Eth-
ereum

Sentiment Analysis|Price Changes Correlation
VADER -0.037130
BERT -0.108203
TextBlob -0.026963
Average Sentiments 0.104131
Hybrid Sentiments 0.585954

fluctuations, while also capturing trading activity. This hybrid approach, which
integrates textual sentiment with financial data, resulted in a moderate positive
correlation with price changes. This finding suggests that the hybrid method
offers a stronger predictive signal for Ethereum price movements than individual
sentiment scores alone.

The hybrid sentiment approach addresses the limitations of each sentiment
analyzer and offers several advantages:

— It combines rule-based, lexicon-based (polarity), and context-based senti-
ment analysis, providing a more comprehensive measure of market senti-
ment.

— It enhances the model’s ability to capture meaningful relationships without
adding unnecessary complexity.

— Including trading volume alongside sentiment data grounds the analysis in
real market dynamics, improving its effectiveness for predicting price move-
ments.

Figs. [6] and [7] illustrate the average hybrid sentiment scores, and the accom-
panying correlation analysis serves as an evaluation metric for the approach.

To ensure robust training of the machine learning and deep learning models
using Ethereum’s time series data, stationarity analysis was conducted to verify
whether the data’s statistical properties remain stable over time. Both the Aug-
mented Dickey-Fuller (ADF) and Kwiatkowski-Phillips-Schmidt-Shin (KPSS)
tests were applied to evaluate stochastic and deterministic trends [I]. As shown
in Table [3] the ADF test yielded a highly negative statistic and a p-value below
0.0002, confirming the rejection of the null hypothesis and indicating stationar-
ity. Similarly, the KPSS statistic was well below all critical values, with a p-value
above 0.05, further confirming that no stationarity transformation was necessary.

Table 3. Augmented Dickey-Fuller (ADF) and Kwiatkowski- Phillips-Schmidt-Shin
(KPSS) tests

ADF KPSS
ADF Statistic = -4.4948 KPSS Statistic = 0.1082
p-value = 0.0002 p-value = 0.1

Critical Values 10% = -3.4389| Critical Values 1%: 0.739
Critical Values 5% = -2.8653 | Critical Values 5%: 0.463
Critical Values 1% = -3.4389 |Critical Values 10%: 0.347
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3.4 Modeling Approach and Evaluation Metrics

After enhancing data quality and engineering key features, machine learning
and deep learning models were trained to predict Ethereum price changes. The
analysis showed that tree-based models and LSTM performed well in capturing
non-linear and complex relationships. Specifically, Random Forest Regressor,
XGBoost Regressor, and LSTM were chosen, with various text embeddings ex-
plored, including TF-IDF, Word2Vec, BERT, and Sentence-BERT.

Random Forest and XGBoost offer strong interpretability, highlighting fea-
ture importance and enabling transparent predictions. These models handle non-
linear relationships well and are suitable for smaller datasets. LSTM excelled at
modeling time series data, effectively capturing long-term dependencies and in-
teractions between sentiment, text, and financial features, making it valuable for
understanding complex market patterns.

The dataset, with about 800 samples, is small for deep models, limiting gen-
eralizability and posing overfitting risks. However, this size was chosen to focus
on short-term trends in Ethereum, which are often driven by immediate senti-
ment and news. While deep learning models typically benefit from more data,
the goal here was to capture near-term market dynamics. Though statistical
significance testing was not emphasized, comparative analysis still provided in-
sights into model behavior. Simpler models like Random Forest and XGBoost
were preferred for stability on small datasets, with cross-validation and held-out
testing used to assess robustness. Expanding the dataset in future work will help
improve model accuracy and generalization.

An accurate model should capture variance effectively, show low error, and
provide interpretable results [21]. Evaluation metrics included Coefficient of De-
termination (R?), Root Mean Squared Error (RMSE), Mean Squared Error
(MSE), and the time complexity of each embedding across models. Addition-
ally, actual vs. predicted plots were used for performance assessment:

1. R? — Measures the model’s ability to explain variance and capture complex
relationships.
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2. RMSE — Reflects the prediction accuracy.
3. MSE — Penalizes larger errors, showing model reliability.

Text embeddings were selected based on the data’s vague and nuanced nature.
TF-IDF highlighted word importance; Word2Vec captured semantic meaning
in short texts; BERT and Sentence-BERT provided deeper contextual under-
standing. This range allowed for a comparative analysis of simple to complex
representations suited to nuanced data.

3.5 Explainable AI (XAI)

XAI was used to interpret model predictions, particularly evaluating the im-
pact of sentiment features on Ethereum prices [3]. Feature importance, par-
tial dependence plots (PDP), Individual Conditional Expectation (ICE), and
SHAP were applied to the best-performing models. PDP and ICE illustrated how
hybrid sentiment features influenced predictions, validating their effectiveness.
SHAP analysis further revealed how individual features and their interactions
contributed to price volatility, providing valuable insights for risk assessment.
These XAI techniques ensured the interpretability of the models, clarifying how
feature-engineered inputs influenced outcomes.

4 Algorithm and Design Implementation

This research introduces a novel hybrid approach by incorporating sentiments
from Reddit discussion forums and global news headlines as key factors in pre-
dicting Ethereum’s price changes. The detailed workflow of the algorithm is
presented in Algorithm 1.

Algorithm 1 Hybrid Sentiment Analysis

1: Input: Ethereum financial data, news headlines

2: Output: Positive correlation between sentiments and price changes

3: for each row in dataset do

4:  Calculate sentimental scores using VADER, BERT and TextBlob

5:  Compute the average of the sentimental scores

6:  Analyse the correlation scores between individual sentiments and price changes

7: end for

8: Hybrid Sentimental Scores: combining average sentimental scores and volume fea-
ture together

9: Comparison between hybrid sentimental scores and individual sentimental scores

10: end

The research was conducted on a system with 8GB RAM, using a CPU on a
Windows operating system. All computations were performed in Python 3.12.4
within a Jupyter Notebook environment, managed through Anaconda Navigator
(Anaconda3). Key Python libraries used include VADER, TextBlob, Hugging
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Face Transformers, Scikit-learn, and TensorFlow for model implementation and
sentiment analysis. Pandas, NumPy, Scikit-learn, Matplotlib, and Seaborn were
used for data processing, transformation, and visualization, while SHAP was
employed for explainable AI (XAI). Data collection relied on APIs from Reddit,
Mediastack, GDELT, and Kraken.

5 Implementation

After thorough data cleaning, transformation, feature engineering, and explorat-
ory analysis, the dataset was prepared for model training. Text data from Reddit
and global news was transformed into various embeddings to allow comparative
analysis based on the data’s nature.

Four types of embeddings were used:

1. TF-IDF — A simple yet powerful method for highlighting word importance.
The top 5000 words were selected, resulting in high-dimensional sparse vec-
tors.

2. Word2Vec — Captured semantic similarity using 100-dimensional dense vec-
tors, with a window size of 5 and a minimum word count of 1.

3. BERT — Employed the ‘yiyanghkust/finbert-tone’ model, fine-tuned for fin-
ancial sentiment analysis, to capture sentence-level context.

4. SBERT — Used ‘paraphrase-MiniLM-L6-v2’ to generate optimized sentence
representations, providing high-quality context-aware embeddings.

BERT and SBERT, both pre-trained through transfer learning, were chosen
for their strength in understanding nuanced, context-rich text, especially useful
for financial sentiment.

Tree-based models, Random Forest and XGBoost Regressors, were first eval-
uated. Each model was trained separately on the different embeddings, with
the dataset split 80/20 for training and testing, using a random seed of 42 for
reproducibility. Random Forest used 100 estimators. XGBoost underwent hy-
perparameter tuning via Grid Search, testing trees (100, 150, 200), max depth
(3, 5, 7), learning rates (0.01, 0.1, 0.2), and subsample/feature fractions (0.8,
1.0) and (0.3, 0.5, 0.8). Grid Search with 3-fold cross-validation ensured optimal
parameter selection.

Additionally, an LSTM model was trained on the same data split and embed-
dings. It included 50 input nodes, a 0.2 dropout rate for regularization, a ReLU
activation function, and a single output neuron. The Adam optimizer was used
for adaptive learning. The model performed best with 10 epochs and a batch
size of 8.

All three models were critically compared, and the best-performing model
underwent further explainability analysis using XAl techniques.

6 Evaluation

The comparative analysis of the ML and DL models was conducted using regres-
sion evaluation metrics: R?, RMSE, MSE, along with visualizations of actual vs.

12



Table 4. Random Forest Regressor model trained on different embeddings to predict
the price changes

Embeddings Mean Squared Error| R? Score |Root Mean Squared Error|Time Taken (seconds)
TFIDF Embeddings 0.000395 0.977451 0.019866 2.814366
Word2Vec Embeddings 0.001071 0.938789 0.032731 6.700570
BERT Embeddings 0.002070 0.881754 0.045493 53.109120
SBERT Embeddings 0.001881 0.892502 0.043376 26.448556

predicted values to assess each model’s ability to capture variance and complex
relationships. Training time complexity was also considered.

The results highlighted model performance relative to their design. The Ran-
dom Forest Regressor showed strong performance in capturing the relationship
between financial and sentiment data, particularly when using TF-IDF embed-
dings, as seen on Table 4. This suggests that tree-based models like Random
Forest excel at leveraging the statistical significance of individual words, rather
than deeper contextual information, which is better captured by models using
context-aware embeddings.

RF Regressor Results for TF-IDF

XGB Regressor Results for TF-IDF
Predicted vs Actual Values for TFIDF_Embeddings
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Figure 8. RF Regressor Results for TF-IDF and XGB Regressor Results for TF-IDF

The XGBoost model outperformed the other two models by effectively cap-
turing the variance within the dataset, particularly excelling with TF-IDF em-
beddings. As a tree-based boosting algorithm, XGBoost demonstrated strong
capability in identifying short-term and seasonal trends present in the data.
Like Random Forest, XGBoost performed best with embeddings that emphasize
statistical relationships, rather than contextual ones, highlighting its strength in

leveraging word-level importance over sentence-level context (as seen in Fig. 8
and Table 5).
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Figure 9. LSTM Results for Word2Vec

Table 5. XG Boost Regressor model trained on different embeddings to predict the
price changes

Embeddings Mean Squared Error| R? Score |[Root Mean Squared Error|Time Taken (seconds)
TFIDF Embeddings 0.000313 0.982115 0.017693 1052.430193
Word2Vec Embeddings 0.000784 0.955207 0.028 294.155899
BERT Embeddings 0.001922 0.890197 0.043839 1857.387344
SBERT Embeddings 0.001581 0.909643 0.039768 992.234312

The LSTM model delivered average performance compared to the other two
models, showing better results with statistical embeddings like TF-IDF and
Word2Vec (as seen on Fig. 9 and Table 6). Its moderate performance can be
attributed to its strength in capturing long-term dependencies, making it less
effective for short-term or seasonal trends. While LSTM performed reasonably
well with Word2Vec, it yielded weaker results with context-based embeddings
like BERT and SBERT. The final analysis confirms that combining hybrid senti-
ment data with financial parameters leads to better predictive performance than
using average sentiment data alone.

Table 6. LSTM model trained on different embeddings to predict the price changes

Embeddings Mean Squared Error| R? Score |[Root Mean Squared Error|Time Taken (seconds)
TFIDF Embeddings 0.008227 0.529958 0.090702 1809.632197
Word2Vec Embeddings 0.007221 0.587432 0.084976 1815.184139
BERT Embeddings 0.017332 0.009722 0.131653 1822.326937
SBERT Embeddings 0.016412 0.062288 0.128111 1828.319779

The evaluation of the XGBoost model, trained solely on hybrid sentiment
features without financial data, demonstrates the independent predictive power
of sentiment analysis in forecasting Ethereum price changes. Using TF-IDF em-
beddings, the model achieved a Mean Squared Error (MSE) of 0.009182, an
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R? score of 0.475, and a Root Mean Squared Error (RMSE) of 0.0958, with
a computation time of 0.61 seconds. These results reflect moderate predictive
performance (see Fig. 10), with sentiment features alone explaining approxim-
ately 47.5% of the variance in price changes (as seen on Table 7). While lower
than models incorporating both sentiment and financial data, this underscores
the significant influence of hybrid sentiment—drawn from diverse sources—on
cryptocurrency market behavior.

Table 7. XG Boost Regressor model trained on only the hybrid sentiment without any
other financial features to predict the price changes

Embeddings Mean Squared Error|R? Score|Root Mean Squared Error|Time Taken (seconds)
TFIDF Embeddings 0.009182 0.475386 0.095823 0.61

Predicted vs Actual Price Change (%) using TFIDF and Sentiments
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Figure 10. XGB model Results with only Average Sentiments and Hybrid Sentiments

6.1 XAI Results on XG Boost Regressor

To assess the impact of hybrid sentiment features on model performance, their
complexity and interactions with other features were analyzed using Explainable
AT (XAI) techniques, including Partial Dependence Plots (PDP) and Individual
Conditional Expectation (ICE) plots. These visualizations helped evaluate how
both average sentiment scores and hybrid sentiment features contributed to pre-
dicting Ethereum price fluctuations. The analysis showed that while individual
sentiment indicators were influential, hybrid sentiment features had a notably
stronger effect on the model’s learning.

The PDP and ICE plots (Figs. 11 and 12, respectively) revealed that hybrid
sentiment features captured a greater degree of non-linear variance in Ethereum
price changes compared to average sentiment alone. This pattern indicates that
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the model places higher importance on hybrid sentiments, improving its ability
to predict complex market dynamics more accurately.

Partial Dependence Plot for Average Sentiment and Sentiment-and-Volume
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Figure 11. PDP visualization of the Average and Hybrid sentiments
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Figure 12. ICE visualization for Average and Hybrid Sentiment

The impact of hybrid sentiment features on the first 25% of the test dataset
was evaluated using SHAP analysis, which proved key in assessing their effect-
iveness during model training. Results showed positive SHAP contributions in
39 out of 40 instances, confirming the consistent and significant role of hybrid
sentiment features in enhancing predictions.
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SHAP provided detailed insights into how each feature contributed to the
model’s output on a per-instance basis, revealing the non-linear interactions
between features. It highlighted both the individual importance of each feature
and their interdependencies, emphasizing the complex dynamics captured by the
model.

SHAP summary and interaction plots (Figs. 13 and 14) indicated that fin-
ancial parameters, particularly trading volume, had a stronger influence on pre-
dictions than sentiment features. However, the study’s primary focus was to
evaluate hybrid sentiment features relative to individual and average sentiment
scores. The findings affirm that hybrid sentiment features substantially improve
model performance, enriching its learning process and boosting the accuracy of
Ethereum price predictions.

Volume_Norm ~ Open Pri..  low_Pric..  High Pri..  Sentimen..  Average_.. Embeddin..
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Figure 13. SHAP interaction value
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Figure 14. Impact of model’s predictions using SHAP values
These evaluations were conducted to explain how features interact during

model training and to provide transparency into each feature’s contribution to
the model’s predictions.
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6.2 Comprehensive Analysis of the Results

Results indicate that hybrid sentiment features effectively reduce noise in text
data, providing a more holistic representation of market sentiment. Incorporat-
ing sentiment analysis into model training proved valuable in demonstrating the
capabilities of machine learning and deep learning for financial market predic-
tion, particularly in assessing cryptocurrency risk factors. This study successfully
achieved its objective of analyzing investor psychology by establishing a strong
relationship between sentiment data and Ethereum price changes. Extracting
high-quality sentiment from nuanced text sources is crucial, highlighting the
importance of integrating sentiment with financial data. Overall, this work val-
idates that careful sentiment analysis significantly enhances the accuracy and
precision of Ethereum price predictions.

7 Conclusion and Future Work

Given the growing importance of cryptocurrencies, Ethereum was chosen for
the approach presented in this work due to its financial relevance and market
volatility. The study aimed to address key challenges faced by investors in crypto-
currency trading, focusing on the influence of sentiments from news headlines
and Reddit discussions. The primary goal was to train ML and DL models us-
ing sentiment and financial data, while managing the complexity of extracting
meaningful insights from subtle, noisy text sources. This led to the creation of
hybrid sentiment features, which were aligned with financial indicators to en-
hance model training and capture deeper patterns and variance within the data.

XGBoost emerged as the best-performing model, effectively capturing non-
linear relationships and outperforming Random Forest and LSTM. Visualiza-
tions, including PDP and ICE plots, demonstrated the impact of hybrid and
average sentiment features on price predictions, enabling a comparative analysis.
SHAP values further highlighted the superior importance of hybrid sentiment
features over individual or average sentiments, reinforcing their value in predict-
ive modeling. The study emphasizes that high-quality sentiment data, especially
from news and discussions, significantly influence investor decisions and market
volatility, as reflected in the strong role of trading volume in price changes.

This work focused on Ethereum’s short-term, seasonal volatility, showing that
high-quality sentiment can effectively predict near-term price movements. While
deep learning models might better capture long-term dependencies, this study
prioritized short-term insights. No biases were detected in the dataset, as it was
solely used for price prediction, though real-world sentiment biases, especially
from major investors, could affect outcomes. Future work could expand on this
foundation, leveraging the dataset’s strengths to develop more robust tools for
risk assessment and market analysis.
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