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Appendix A - Reporting of Gen AI Tool Use in Research Thesis

Tools Google Gemini, 2.0/2.5, used between February, 2025 and
March, 2026.

Outputs I have used Google Gemini to summarize key research papers
related to my thesis topic. In particular, I used it to extract the
main findings and provide an overall summary of each paper.
I also used Gemini as a debugging aid for my Python code
that I had written. The tool suggested possible fixes for errors
encountered during execution, recommended clearer and easier-
to-reproduce coding styles, and helped correct syntax-related
issues. I treated these outputs as suggestions and reviewed
them before incorporating any changes into my work.

Prompts I asked Gemini to:
“Identify the possible reasons for errors in my Python code and
to suggest corrections without changing the original function-
ality of the code.”
“Summarize the work presented in the provided paper and to
list the key findings.“
I also instructed the tool not to add unsupported suggestions,
external interpretations, or information beyond the material
provided, and to keep its response strictly aligned with the
given task.

Iterations I kept the number of iterations minimal, usually limited to two
per task. I carefully reviewed each output before use and man-
ually addressed any issues while considering the tool’s sugges-
tions. Suggestions that diverged from the specific task, altered
the intended meaning, or went beyond the provided informa-
tion were disregarded. Only relevant and understandable sug-
gestions consistent with my own judgment were considered.

Critical
Reflection

The use of the Gen AI tool in this project was minimal. It
was helpful in identifying a few errors in basic Python code;
however, when it suggested changes related to logical errors,
I disregarded them if they appeared to change the intended
functionality of the code. I used the tool only as limited support
for coding assistance and research paper summarization. In
many cases, particularly after repeated iterations, the responses
diverged from the original request or provided suggestions that
were not directly relevant. Therefore, the tool was not used
for advanced algorithm development, methodological design, or
any novel contributions presented in this thesis.
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Abstract

Waqar Ahmad

Weakly Supervised Roadside Object Geolocation from

Street-Level Imagery with Similarity Learning and

Graph-Based Reasoning

Mapping roadside infrastructure from street-level imagery is important for ur-

ban asset management and smart-city applications. Large collections of street-level

images enable automated infrastructure monitoring. However, estimating the real-

world locations of roadside objects remains challenging due to weak supervision,

noisy detections, and uncertain geometric measurements across viewpoints. In prac-

tice, infrastructure records are often incomplete or outdated. Obtaining detailed

annotations for large image datasets is costly and difficult to scale. This thesis in-

vestigates methods for detecting and geolocating roadside objects from street-level

imagery under weak supervision. The aim is to enable reliable object localization

under noisy and uncertain conditions. The proposed framework integrates visual lo-

calization, similarity learning, and geometric reasoning to address these challenges.

Roadside objects are first localized in images using weak supervision. Multi-view

geometric cues are then used to estimate their real-world locations from multiple

camera observations. However, weak supervision and triangulation can introduce

noisy observations and incorrect associations across views. Similarity learning is

applied to estimate visual similarity between image pairs. A statistical outlier de-

tection framework identifies and filters unreliable training pairs. This improves the

reliability of the resulting geolocation estimates. To move beyond purely statistical

inference, a learning-based graph model is introduced. This model improves the

robustness and scalability of the geolocation process. The model represents rela-

tionships between observations and candidate object locations using a graph neu-

ral network. It learns to identify consistent multi-view evidence while suppressing
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spurious geometric intersections from noisy measurements. Extensive experimental

evaluation demonstrates that the proposed methods achieve competitive and robust

roadside object geolocation, even when observations are noisy and geometric mea-

surements are uncertain. Overall, this thesis develops and validates methods for

detecting and geolocating roadside infrastructure from street-level imagery. This

contributes to more accurate and reliable automated mapping of urban assets.
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Chapter 1

Introduction to Geolocation

Accurate and up-to-date information about roadside infrastructure is essential for

modern urban management (Chen et al. 2019; Loce et al. 2013). City authorities and

infrastructure providers rely on detailed inventories of roadside assets, such as traffic

signs, lighting poles, waste bins, and utility equipment, to support maintenance

operations, urban planning, and public services. Traditionally, these inventories are

created and maintained through manual surveys or dedicated mapping campaigns,

which are often expensive, time-consuming, and difficult to update at a large scale.

With the increasing availability of street-level imagery from platforms such as Google

Street View (gsv), Microsoft Bing, Mapillary (Neuhold et al. 2017), and municipal

imaging systems, there is growing interest in automatically extracting infrastructure

information directly from images.

Computer vision and deep learning methods have significantly advanced the

ability to detect and recognize objects in images (Ren et al. 2017; Redmon et al.

2016). However, detecting objects in images alone is not sufficient for many prac-

tical applications. For infrastructure management tasks, the geographic location of

objects in the real world is often more important than their presence in individual

images (Workman et al. 2015; Vo et al. 2017). Consequently, the problem extends

beyond object detection and requires estimating the real-world geolocation of ob-

jects using multiple observations from different viewpoints (Hartley and Zisserman

2004).
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Object geolocation from street-level images involves estimating the real-world

position of a roadside object using visual observations captured from one or more

viewpoints. Since the images are taken from different camera positions and viewing

directions, the same object may appear in several images with different sizes, view-

points, lighting conditions, or partial occlusions. Therefore, the camera location,

viewing direction, and detected object are used together to estimate the object’s ac-

tual location. In practice, this process can also be affected by noisy measurements,

missed detections, incorrect detections, and nearby objects that look similar (Hartley

and Zisserman 2004).

Recent work has used a combination of computer vision, multi-view geometry,

and spatial reasoning for object geolocation (Snavely et al. 2006; Schönberger and

Frahm 2016). In these methods, the same object is first detected across different

images, and each observation is projected into the real world. The viewing rays

from different images are then intersected or triangulated to form possible object lo-

cations (Hartley and Zisserman 2004). These possible locations are further checked

using geometric consistency, probabilistic models, or learning-based methods to se-

lect the most likely object position (Krylov et al. 2018). In this way, roadside object

geolocation can be seen as a process of detecting objects in images, forming possi-

ble locations from multiple views, and then selecting the final position from those

locations.

1.1 Problem Statement

Estimating real-world object locations from street-level images introduces several

challenges. In typical geolocation pipelines for roadside assets from street-level im-

agery, object detection is the initial step, identifying candidate objects within the

image. A key challenge arises from the limited availability and reliability of object-

level annotations in large-scale street-level imagery datasets.

Modern object detection models generally require a large amount of accurately

labeled training data, where objects are annotated using high-level supervision such
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as bounding boxes, object labels, and segmentation masks (Redmon et al. 2016;

He et al. 2017). Producing such detailed annotations for street-level imagery, how-

ever, is both expensive and time-consuming. Consequently, large crowdsourced plat-

forms such as Mapillary often rely on community-contributed or semi-automatically

generated annotations. While these datasets provide valuable large-scale coverage,

the annotations may contain inconsistencies, missing labels, or inaccurate object

boundaries, which can introduce additional difficulties when training robust detec-

tion models for downstream geolocation tasks (Neuhold et al. 2017; Cordts et al.

2015).

Beyond detection and annotation challenges, estimating object locations requires

reasoning across multiple views (Hartley and Zisserman 2004). Roadside objects are

typically observed from different camera positions, and their appearance may vary

due to changes in viewpoint, illumination, occlusion, and image quality. Accurate

geolocation, therefore, depends on modeling the geometric relationship between cam-

era positions, viewing directions, and object locations. Even small errors in camera

metadata, object detection, or bearing estimation can propagate through the ge-

ometric estimation process, leading to significant inaccuracies in estimated object

positions.

Another difficulty arises from noisy and incomplete observations in real-world

datasets. Object detections may be missing, incorrectly localized, or associated

with the wrong object. When triangulation or ray-intersection methods are used to

estimate candidate object locations from multiple views, noisy measurements can

generate a large number of spurious intersections (Chaabane et al. 2021). Identify-

ing the correct object locations among these candidate intersections is particularly

challenging in dense urban environments, where multiple objects may lie close to-

gether.

In addition to these challenges, existing methods often rely on either purely ge-

ometric approaches or purely learning-based approaches. Geometric methods can

exploit multi-view relationships but are sensitive to noise and measurement errors.
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On the other hand, learning-based approaches can model complex patterns in data

but often require large amounts of accurate supervision and may not explicitly in-

corporate geometric constraints.

1.2 Research Gaps and Contributions

This thesis addresses the problem of automated detection and geolocation of roadside

objects from street-level imagery under weak supervision. The key research gaps and

the corresponding contributions are summarized as follows:

� The limited availability and reliability of object-level annotations in large-scale

street-level imagery present a significant challenge for training accurate object

detection models. To address this, a weakly supervised framework is proposed

that leverages a deep learning-based classification model to extract discrim-

inative features from image-level annotations. Gradient-weighted Class Acti-

vation Mapping (Grad-CAM) and unsupervised segmentation techniques are

employed to localize objects within the image. These detections are combined

with image metadata, including camera geolocation, object bearing, and esti-

mated depth, within a statistical multi-view formulation to estimate real-world

object positions.

� Weak supervision often leads to false positive detections, which can affect multi-

view triangulation by introducing incorrect intersections and inconsistent view

associations. This highlights the need to incorporate visual features as an ad-

ditional source of information within the statistical triangulation framework.

To address this issue, we introduce visual similarity between observations as

a complementary cue to geometric reasoning. To achieve this, the problem is

reformulated as an object Re-identification (Re-ID) task across multiple views.

A similarity-based learning framework is introduced, employing a Siamese net-

work to identify inconsistent views via learned similarity while explicitly ac-

counting for noise. A probabilistic modeling strategy is further employed to
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distinguish reliable pairs from noisy ones, enabling robust cross-view matching

and reducing the impact of incorrect view associations.

� Building on this, the Re-ID framework and statistical noise filtering strategy

are applied to multi-view street-level imagery, where faulty detections across

views are systematically identified and filtered. The Siamese network, trained

under noisy conditions, is further refined on multi-view street-level imagery

to capture cross-view visual consistency, and similarity scores are computed

across multiple observations. These learned visual similarities, together with

image metadata such as camera location, object bearing, and estimated depth,

are then integrated into a statistical triangulation framework. By combining

visual and geometric information, the approach effectively suppresses unreli-

able observations, reduces spurious intersections, and improves the robustness

and accuracy of object geolocation.

� Geometric triangulation alone is highly sensitive to noise and ambiguity in

multi-view observations, limiting its reliability in real-world scenarios. To ad-

dress this, a graph-based learning framework is proposed that models the rela-

tionships between camera views and candidate object locations. By leveraging

graph neural networks, the approach reasons over multi-view observations and

selects the most plausible object locations, effectively combining geometric con-

straints with learning-based inference for improved geolocation performance.

1.3 Thesis Structure

This thesis is structured to provide a clear methodological foundation and a consis-

tent presentation of the individual research contributions. The background material

first introduces the key concepts, methods, and literature that support the work de-

veloped in the thesis. Building on this foundation, each research chapter is presented

as a self-contained contribution, beginning with an introduction and task-specific re-

lated work, followed by the proposed methodology, the datasets used for evaluation,
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and the experimental setup. The results are presented and analyzed in depth, high-

lighting the approach’s strengths and areas for further improvement. Finally, each

research chapter concludes with a summary of findings, ensuring a consistent and

comprehensive presentation across all contributions. The thesis ends with a conclud-

ing chapter that summarizes the overall findings, discusses the main limitations, and

outlines possible directions for future work. A brief overview of the content covered

in each chapter is provided below.

� Chapter 2: This chapter provides the theoretical and methodological back-

ground for the thesis. It reviews the main concepts, existing methods, and

relevant literature that support the research contributions presented in the

following chapters.

� Chapter 3: This chapter presents a low-supervision framework for detecting

and geolocating roadside objects from street-level images using only binary

image labels and existing geo-records. The method combines image classifica-

tion, Grad-CAM-based localization, and Markov Random Field (MRF)-based

spatial optimization, and is evaluated on traffic lights and public bins. Addi-

tional details related to this work, including preliminary experiments, extended

results, and further observations, are provided in Appendix 3A 3.5.

� Chapter 4: This chapter presents a Siamese network-based Re-ID framework

that learns reliable image similarity despite noisy labels. It introduces a Beta

Mixture-based Similarity Outlier Detection (Beta-SOD) method for identify-

ing noisy pairs, and evaluates its effectiveness on person and vehicle Re-ID

datasets under different noise levels. Supplementary results for Beta-SOD are

provided in Appendix 4A 4.8, preliminary experiments are presented in Ap-

pendix 4B 4.9, and its extension to object geolocation is described in Appendix

4C 4.10.

� Chapter 5: This chapter presents a similarity-augmented MRF framework for

roadside object geolocation under weak supervision, where visual consistency is
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combined with geometry-based multi-view triangulation. A Siamese network

is used to estimate pairwise visual similarity between views, while a Beta-

distribution-based filtering strategy is applied during training to reduce the

effect of noisy labels.

� Chapter 6: This chapter presents Edge-Aware View-Hypothesis

(EdgeAwareVH), a robust Graph Neural Network (GNN)- based framework for

roadside object geolocation that learns from the geometry of the intersections

of multi-view observations using edge-aware attention and geometric message

passing. The method combines depth, bearing, camera pose, and Open-

StreetMap (OSM)-based spatial cues, and is evaluated on noisy simulated and

real-world waste-bin geolocation data.

� Chapter 7: This chapter summarizes the main findings of the thesis and

highlights the key contributions established through the proposed methods.

It also discusses the main areas for further improvement and outlines future

directions for extending and strengthening the presented approaches.
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Chapter 2

Background and Related Work

This chapter provides the background and literature review for the research pre-

sented in this thesis. It begins by introducing the historical development of geolo-

cation, highlighting how the field has evolved from traditional positioning methods

to modern vision-based and learning-based approaches. The chapter then discusses

the main categories of geolocation, including image-level, camera-level, object-level,

and multi-view geolocation, to establish the broader context of the problem ad-

dressed in this work. Finally, it reviews the state-of-the-art methods most relevant

to the proposed frameworks, including weakly supervised object localization, similar-

ity learning, multi-view geometric reasoning, and graph-based approaches for object

geolocation. Together, these discussions provide the conceptual and technical foun-

dation for the methods developed in the following chapters.

2.1 Historical Evolution of Geolocation

Manual Geolocation: The problem of geolocation has evolved gradually, moving

from manual surveying practices to the highly automated, data-driven methods used

today. In its early stages, cartography and land surveying depended heavily on geo-

metric triangulation, astronomical observations, and careful manual measurements

to determine positions on the Earth’s surface. Techniques such as triangulation net-

works and plane-table mapping played a key role in establishing the mathematical
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principles that underpin modern localization, particularly in relating angles, dis-

tances, and spatial coordinates (Wolf and Ghilani 2012). Although these methods

could achieve high accuracy at the local level, they required significant human effort,

were time-consuming to implement, and were not well-suited to large-scale mapping.

Global Positioning System: The introduction of satellite-based positioning sys-

tems marked a major turning point in geolocation. With the development of

the Global Positioning System (GPS), it became possible to determine location ac-

curately and in real time using signals from a network of satellites. GPS, along with

other Global Navigation Satellite System (GNSS), provides near-global coverage

with meter-level accuracy and has become a core component of modern navigation,

mapping, and geospatial applications (Hofmann-Wellenhof et al. 2008). Despite

these advances, satellite-based localization is not without limitations. In dense ur-

ban environments, signals are often obstructed or reflected by buildings, leading to

multi-path effects and reduced accuracy, particularly in so-called urban canyons.

Visual Geolocation: At the same time, advances in computer vision and the

growing availability of large-scale image datasets have led to the emergence of vision-

based geolocation as a complementary approach. Early methods focused on match-

ing ground-level images to geo-tagged databases using handcrafted features such as

SIFT and SURF (Lowe 2004). More recently, deep learning has significantly im-

proved performance by enabling models to learn robust visual representations for

place recognition and image retrieval (Arandjelović et al. 2018). These approaches

are particularly useful in scenarios where GPS signals are weak or unavailable, pro-

viding an alternative means of directly estimating location from visual data.

Building on these developments, multi-view and crowdsourced street-level map-

ping systems have further advanced the field. Platforms such as Mapillary (Mapillary

2024) and OSM (OpenStreetMap Contributors 2024) leverage large volumes of user-

contributed geo-tagged images to create detailed, continuously updated maps. By

combining observations from multiple viewpoints, multi-view geometry enables the

triangulation of object locations and improves overall localization accuracy (Hartley
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and Zisserman 2004). Together, these approaches have led to modern geolocation

systems that integrate geometric reasoning, visual understanding, and large-scale

data aggregation in a unified framework.

2.2 Fundamentals of Geographic Coordinate Sys-

tems

Accurate geolocation depends on representing positions on the Earth’s surface con-

sistently and precisely. The most commonly used global reference system is the

World Geodetic System, particularly WGS-84, which expresses locations in terms

of latitude, longitude, and altitude. This framework provides a standardized basis

for positioning and is used by GPS and most modern mapping systems (Defense

Mapping Agency 1987). While latitude and longitude are easy to interpret, they

are not always ideal for geometric calculations, as their non-linear nature can make

operations such as distance and angle computation less straightforward.

To address this, alternative coordinate systems are often used for spatial reason-

ing and geometric analysis. The GNSS coordinate system represents positions in a

three-dimensional Cartesian space centered at the Earth’s core, making it well suited

for vector-based computations. For more localized applications, the East-North-Up

(ENU) system provides a convenient tangent-plane approximation, which simpli-

fies tasks such as multi-view geometry and triangulation. Similarly, the Universal

Transverse Mercator (UTM) system projects the Earth onto a set of local planar

grids, allowing distances to be measured in meters with relatively low distortion over

smaller regions (Snyder 1987).

Converting between these coordinate systems relies on map projections and

geospatial transformations. Because the Earth is curved, any projection onto a

flat surface introduces some level of distortion, whether in area, distance, or angu-

lar relationships. Different projection methods are therefore chosen depending on

which properties need to be preserved for a given application. For example, transfor-
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mations from WGS-84 to ENU or UTM are particularly important in applications

involving sensor fusion, triangulation, and spatial reasoning. They allow data from

different sources, such as images, GPS measurements, and geographic databases, to

be combined within a common and consistent computational framework.

2.3 Categories of Geolocation

Image-based Geolocation: Geolocation can be broadly categorized by level of

abstraction and the nature of its output. At the most basic level, image-level ge-

olocation estimates the geographic location of an entire image by matching it to a

database of geo-tagged images. This problem is often formulated as a large-scale

image retrieval task, where learned visual descriptors are used to identify the most

likely location (Weyand et al. 2016). A more detailed formulation is camera pose

estimation, which aims to determine the camera’s position and orientation in 3-

Dimensional (3D) space. This is typically addressed using Structure from Motion

(SfM) or visual localization techniques that match image features to a known 3D

model of the environment (Sattler et al. 2018). Camera pose estimation provides

richer geometric information and is fundamental to applications such as augmented

reality and robotics.

Object-level Geolocation: Moving beyond camera-level localization, object-level

geolocation estimates the real-world positions of specific objects observed in images.

A key challenge in object-level geolocation is the repeated appearance of a single

object across multiple views. This task often requires combining visual detection

with geometric reasoning, such as triangulation from multiple viewpoints. In more

complex scenarios, multi-object geolocation aims to simultaneously localize multiple

instances of objects, often requiring reasoning about associations between observa-

tions across views. This introduces challenges related to data association, noise, and

ambiguity, particularly in weakly supervised settings. Object-level geolocation can

be further divided into three subcategories, including tracker-based, triangulation-

based, and re-identification-based geolocation (Wilson et al. 2023).
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Tracker-based Geolocation: Tracker-based geolocation approaches typically be-

gin by detecting object instances across multiple frames, after which an object-

tracking mechanism, commonly referred to as a tracklet, is employed to track each

object across successive views. By leveraging temporal consistency and motion cues,

these methods can improve robustness and accuracy, particularly in dynamic envi-

ronments. Tracking-based approaches are widely used in autonomous driving and

surveillance, where continuous object localization over time is required (Milan et al.

2016). Recent work proposes an end-to-end learning framework that jointly esti-

mates object pose, performs inter-frame association, and applies multi-object track-

ing to improve the geolocation of static objects from video sequences (Chaabane

et al. 2021). Similarly, detection and tracking-based pipelines have been proposed

to geo-localize dense, multi-class objects from street imagery, demonstrating robust-

ness to missing observations and real-world conditions (Wilson et al. 2022). However,

such approaches rely on dense temporal observations and consistent object tracking

across consecutive frames, which may not be available in sparse street-level imagery

settings. As a result, their applicability is limited in scenarios with unordered views,

missing detections, and weak supervision.

Triangulation-based Geolocation: Triangulation-based methods localize objects

by combining detections from multiple views and forming geometric relationships

between camera positions and object observations. Using camera GPS and predicted

object bearings, viewing rays are constructed and intersected to estimate the object

location, often through trigonometric or least-squares formulations. In practice, due

to noise and imperfect detections, these methods rely on approximate intersections

and robust optimization techniques. Therefore, triangulation is often formulated

as a least-squares optimization problem to obtain consistent estimates of object

positions from noisy observations (Hartley and Sturm 1997). Furthermore, a range

of triangulation-based and geometric computer vision methods have been proposed

for object-level geolocation (Hartley and Zisserman 2004).

Re-Identification-based Geolocation: Another possible approach is to re-
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identify objects across multiple views before estimating their geographic location. In

this direction, recent work proposes an end-to-end learnable framework that jointly

performs object detection, cross-view re-identification, and geolocation. The method

leverages a graph neural network to model both visual appearance and relative

pose across multiple views, enabling robust reasoning under occlusions, viewpoint

changes, and visually similar neighboring objects. By integrating these components

within a unified framework, the approach can handle an arbitrary number of input

views and directly predict object locations (Nassar et al. 2020).

2.4 Object Detection and Scene Understanding

in Images

Object Detection: Early approaches to object detection relied on hand-crafted

features such as Histogram of Oriented Gradients (HOG) (Dalal and Triggs 2005)

and deformable part-based models (DPM) (Felzenszwalb et al. 2010), which demon-

strated strong performance on constrained datasets but struggled in complex ur-

ban environments. The advent of deep learning, particularly Convolutional Neural

Network (CNN), significantly advanced the field. Region-based methods such as R-

CNN (Girshick et al. 2014), Fast R-CNN (Girshick 2015), and Faster R-CNN (Ren

et al. 2017) introduced a two-stage detection pipeline that first generates region

proposals and then classifies them, achieving high accuracy on benchmark datasets.

Subsequent work focused on improving efficiency and scalability through single-

stage detectors such as YOLO (Redmon et al. 2016) and SSD (Liu et al. 2016a),

which perform detection in a unified framework without explicit region proposal

steps. The YOLO family has continued to evolve, with later versions such as

YOLOv7 (Wang et al. 2023), and the recently proposed YOLOv10 (Wang et al.

2024) significantly improving detection accuracy, computational efficiency, and real-

time inference. These models are particularly suitable for large-scale street-level im-

agery due to their real-time performance and ability to handle dense scenes. More
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recently, transformer-based architectures such as DETR (Carion et al. 2020) have

reformulated object detection as a set-prediction problem, eliminating the need for

handcrafted components like anchor boxes and non-maximum suppression. These

models leverage global attention mechanisms to capture long-range dependencies

within complex scenes.

Weakly supervised and semi-supervised approaches have also gained attention

due to the high cost of manual annotation in large-scale datasets. Methods based

on Class Activation Map (CAM) (Zhou et al. 2016) and Grad-CAM (Selvaraju et al.

2017) have been used to localize objects using only image-level labels, providing

a practical alternative for large datasets with limited annotations. However, such

approaches often produce coarse localization and are prone to false positives, es-

pecially in cluttered street scenes. In weakly supervised object detection, method

such as One Point is All You Need (Zhang et al. 2025) demonstrate that reliable

detectors can be learned using image-level or point-level annotations by exploit-

ing vision-language alignment, object localization, and attention mechanisms. In

semi-supervised object detection, transformer-based approaches including Sparse

Semi-DETR (Shehzadi et al. 2024), Relational Matching (Wu et al. 2024), and

the recent STEP-DETR (Shehzadi et al. 2025) leverage pseudo-label refinement,

teacher-student learning, and query optimization to effectively utilize large quanti-

ties of unlabeled data. These methods have substantially reduced annotation re-

quirements while achieving performance approaching fully supervised detectors on

standard benchmarks.

Street-Level Imagery: Street-level imagery has emerged as a rich source of visual

information for understanding urban environments and supporting applications such

as infrastructure monitoring, autonomous mapping, and smart-city analytics. The

rapid growth of large-scale image collections from platforms such as Google Street

View and Mapillary has enabled the development of data-driven approaches for auto-

matically extracting semantic information from urban scenes. Among these, object

detection and scene understanding play a central role in identifying and localizing
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relevant entities such as traffic signs, street furniture, and waste bins.

However, street-level imagery poses several challenges that distinguish it from

traditional object-detection benchmarks. These include large variations in view-

point, illumination, occlusions, and object scale, as well as cluttered backgrounds

and dynamic urban settings. Furthermore, in many real-world scenarios, annota-

tions are sparse or weakly supervised, limiting the applicability of fully supervised

methods. As a result, robust detection and scene understanding in such environ-

ments require models that can generalize across diverse conditions while handling

noisy and incomplete supervision.

In the context of street-level imagery, several works have explored domain-

specific challenges, such as small-object detection, occlusions, and viewpoint varia-

tions(Aldubaikhi and Patel 2025). Multi-scale feature representations and Feature

Pyramid Networks (FPN) (Lin et al. 2017) have been widely adopted to improve

the detection of objects of varying sizes. Additionally, context-aware models have

been proposed to incorporate scene-level information, enabling more robust reason-

ing about object relationships in urban environments. Recent work has significantly

advanced small-object detection, multi-view perception, and roadside scene under-

standing through transformer architectures (Du et al. 2025), collaborative percep-

tion (Daryani et al. 2025), and large-scale datasets (Wang et al. 2025). However,

these methods primarily focus on improving object detection or 3D perception ac-

curacy under fully supervised settings. In contrast, this thesis addresses the com-

plementary problem of weakly supervised roadside object geolocation, where only

image classification labels are available for detector training and no ground-truth

cross-view object associations or object segmentation masks are provided.

A natural extension of this line of work considers combining street-level imagery

with aerial or satellite imagery, as the two provide complementary perspectives of the

same environment. From a methodological perspective, probabilistic object-based

frameworks have also been used to jointly model object extraction and change de-

tection from image pairs. For example, (Benedek et al. 2012) introduced a multi-
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temporal marked point process framework that integrates low-level change evidence,

object-level appearance models, spatial interactions, and prior knowledge through

global optimization. While street-level images capture fine-grained visual details of

objects, overhead imagery offers broader spatial context and more complete cover-

age of urban areas. Several studies have explored this idea by fusing information

from both views to improve urban scene understanding. For instance, previous

work (Wegner et al. 2016) demonstrated that combining aerial and street-level im-

agery can improve the detection and mapping of urban objects such as trees. Simi-

larly, (Hoffmann et al. 2019) and (Cao et al. 2018) showed that integrating features

from both modalities leads to more robust classification and detection in complex

urban environments, although challenges remain due to the significant viewpoint

differences between ground-level and overhead images.

Closely related to this, cross-view geolocation methods have also highlighted

the importance of learning correspondences between street-level and aerial imagery.

Early works (Lin et al. 2013; Tian et al. 2017) focused on matching ground-level im-

ages to aerial views by learning viewpoint-invariant representations, demonstrating

that meaningful relationships can be established despite drastic appearance changes.

More recent surveys further emphasize that combining aerial and street-level data is

becoming increasingly important for large-scale urban analysis and mapping applica-

tions (Biljecki and Ito 2021). Overall, these studies suggest that integrating multiple

viewpoints, rather than relying on a single modality, can significantly enhance both

detection and localization performance in real-world urban settings, which aligns

closely with the motivations of this thesis.

3D LiDAR vs. Street-Level Imagery: While this thesis focuses on street-level

imagery, roadside object geolocation can also be addressed using active sensing

modalities such as terrestrial or mobile LiDAR. LiDAR offers several advantages

over passive imaging, including accurate 3D geometry, direct depth measurements,

robustness to illumination changes, and reduced sensitivity to shadows and appear-

ance variations. Consequently, LiDAR-based approaches have become a cornerstone
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of autonomous driving and high-definition mapping, with methods such as Point-

Pillars (Lang et al. 2019), and VoxelNeXt (Chen et al. 2023) demonstrating highly

accurate 3D object detection from point clouds. More recently, multimodal fusion

frameworks have combined the complementary strengths of LiDAR and RGB im-

agery. Representative methods include BEVFusion (Liang et al. 2022), which unifies

LiDAR and camera features in bird’s-eye-view space, and more recent approaches

such as GAFusion (Li et al. 2024) and IS-Fusion (Yin et al. 2024), which employ

transformer-based feature fusion to jointly exploit geometric and semantic informa-

tion for SOTA 3D object detection. These methods demonstrate that LiDAR and

cameras provide highly complementary information for scene understanding.

Importantly, these advantages come at the cost of specialized sensors, precise

calibration, dedicated data collection, and substantially higher storage and compu-

tational requirements for processing dense 3D point clouds. In contrast, street-level

imagery is inexpensive, widely available through platforms such as Google Street

View (gsv) and Mapillary for nearly two decades, and provides extensive geographic

coverage together with essential metadata, including camera GPS location, heading,

and acquisition time. Combined with recent advances in deep learning for object de-

tection and visual similarity learning, these characteristics make image-based meth-

ods particularly suitable for scalable roadside object geolocation and deployment on

resource-constrained edge devices.

Nevertheless, LiDAR and street-view imagery should not be viewed as compet-

ing sensing modalities, but rather as complementary sources of information. Recent

camera-LiDAR fusion methods demonstrate that combining the precise geometric

measurements of LiDAR with the rich semantic information of RGB imagery can

substantially improve robustness under occlusion, adverse illumination, and com-

plex urban environments. Similarly, the TUMTraf V2X Cooperative Perception

Dataset (Zimmer et al. 2024) highlights the benefits of integrating roadside and

vehicle-mounted camera–LiDAR observations. Extending the proposed framework

to incorporate LiDAR within a multimodal fusion architecture therefore represents
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a promising direction for future work.

Weak Supervision: Overall, while object detection and cross-view matching meth-

ods have advanced significantly, many existing approaches still rely on strong super-

vision or focus mainly on single-image analysis. In the context of this thesis, weak

supervision means that the training data does not contain detailed object-level an-

notations such as object identities, bounding boxes, segmentation masks, or explicit

correspondences across views. For object detection, instead of using fully annotated

images with precise object locations, only image-level labels are available: images

containing the target roadside object are labeled as class 1, while images without

the object are labeled as class 0. This reduces the detection stage to a binary clas-

sification problem, from which approximate object locations are later inferred using

explainability-based localization methods.

Weak supervision also affects the re-identification and multi-view association

stage. For roadside objects, there are typically no large-scale datasets that pro-

vide object identities or associations of the same physical object across multiple

street-level images. This is particularly challenging for geolocation, where reliable

multi-view association is needed to determine whether detections from different im-

ages correspond to the same real-world object. Moreover, accurate roadside object

geolocation requires not only visual annotations, but also spatial metadata such as

camera GPS location, image heading, field of view, and other geometric informa-

tion. Since such richly annotated datasets are rarely available, the problem must be

addressed under noisy and weakly supervised conditions. This motivates the need

for methods that combine visual similarity, geometric constraints, and structured

reasoning, as explored in this thesis.

2.5 Multi-view Geometry and Triangulation

Estimating the real-world location of objects from images requires reasoning be-

yond single-view perception and involves understanding the geometric relationships

between multiple observations. Multi-view geometry provides a mathematical frame-

18



work for reconstructing 3D structure from multiple images by exploiting known or

estimated camera parameters and viewing directions. In the context of street-level

imagery, where camera positions are typically geo-tagged, and object observations

are associated with bearing and depth cues, triangulation becomes a natural ap-

proach for object geolocation.

Triangulation: Given multiple observations of the same object from different view-

points, triangulation estimates the object’s position as the intersection of corre-

sponding viewing rays. In ideal conditions, where measurements are accurate and

noise-free, these rays intersect at a single point. However, in real-world scenar-

ios, uncertainties in camera pose, object detection, depth estimation, and bearing

measurements result in imperfect intersections. Consequently, practical triangula-

tion methods must account for noisy observations and often rely on probabilistic or

optimization-based formulations to estimate the most likely object location.

Multi-view Geometry: The foundations of multi-view geometry are well estab-

lished in the computer vision literature, with classical formulations based on projec-

tive geometry, epipolar constraints, and camera calibration (Hartley and Zisserman

2004; Szeliski 2010). Early approaches focused on reconstructing 3D scenes from

calibrated image pairs using linear and non-linear triangulation methods, including

midpoint and least-squares solutions (Hartley and Zisserman 2004). These methods

assume accurate correspondences between image points and known camera param-

eters, which are often difficult to obtain in unconstrained environments such as

street-level imagery.

Structure from Motion (SfM): In the context of large-scale urban reconstruc-

tion, SfM techniques have been widely used to jointly estimate camera poses and 3D

scene structure from unordered image collections (Schönberger and Frahm 2016).

While SfM provides dense and accurate reconstructions, it typically requires strong

feature correspondences across images and is computationally intensive, making it

less suitable for scenarios with sparse or object-specific observations.

Probabilistic graph models: Probabilistic graph models provide a principled
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framework for modeling spatial relationships and uncertainty in multi-view geoloca-

tion tasks. These models represent dependencies between observations and latent

object locations through graph structures, enabling the integration of geometric con-

straints, measurement uncertainty, and contextual priors. In the context of roadside

object geolocation from street-level imagery, graphical models are particularly effec-

tive in resolving ambiguities caused by noisy detections, inaccurate depth estimates,

and inconsistent multi-view associations.

MRFs are widely used for spatial reasoning because they provide a natural way

to model dependencies between multiple observations. In geolocation tasks, particu-

larly for roadside objects, MRFs are typically defined over intersections (candidate

object locations) generated through triangulation from multiple views. Each inter-

section represents a possible object position, where unary potentials capture how

well an individual observation supports that intersection, while pairwise potentials

enforce geometric consistency across different views.

A related approach (Krylov et al. 2018) formulates roadside object geolocation

as an energy minimization problem using a custom MRF. Object detections from

street-level images are combined with estimated depth and bearing information to

generate candidate ray intersections, where each intersection represents a possible

object location. Each candidate intersection xi is assigned a binary label zi ∈ {0, 1},

where zi = 1 indicates that the candidate is selected and zi = 0 indicates that it is

rejected. The objective is to minimize the following energy function:

U(z,Θ) =

NZ∑
i=1

[αu1(zi) + βu2(zi) + (1− α− β)u3(zi)] , (2.1)

where u1, u2, and u3 are custom energy terms designed to enforce geometric consis-

tency.

The first term, u1, measures depth consistency:

u1(zi) = zi
∑
j=1,2

∥∆j − dj∥, (2.2)
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where ∆j is the estimated monocular depth from camera j, and dj is the triangulated

distance from camera j to the candidate intersection. This term penalizes candidates

whose triangulated locations disagree with the estimated object depths.

The second term, u2, encourages spatial consistency between selected neighbor-

ing intersections:

u2(zi) = zi
∑
k

zk∥xi − xk∥, (2.3)

where, k indexes the candidate intersections lying on the rays associated with xi,

and the summation is taken over all such intersections. It penalizes the simulta-

neous selection of neighboring candidates that are far apart, while allowing nearby

intersections to support the same object hypothesis.

The third term, u3, discourages the trivial solution in which all candidates asso-

ciated with a detected ray are rejected:

u3(zi) = (1− zi)
∏
k

(1− zk). (2.4)

Thus, the MRFs balances depth agreement, geometric consistency, and sufficient sup-

port from candidate intersections. By minimizing the weighted energy, the model

suppresses inconsistent intersections while retaining candidates supported by multi-

view geometry. Conceptually, this custom MRF formulation is employed in Chapter

3 as a baseline geolocation pipeline that combines weakly supervised object de-

tections with geometric reasoning to identify spatially consistent candidate object

locations.

Subsequent works have explored variations of triangulation pipelines for different

urban assets. Simplified triangulation without global optimization has been applied

to tree detection (Lumnitz et al. 2021), while address-based alignment and heuristic

filtering have been used for urban asset localization (Laumer et al. 2020). (Murphy

et al. 2025) proposed a probabilistic framework for the precise geolocation of street

furniture using geo-positioned energy maps that encode the spatial likelihood of

object locations. The method integrates external geospatial information, such as
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GIS layers, road maps, and placement constraints, and uses stochastic birth-and-

death optimization to infer the most probable configuration of urban assets. Other

approaches incorporate additional cues such as semantic context or temporal consis-

tency to improve robustness.

Despite these advancements, triangulation-based geolocation remains highly sen-

sitive to errors in input measurements, particularly in bearing and depth estimates

derived from monocular images. In this thesis, the triangulation based method op-

timized by custom MRF model is initially evaluated with the weakly supervised

object detection pipeline introduced in Chapter 3, and is later extended in Chapter

5 by incorporating an additional visual-similarity energy term to further support the

selection of consistent object locations. However, since the energy terms are hand-

crafted, the model can struggle in more challenging scenarios involving severe noise,

false detections, or incorrect associations across views. To address this limitation,

Chapter 6 replaces the MRF with a learning-based approach based on a graph neu-

ral network, enabling the model to learn hypothesis selection under similarly noisy

and realistic conditions.

2.6 Similarity Learning and Metric Learning

Weakly supervised object detection methods often introduce false positives and in-

consistent detections across different views of the same scene. In the context of

this thesis, such errors lead to incorrect associations between observations that are

assumed to correspond to the same object, ultimately degrading the performance

of the geolocation pipeline. In particular, when multiple images capture a similar

region, weak supervision may yield spatially plausible but visually inconsistent de-

tections, leading to unreliable triangulation and erroneous object localization. To

address this limitation, it is necessary to incorporate visual cues that distinguish

whether two observations correspond to the same physical object. This naturally

reformulates the problem as one of object re-identification across multiple views,

where the goal is to learn a representation that captures visual similarity despite
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variations in viewpoint, scale, illumination, and occlusion.

Multiple Object Tracking: Object re-identification is closely related to Multiple

Object Tracking (MOT), where the goal is to maintain consistent object identities

as they move across frames. In practice, this is quite challenging, as objects may

become occluded, disappear temporarily, or change appearance due to viewpoint

and lighting variations. Early tracking methods relied heavily on motion cues, but

more recent approaches have shown that incorporating appearance-based similarity

is essential for reliable association. For example, DeepSORT (Wojke et al. 2017)

combines motion with learned visual embeddings, allowing the tracker to better

distinguish between similar-looking objects.

Building on this idea, several works have explored how to jointly use appearance,

geometry, and temporal information to improve tracking performance. Graph-based

approaches, for instance, model detections as nodes and learn how they should be

connected over time (Braso and Leal-Taixe 2020), while other methods explicitly

incorporate temporal consistency and spatial reasoning to handle more complex

scenarios (Weng et al. 2020; Pang et al. 2023). More recent work also focuses

on improving the robustness of learned features, particularly in situations where

detections are noisy or ambiguous (Ma et al. 2024).

Although these methods are designed for tracking over time, the underlying

problem is very similar to multi-view geolocation. In both cases, the key challenge

is to correctly associate observations that belong to the same object despite noise

and inconsistencies. This makes MOT-based re-identification approaches particu-

larly relevant, as they highlight the importance of combining visual similarity with

geometric and contextual cues for reliable association.

Vehicle Re-Identification: A large body of work in vehicle re-identification has

explored the problem of matching the same vehicle across different cameras and

viewpoints, particularly in urban surveillance settings. This is inherently challenging,

as vehicles often appear quite similar and their visual characteristics can change

significantly depending on viewpoint, lighting, and occlusions. Early work in this
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area focused on large-scale matching and progressive search strategies to handle such

variations (Liu et al. 2016b).

As deep learning became more prominent, many approaches shifted toward learn-

ing discriminative feature embeddings using metric-learning techniques, such as con-

trastive and triplet losses. (Zhang et al. 2017; Kuma et al. 2019). These methods

aim to bring images of the same vehicle closer together in the feature space while

pushing images of different vehicles apart. At the same time, researchers began

incorporating additional cues, such as spatial-temporal information, to improve ro-

bustness in real-world scenarios (Shen et al. 2017; Wang et al. 2017; Wu et al. 2018a).

Multi-modal approaches have also been explored, where visual features are combined

with attributes or metadata to better handle challenging cases (Tang et al. 2017; Liu

et al. 2018b).

Another important direction has been explicitly addressing viewpoint variation.

Several works propose multi-view learning strategies that aggregate information

from different perspectives (Zhouy and Shao 2018; Zhou et al. 2018), while attention

mechanisms and region-aware models focus on the most informative parts of the ve-

hicle to reduce the impact of background clutter (Liu et al. 2018a; Zhu et al. 2018).

More recently, methods incorporating adversarial learning and re-ranking strategies

have been introduced to refine similarity predictions and improve robustness to syn-

thetic data (Lou et al. 2019a; Wu et al. 2018b).

Person Re-Identification: Person re-identification has been one of the most

widely studied problems in similarity learning, aiming to match individuals across

non-overlapping camera views. Similar to vehicle re-identification, this task is diffi-

cult due to variations in pose, illumination, background, and occlusion. Early deep

learning approaches focused on learning pairwise similarity using Siamese networks

and contrastive loss formulations (Li et al. 2014; Ahmed et al. 2015). These methods

were later improved through triplet-based learning strategies, which enforce relative

similarity constraints and have shown strong performance in practice (Yuan et al.

2020; Schroff et al. 2015).
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As the field progressed, more sophisticated architectures were proposed to better

capture fine-grained visual differences. For example, part-based models (Sun et al.

2018) learn localized features for different body regions, thereby improving robust-

ness to misalignment and occlusion. Attention-based methods further enhance this

by focusing on the most informative regions of the image (Li et al. 2018), while

multi-scale and multi-branch networks capture features at different levels of detail

(Chen et al. 2017). Additional cues such as pose estimation and semantic attributes

have also been incorporated to improve discriminative power (Su et al. 2017; Sun

et al. 2018).

More recently, there has been increasing interest in handling noisy labels and

domain shifts, which are common in real-world data. Approaches based on unsu-

pervised and semi-supervised learning (Ge et al. 2020; Zhong et al. 2019), as well

as clustering and memory-based techniques (Fan et al. 2018), aim to learn robust

representations without relying on perfectly clean annotations. These ideas are par-

ticularly relevant in weakly supervised settings, where incorrect associations can

negatively impact performance.

Existing vehicle and person re-identification methods have demonstrated strong

performance in learning discriminative feature representations that are robust to

viewpoint, illumination, and occlusion variations. In particular, recent work in per-

son MOT has begun to address the challenges posed by label noise, highlighting the

importance of robust similarity learning in realistic settings where annotations are

imperfect. However, most existing approaches are primarily designed for matching

across camera networks and typically assume either clean supervision or do not ex-

plicitly account for the impact of noisy pairwise associations on downstream tasks.

In the context of multi-view object geolocation, incorrect associations between ob-

servations can lead to substantial errors in triangulation, as even a small number

of mismatched pairs can introduce significant geometric inconsistencies. This high-

lights the need for similarity learning methods that are both robust to noisy super-

vision and capable of integrating with geometric reasoning frameworks. Addressing
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these limitations forms the basis of the approach developed in Chapter 4, where

noise-aware similarity learning is proposed and subsequently applied in Chapter 5

to learn reliable cross-view similarities among roadside objects in the presence of

noisy detections and weak supervision.

2.7 Graph Neural Networks for Structured Data

While probabilistic graphical models such as MRFs provide a structured way to

model spatial relationships, they typically rely on hand-crafted energy functions

and fixed assumptions about how observations interact. In practice, especially un-

der weak supervision, these assumptions can be limiting. The relationships among

views, detections, and hypotheses can be highly complex and difficult to capture

with predefined potentials. This becomes even more challenging when the data is

noisy or contains incorrect associations. In contrast, GNNs offer a more flexible

alternative, as they learn these relationships directly from data rather than relying

on manually designed terms. This allows them to adapt to complex patterns, better

handle noise, and incorporate richer features such as visual similarity alongside geo-

metric constraints, making them particularly well-suited for the type of multi-view

reasoning required in this thesis.

Graph Neural Networks: GNNs are designed for problems where the data is

naturally structured as a graph, i.e., a set of nodes connected by edges. Instead

of treating each observation independently, a GNN learns by passing information

between connected nodes, which allows it to model relationships as well as individual

features. This makes GNNs especially relevant when the problem is not just about

recognizing objects, but about understanding how different observations relate to

one another. In this thesis, that is exactly the case: the final object location depends

not only on the evidence from each view, but also on how multiple views, candidate

hypotheses, and geometric constraints interact. For this reason, GNNs provide a

natural extension beyond hand-crafted spatial models, since they can learn these

dependencies directly from data (Kipf and Welling 2017; Veličković et al. 2018;
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Simonovsky and Komodakis 2017).

At a general level, applying a GNN begins with defining a graph representation of

the problem. The first step is to decide which items should be treated as nodes and

which as edges. Depending on the application, nodes may represent objects, views,

detections, or candidate locations, while edges encode relationships such as spatial

proximity, geometric compatibility, or visual similarity. Once this graph is built,

each node is assigned a feature vector, and sometimes edges are given attributes

as well. The GNN then updates node representations through message passing,

where each node aggregates information from its neighbors and combines it with its

own features. Different architectures do this in different ways. Graph Convolutional

Network (GCN) use neighborhood aggregation to learn locally consistent represen-

tations, Graph Attention Network (GAT) learn to assign different importance to

different neighbors, and edge-conditioned models explicitly use edge features during

message passing (Kipf and Welling 2017; Veličković et al. 2018; Simonovsky and

Komodakis 2017). In practice, this is useful when the relationships between nodes

are as important as the nodes themselves, which is often the case in spatial inference

problems.

Graph Neural Networks in Geolocation: In geolocation more broadly, GNNs

are attractive because location estimation is rarely an isolated prediction. It usually

depends on combining multiple sources of evidence, such as image appearance, cam-

era pose, spatial layout, and cross-view consistency. A recent survey of image and

object geolocation notes that modern methods increasingly combine visual and geo-

metric reasoning, especially for object-level localization from street imagery (Wilson

et al. 2023). More generally, recent reviews of GNNs for multi-view learning also

show that graph-based models are well-suited to settings where several related ob-

servations must be fused in a structured way rather than simply concatenated (Xiao

et al. 2024). This is particularly relevant to street-level object geolocation, where

different views may provide incomplete or noisy evidence, but their relationships

still contain strong information about the true object position.
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This motivation becomes even clearer in multi-view imaging. In such settings,

the challenge is not only to detect an object in each image, but also to decide which

detections belong together and how they should be combined spatially. Graph-based

methods are well-suited to this because they can represent views, detections, and

hypotheses as connected entities and reason over them jointly. For example, Geo-

Graph formulates multi-view object detection and geolocation as a graph problem,

using a GNN to combine image evidence with relative pose information and to han-

dle a variable number of views (Nassar et al. 2020). Taken together, these works

suggest that GNNs are not just a convenient modeling choice for geolocation, but

a particularly suitable one when the problem depends on structured interactions

between views, geometry, and object correspondence.

2.8 Datasets for Street-Level Object Geolocation

Progress in multi-view object geolocation has been supported by several datasets

that provide street-level imagery along with varying levels of geographic and object-

level annotation.

Mapillary Vistas Dataset: Mapillary Vistas (Neuhold et al. 2017) is a large-scale

street-level dataset designed for semantic scene understanding. It contains diverse

urban imagery collected globally, with pixel-level annotations spanning a wide range

of object categories, including vehicles, pedestrians, and road infrastructure. The

dataset captures variations in weather, lighting, and geography, but does not provide

explicit multi-view correspondences or object-level geolocation annotations.

ARTSv2 Dataset: The ARTS dataset (Wilson et al. 2022) focuses on traffic sign

detection and geolocation from street-level imagery. It provides annotated images

with sign categories and associated geographic information, enabling both recog-

nition and spatial localization tasks. The dataset is structured around roadside

objects, making it suitable for studying object-level geo-referencing, although it typ-

ically assumes relatively clean annotations and limited viewpoint variation.

Uber-TL Dataset: The Uber-TL (Chaabane et al. 2021) dataset is a large-scale
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collection of street-level imagery designed for traffic light detection and geolocation.

It consists of images captured by vehicle-mounted cameras in urban environments,

along with annotations for traffic light instances, including their spatial locations,

states, and orientations. The dataset provides geographic information that enables

mapping detected objects to real-world coordinates, making it suitable for studying

object-level geolocation. However, similar to other large-scale datasets, it does not

explicitly provide multi-view correspondences between observations, and the data is

collected under relatively structured driving conditions.

Pasadena Multi-View Dataset: The Pasadena Multi-View dataset (Braso and

Leal-Taixe 2020; Nassar et al. 2020) is designed for multi-view analysis of urban

trees. It contains street-level images capturing the same objects from different view-

points, along with annotations that enable cross-view matching and object-level

geolocation. This dataset is particularly useful for studying multi-view consistency

and triangulation-based localization under controlled urban settings.

GeoSign Dataset: GeoSign (Nassar and Lefèvre 2019) is a large-scale dataset

for traffic sign geolocation constructed from crowd-sourced street-level imagery, pri-

marily sourced from platforms such as Mapillary. It provides annotations linking

detected signs to geographic coordinates, enabling large-scale training and evalua-

tion. However, the data is inherently noisy and unstructured, reflecting real-world

acquisition conditions.

Auto Arborist Dataset: The Auto Arborist dataset (Beery et al. 2022) combines

aerial and street-level imagery for urban tree analysis. It includes annotations for

tree detection and classification across modalities, enabling cross-view reasoning

between ground-level and overhead perspectives. While it supports multi-modal

learning, its primary focus is on classification and inventory tasks rather than precise

multi-view triangulation.

These datasets reflect a growing trend toward leveraging multi-modal data

sources and large-scale image collections for urban mapping tasks. Despite these

advances, existing datasets remain limited in several aspects. Many focus on specific
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object categories, such as traffic signs or trees, and often rely on relatively clean an-

notations or structured data collection processes. Furthermore, explicit multi-view

associations and precise ground-truth triangulation are rarely available. These limi-

tations highlight the need for methods that can operate under weak supervision and

noisy observations.
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Chapter 3

Roadside object geolocation from

street-level images with reduced

supervision

We propose a method for automated detection and geolocation of roadside objects

from street-level images by leveraging historical records of these objects. Such par-

tial and/or noisy geo-records are often held by infrastructure owners and require

frequent updating. We aim to reduce the amount of image-level supervision required

for the deployment of deep learning methods to the geolocation problem from seg-

mentation masks (very costly) to binary image labels (lower cost). Our proposed

method integrates an image classification deep learning pipeline with Grad-CAMs

and the watershed transform to identify the positions of roadside objects of inter-

est in the images. The geolocation is performed by deploying the existing Markov

Random Field-based optimization module. We analyze the robustness of the pro-

posed low-supervision geolocation model to noisy records. We report experiments

for the detection of traffic lights and public bins, with geolocation of the latter per-

formed in central Dublin. A published version of this work and the corresponding

implementation are publicly available.1

1Publication at:https://ieeexplore.ieee.org/abstract/document/10715092 and imple-
mentation: https://github.com/waqar3411/Roadside_object_geolocation
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3.1 Introduction

Recent advances in large-scale street-level imagery and data-driven methods have

enabled new possibilities for automated mapping of roadside infrastructure. In this

chapter, we focus on the problem of detecting and geolocating roadside assets such

as traffic lights, utility poles, and public waste bins using street-level images.

Accurate and up-to-date inventories of such assets are essential for urban plan-

ning, infrastructure maintenance, and navigation systems. However, maintaining

these records through manual surveys is costly and difficult to scale. The increas-

ing availability of geo-tagged street-level imagery from platforms such as Google

Street View and Mapillary provides an opportunity to automate this process using

computer vision techniques.

Several prior works have addressed roadside object geolocation by combining

object detection with geometric reasoning. In (Krylov et al. 2018), a two-stage

pipeline is proposed where a segmentation network is used to detect traffic lights,

followed by a monocular depth estimator to infer object distance. An MRF formula-

tion is then used to refine triangulation and improve localization accuracy. Variants

of this approach have been explored for other object categories, including street

trees (Lumnitz et al. 2021; Laumer et al. 2020) and traffic signs (Pedersen and Torp

2020), while detection models such as RetinaNet have been applied to identify in-

frastructure elements in street-level imagery (Zhang et al. 2018; Wilson et al. 2022).

Video-based approaches have also been proposed to exploit temporal consistency for

object geolocation (Chaabane et al. 2021).

Beyond single-modality approaches, multi-sensor fusion methods have been in-

vestigated to improve robustness. For example, LiDAR data has been combined

with street-level imagery to enhance the localization of traffic lights and utility

poles (Krylov and Dahyot 2018), while other works integrate aerial imagery and air-

borne laser scanning data for urban asset mapping (Rodŕıguez-Puerta et al. 2022).

Cross-view matching techniques based on Siamese networks have also been proposed

to associate object observations across multiple images, and in some cases extended
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to fuse aerial and ground-level imagery (Nassar et al. 2020).

Despite these advancements, most existing approaches rely on fully supervised

detection or segmentation models, which require large amounts of finely annotated

training data. This requirement poses a significant limitation in practice, particu-

larly for large-scale deployments where annotations are expensive and often unavail-

able or outdated.

Although large-scale, fully annotated datasets and synthetic environments (e.g.,

CARLA) are available for object detection and instance segmentation, they do not

address the requirements of the roadside object geolocation problem considered

in this thesis. Object detection represents only the first stage of the geolocation

pipeline. While conventional datasets can be used to train accurate object detec-

tors, they typically lack the spatial metadata required for geolocation, including

camera GPS coordinates, camera heading, field of view, and other geometric param-

eters needed to estimate object bearings and perform triangulation. Furthermore,

they do not provide ground-truth associations of the same physical roadside object

across multiple street-level views, nor do they contain the real-world geographic

locations of individual objects required for evaluating geolocation accuracy. Con-

sequently, although fully supervised detection datasets can improve the detection

stage, they cannot be directly used to train or evaluate the complete roadside object

geolocation pipeline. This motivates the use of weak supervision, where only image-

level labels are required for detector training, while the subsequent stages exploit

geometric reasoning and multi-view consistency to recover object locations without

relying on expensive object-level and cross-view annotations.

Weakly supervised methods are not intended to replace fully supervised detectors

when richly annotated geolocation datasets are available. Rather, they provide

a practical and scalable alternative for applications where collecting object-level

annotations, cross-view correspondences, and precise geospatial metadata is either

expensive or simply unavailable, which is currently the case for most roadside object

geolocation tasks.
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To address these challenges, this work investigates a weakly supervised alterna-

tive to traditional detection pipelines. Instead of relying on pixel-level annotations

or bounding boxes, we employ an image-level classification framework, which re-

quires only a single label per image and is therefore significantly less expensive to

obtain.

To recover spatial information from classification models, we leverage Grad-

CAM (Selvaraju et al. 2017) to generate class-specific activation maps, highlighting

regions of interest corresponding to the target objects. These activation maps are

further refined using a watershed-based segmentation approach to estimate precise

object locations within the image.

The resulting object detections are then integrated into a geometric triangula-

tion framework, following the pipeline introduced in (Krylov et al. 2018), to estimate

real-world object locations from multiple observations. Additionally, we explicitly

investigate the robustness of the proposed approach under noisy and partially cor-

rupted supervision, reflecting realistic conditions where historical records may be

incomplete or inaccurate.

The main contributions of this work are as follows:

� Weakly Supervised Detection Framework: A classification-based approach for

roadside object detection that eliminates the need for bounding box or seg-

mentation annotations.

� Spatial Localization via Activation Maps: Integration of Grad-CAM with wa-

tershed segmentation to recover object locations from image-level supervision.

� Robustness to Noisy Supervision: A systematic analysis of the impact of noisy

and outdated labels on detection and geolocation performance.

� Integration with Geometric Triangulation: A complete pipeline that combines

weakly supervised detection with multi-view triangulation for real-world object

geolocation.
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3.2 Proposed geolocation pipeline

In this work, we propose an effective two-step method to detect and geolocate

roadside objects. This includes object detection using DL algorithms, and object

geolocation by resorting to triangulation. The overall proposed pipeline is shown in

Fig. 3.1.

In our study, we consider the training data having only two labels, that are,

0 (no object) and 1 (object presence). There is a single label per image, and the

binary mask or the bounding boxes are not assumed available. To achieve the object

detection and localization we followed a five-step pipeline. In step A, an image is

classified based on the presence or absence of the object using Resnet34 classification

model. In step B, the Grad-CAM is calculated for the image that contains the object

to roughly position the activations in the image. Once the area is highlighted, the

watershed algorithm is applied to find the local maxima in the highlighted area

constituting step C. In step D, the approximate distance from the camera position

to the local maxima is determined using a pre-trained depth model (Farooq Bhat

et al. 2021). The final configuration of the objects is then reported by performing

step E, i.e. custom-grid MRF optimization for object triangulation (Krylov et al.

2018) based on detection from steps A-C and distances from step D.

Grad-CAM (Selvaraju et al. 2017) is a method developed for activations maps

analysis in DL models. The last convolutional layer of the model contains detailed

information. Grad-CAM uses this information and generates a heatmap, localizing

the area that is relevant for the prediction of a specific class. Specifically, Grad-CAM

is calculated as the gradient of the class-specific output yc w.r.t. the feature map

activations Ak of a convolutional layer. Then the average of all the gradients over

width i and height j dimensions is taken:

αc
k =

1

z

∑
i

∑
j

∂yc

∂Ac
ij

.

Finally, ReLU function is applied to the weighted combination of feature map
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Figure 3.2: Grad-CAMs of traffic light dataset. Row 1: Resnet34 results. Row 2:
Resnet50 results. Column (a): Input Image, (b): True Traffic Light Position (c):
No label noise, (d)-(f): 1%, 5%, and 10% label noise respectively. Black dots are
the local maxima identified using watershed transform.

activation Ak:

Lc
Grad−CAM = ReLU(

∑
k

αc
kA

k).

After performing Grad-CAM activation analysis on the classified images we then

deploy the watershed algorithm to identify unique image positions for each activation

blob, see Fig. 3.2.

The watershed algorithm thresholds the image, followed by applying a distance

transform that identifies the foreground regions. A local maximum is then calculated

for each foreground region.

The estimated depth paired with camera coordinates and image bearing are input

to triangulation. Triangulation is performed using the custom-grid MRF (Krylov

et al. 2018). This algorithm performs stochastic optimization to solve the numerical

problem of finding optimal object positions as intersections of multiple view rays.

Object information is contributing via energy terms that penalize discrepancies be-

tween depth estimation and intersection positions, detection false positives, and

multiple objects simultaneously occupying the same position. For more details refer

to (Krylov et al. 2018). The final geolocations returned by the MRF are fed through

a local distance-based clustering to avoid double detections. The mean position of

each cluster is the final output of our pipeline.
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3.3 Experiments

3.3.1 Datasets and setup

In this work we consider two roadside objects: traffic lights and public bins. The

images of traffic lights are extracted from the Mapillary Vistas dataset. Based on

the presence of traffic light, 9,000 images, were extracted. The selection is done

using the segmentation annotations provided. A total of 72,000 image crops of size

1200 x 1200 were generated, scaled 1/2 is each dimension for training. We thus

obtained 24,000 images both in class 0 (no traffic light) and 1 (traffic light).

To build the public bins datasets we have extracted the images from the Mapillary

API. We have extracted only those images that are flagged as the images containing

the public bins. We also use the publicly available dataset of street public bins

provided by the Dublin City Council (DCC). To enforce consistency with the DCC

dataset we have selected only those Mapillary images that are within 15 meters

distance of the locations of the DCC bins. A total of 9,827 images were obtained

for class 1. Class 0 images are obtained by extracting the images that are 30-100

meters away from DCC bins. Each image is re-scaled to 1500 x 900 resolution for

processing.

Importantly, due to the lack of high quality segmentation ground truth available

for traffic lights (from Mapillary Vistas dataset), we cannot assess the segmentation

quality obtained using the proposed method for the public bins data. We therefore

rely on these two datasets for different purposes: traffic lights for assessing the

segmentation performance, and public bins to assess the geolocation quality.

Implementation Details. The ResNet34 model was implemented and trained on

an NVIDIA TITAN X GPU (12 GB). Training was performed for 50 epochs using

a batch size of 8. The Adam optimizer was employed with an initial learning rate

of 0.001. A step-based learning-rate scheduler was used to progressively reduce the

learning rate during training, with the learning rate multiplied by a decay factor

of 0.5 after every five epochs. The Mask RCNN model was trained for 50 epochs
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with a batch size of 8. Following the standard Mask R-CNN training configuration,

stochastic gradient descent was used with an initial learning rate of 0.005, a momen-

tum value of 0.9, and a weight decay of 0.0005. A step-based scheduler reduced the

learning rate by a factor of 0.1 after every 10 epochs.

3.3.2 Traffic lights detection

We employ the traffic lights dataset to compare the performance of the proposed

object detection method with reduced supervision to the use of full segmentation

pipeline. We have deployed Resnet34 and Resnet50 models, with the correspond-

ing classification scores reported in Table 3.1. We observe that both models are

performing comparably. Due to the model complexity, Resnet34 is preferred over

Resnet50.

For the traffic lights dataset we then experiment with adding noisy labels. We

consider three corrupted datasets, based on the class labels noise (1%, 5%, and 10%).

Specifically, for 1% noisy dataset, the labels of random 1% of the total number of

images in both classes were swapped: 0.05% images from class 1 were swapped with

0.05% images from class 0. The similar process is done for the 5% and 10% noisy

datasets. The same amount of image labels were also manipulated for Mask-RCNN

analysis. For example, for the 10% noisy dataset, 5% of true binary masks were

replaced by complete black masks, and 5% images having no desired object were

added to the dataset, and superpixel-based random binary masks were generated and

added as the true labels for these images. In Table 3.1 we can see that both models

demonstrate reasonable tolerance to noising, with a decrease in the performance

by several percentage points when 10% of the labels are corrupted. These results

confirm that Resnet34 can be applied to noisy realistic datasets (like public bins),

without dramatic loss in terms of classification performance.

Post image classification, we calculated the Grad-CAMs and binarized the high-

lighted areas. We have calculated the IOU-based precision, recall, and detection

rate for the test dataset, and compared the performance to the Mask-RCNN model.
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Table 3.1: Classification performance on Traffic Lights Dataset

Model
Label
Flipped

Classification Score (%)
Precision Recall F1-score Accuracy

Resnet34
None 86.18 87.33 86.75 91.59
1% 84.61 88.00 86.27 91.00
5% 85.03 83.33 84.17 90.12
10% 79.26 86.66 82.80 88.65

Resnet50
None 85.80 88.66 87.21 91.80
1% 90.00 84.00 86.89 92.01
5% 84.86 86.00 85.43 90.75
10% 90.29 80.6 85.21 91.17

From Table 3.2, we can see that Resnet34 is lagging in detection rate performance

by only around 2.5 percent, but reports higher precision compared to Mask-RCNN.

Importantly, this result is achieved with significantly reduced requirement on image

supervision (for object segmentation task) while Mask-RCNN uses full supervision

(bounding boxes, binary mask, and class labels, etc). Compared to the Resnet50,

Resnet34 is performing better in terms of IOU score. This is an additional reason

to select Resnet34 as our main DL classifier.

The qualitative results of object detection and localization are shown in Fig. 3.2.

The rows represent the results from Resnet34 and Resnet50 and the columns show

the input image and true position of the traffic lights followed by the correspond-

ing Grad-CAMs for no label noise, 1%, 5% and 10% label noise, respectively. The

black dots on each image represent the local maximum returned by the watershed

algorithm. In row 2 columns (c)-(e), we can see two distant point-locations identi-

fied a single object. This is due to the inaccurate gradient shape calculated from

the Resnet50 model.

Sample segmentation results for the traffic lights with Resnet34 and Mask-RCNN

are shown in Fig. 3.3. Rows (2)-(3) show the results for the original dataset (no label

noise), and 10% label noise respectively. We observe that the shapes returned by

the Resnet34 are less accurate. However, since we target object geolocation in this

study, we are solely interested in the local maxima of the Grad-CAMs and not the

full delineation of the object. In Fig. 3.3 column (a), false areas are identified by
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Table 3.2: Instance-based IOU score for traffic lights dataset

Model Labels Flipped
Instance Based IOU Score (%)

Precision Recall Detection Rate

Resnet34
None 92.35 78.00 79.39
1% 95.30 75.96 75.04
5% 92.33 77.63 74.29
10% 96.78 74.01 75.51

Resnet50
None 85.53 65.20 62.24
1% 81.63 61.02 58.35
5% 73.82 58.80 55.75
10% 73.51 63.41 62.07

Mask RCNN
None 83.03 83.72 81.40
1% 83.11 81.85 79.45
5% 83.85 80.90 78.79
10% 80.63 81.99 79.45

Mask-RCNN. In Fig. 3.3 column (b), the traffic lights are near to each other, and

thus both models perform weakly.

3.3.3 Public bins detection and geolocation

In this task we consider two test sets: extracted from Mapillary API and DCC

images. The latter has been captured for DCC in central Dublin (Ireland) in 2020 by

Murphy Geospatial (https://murphygs.com). This dataset covers approx. 2.7kms

of roads, with the images sampled approx. every 3 meters. Each sample location has

6 views captured with field of view of 68.77 degrees, covering the entire panorama.

Based on the above experimental analysis Resnet34 is trained on the Mapillary data

and tested on both test sets. The classification scores obtained are reported in

Table 3.3. From the table, we can see that the model is performing well on both

test sets.

For object detection part, instance-based IOU score is calculated only on the

Mapillary test set due to the availability of the ground truth segmentation masks.

We achieved 65% precision, 92% recall, and 83% detection rate. The reason for

this low precision is a substantial presence of inaccurate labels in the dataset. The

qualitative results of the Grad-CAMs are shown in Fig. 3.4. Column 1 shows the

input images followed by corresponding Grad-CAMs and watershed-identified local
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Figure 3.3: Segmentation from Resnet34 GradCAMs (blue ellipses), and Mask-
RCNN (green rectangles). (1): Image, (2-3) Segmentations obtained by using: no
label noise and 10% label noise datasets, respectively.

Figure 3.4: Grad-CAMs and local maxima identified via watershed (black dot) on
public bins. Images from Mapillary (1-2), and the DCC dataset (3-4).

maxima. A false positive is highlighted at the centre of the image in the sub-figure

of Fig. 3.4, specifically in row 2, column 4. Such false positives have been filtered

out by the depth estimation model by considering only the objects within 25 meters

of the camera position.

We now proceed to the evaluation of the complete roadside object geolocation

pipeline. The geolocation experiments are performed only on stationary public bins,

as their ground-truth geographic locations are available from Dublin City Coun-
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Table 3.3: Instance Based IOU score for the public bins Dataset

Model Test Set
Classification Score (%)

Precision Recall F1-Score Accuracy

Resnet34
Mapillary 92.32 86 89.04 90.5
DCC 95.69 89 92.22 92.5

cil (DCC), allowing the estimated object locations to be quantitatively validated.

Although traffic lights from the Mapillary Vistas dataset are used to evaluate the

proposed weakly supervised object detection framework, they are not included in

the geolocation evaluation as described in Section 3.3.1. This is because the Mapil-

lary Vistas dataset provides only object detection annotations (e.g., object classes,

bounding boxes, and segmentation masks) and does not include the camera meta-

data required for geolocation, such as camera GPS coordinates, image heading, or

camera field-of-view (fov). Furthermore, it does not provide the real-world geo-

graphic locations of the objects or ground-truth multi-view object associations nec-

essary for evaluating a geolocation pipeline.

There are a total of 82 DCC stationary public bins within the area covered by

the DCC imagery. The results produced by the proposed MRF-based geolocation

framework are plotted together with the DCC bin locations on an OpenStreetMap

layer in Fig. 3.5. Out of the 82 DCC bins, the presence of 63 bins is also identified

by MRF. The average distance between the positions is 5.45 meters. The following

comparative analysis is performed by manual inspection using the available Google

Street View data in the area. The MRF-estimated locations of 40 bins are more

accurate compared to the DCC bins, whereas 22 DCC dataset bin geolocations are

more accurate. In addition, 43 genuine public bins are geolocated in this area which

are absent from the DCC record. MRF has resulted in 46 false positives. This last

number is severely impacted by the size of the training dataset, i.e. several types

of objects were systematically confused for public bins (leading to over 2/3 of all

the false positives), including bollards, bases of street lights, and cabinets. It is

expected that these will be mitigated if the training data of class ‘no-bin’ includes

more examples of these objects. Furthermore, the same types of training dataset
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deficiency have resulted in 19 false negatives (i.e., public bins in the DCC record

but not found by MRF).

These results are encouraging in suggesting the proposed geolocation pipeline has

a strong capacity to validate and improve the existing geo-record by confirming the

existing objects and identifying missing or erroneous records through automated

processing of the most recent imagery available. The current limitations are due

to the limited availability of imagery that has been available for this experimental

study.

Figure 3.5: Public bins in central Dublin: DCC public records (green circles) vs.
MRF (red squares) vs. manually identified ground truth (blue diamonds).

3.4 Conclusion

In this work, we have proposed an efficient method to achieve object detection using

reduced supervision. The images are classified based on the binary labels, i.e. pres-

ence/absence of the roadside object of interest. Grad-CAMs followed by watershed

transform have been employed to highlight the location of objects inside the images.

We have also used monocular depth estimation and MRF-based triangulation pro-

cedure to geolocate the objects. We have experimentally observed that the reduced

supervision procedure is capable of delivering object detection performance with

minimal loss of accuracy and with reasonable tolerance to noise on traffic lights de-

tection. The performance of the proposed geolocation pipeline has been validated on
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public bins detection in central Dublin.These results highlight the strong potential

of the proposed pipeline for automating the updating of infrastructure records.

At the same time, while the approach enables scalable training on large street-

level datasets, it also introduces a higher number of false positive detections due to

the lack of high level supervision. As illustrated in Fig. 3.6, sequences of cropped

detections often contain incorrect or inconsistent object instances believed to be true

positives. These noisy detections can significantly degrade the quality of downstream

geo-localization. This limitation motivates the need for robust filtering mechanisms,

leading to the development of a visual similarity-based approach presented in the

following chapter.

Figure 3.6: Example sequences of cropped detections from multi-view images, where
each row corresponds to a single object detection across different views. False pos-
itive detections are highlighted in red, illustrating the presence of noisy and incon-
sistent observations within the sequences.
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Table 3.4: Classification performance under varying retrieval distances (d) and seg-
mentation area thresholds (Amax). The model is trained and evaluated on the Map-
illary dataset.

Data
Classification Score (%)

Precision Recall F1-Score Accuracy

d = 10m
Amax ≥ 1000 87.64 78.00 82.40 83.50
Amax ≥ 2000 90.52 86.00 88.20 88.50
Amax ≥ 5000 89.41 76.00 82.16 83.50

d = 15m
Amax ≥ 1000 92.32 86.00 89.04 90.50
Amax ≥ 2000 90.00 81.00 85.26 86.00
Amax ≥ 5000 87.20 82.00 84.53 85.00

3.5 Appendix 3A: Supplementary Results

This section presents preliminary experiments not previously discussed, conducted

to inform key design choices for data preparation and model development.

During data collection, images for each DCC bin location were retrieved using

the Mapillary API. At this stage, a suitable spatial distance d for image extraction

was chosen. To assess this, images were extracted at d = 10m and d = 15m for each

bin location, allowing evaluation of the balance between contextual information and

object visibility.

As discussed in section 3.3.1, the Mapillary API provides high-resolution images,

typically 4000× 3000 pixels, which increase computational demands. Therefore, all

images were resized to 1500 × 900 pixels. However, this reduction risks shrinking

or losing segmentation masks of distant or small objects. Because the approach is

semi-supervised, including weak or faint objects can lead to many false positives. To

address this, an extra experiment defined inclusion criteria based on segmentation

mask size: an image is positive only if its largest connected segmentation component

area Amax ≥ 1000. This ensures only clear object instances are used for training.

3.5.1 Result Analysis

Tables 3.4 and 3.5 present the classification and instance-level IoU-based segmen-

tation performance under different values of (d) and Amax. The results show that

both factors substantially affect model performance. Notably, the combination of
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Table 3.5: Instance Based IOU Score under varying retrieval distances (d) and
segmentation area thresholds (Amax). The model is trained and evaluated on the
Mapillary dataset.

Data
Instance-based IoU Score (%)

Precision Recall Detection Rate

d = 10m
Amax ≥ 1000 53.37 84.43 71.03
Amax ≥ 2000 52.00 82.54 71.72
Amax ≥ 5000 65.49 78.81 64.14

d = 15m
Amax ≥ 1000 64.90 92.00 82.69
Amax ≥ 2000 62.59 78.38 60.00
Amax ≥ 5000 60.48 84.87 69.66

d = 15m and Amax ≥ 1000 yields the highest classification and segmentation scores,

demonstrating the effectiveness of these choices. Additionally, testing the model

trained on Mapillary images using the DCC dataset confirms its strong generaliza-

tion ability under these optimal settings.

Table 3.4 shows that retrieving images within d = 15m yields better classification

results than at d = 10m. The best F1-score (89.04%) and accuracy (90.5%) occur

when images within d = 15m are selected, and segmentation blob areas Amax below

1000 are excluded. Conversely, raising the threshold to Amax ≥ 5000 reduces pre-

cision (87.2%) and recall (82%), mainly because many valid bin-containing images

are excluded. Thus, a less restrictive area threshold within d = 15m best supports

model generalization.

The segmentation results in table 3.5 support the same conclusion. The con-

figuration with d = 15m and Amax ≥ 1000 achieves the best balance among IoU,

precision, and recall, with 64.90% precision, 92.00% recall, and 82.69% detection

rate. Thus, this setting is optimal for robust segmentation performance.

When evaluating the model trained on Mapillary images with the DCC dataset

(as shown in table 3.6), the model achieves its highest performance with d = 15m and

Amax ≥ 1000 (F1-score 92.22%, accuracy 92.5%), underscoring strong generalization.

Increasing Amax improves precision at d = 10m but degrades performance at d =

15m, indicating that including larger, noisier segments hampers generalization.

Overall, these results show that using images within d = 15m and segmenta-
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Table 3.6: Classification Performance under varying retrieval distances (d) and seg-
mentation area thresholds (Amax). The model is trained on the Mapillary dataset
and evaluated on the DCC dataset.

Data
Classification Score (%)

Precision Recall F1-Score Accuracy

d = 10m
Amax ≥ 1000 84.21 80 82.05 82.5
Amax ≥ 2000 83.49 86 84.72 84.5
Amax ≥ 5000 97.64 83 89.72 90.50

d = 15m
Amax ≥ 1000 95.69 89 92.22 92.5
Amax ≥ 2000 95.50 85 89.94 90.5
Amax ≥ 5000 79.79 79.01 79.39 79.5

tion blob area Amax ≥ 1000 yields the best balance of classification performance,

segmentation accuracy, and robustness, outperforming other tested configurations.

Accordingly, this configuration is selected for all subsequent experiments.

3.5.2 Visual Results

This section shows the visual results reported by the proposed method. Figure 3.7

depicts the multi-view input images from the DCC dataset, as described in Sec-

tion 3.3.3. Six synchronized views, captured by six cameras at a single location,

serve as input to the proposed model.

Figure 3.8 shows segmentation performance under rising label noise for three

models: ResNet34, ResNet50, and Mask R-CNN, shown row-wise for each exam-

ple. Column (a) shows the ground-truth object locations. Column (b) represents

predictions without noise. Columns (c)-(e) correspond to 1%, 5%, and 10% noise.

The ResNet34 model consistently localizes the object accurately, even when pre-

dicted segmentation masks have irregular shapes, across all noise levels. This is

tolerable, as the main goal is accurate object localization, not precise boundary re-

construction. The model is robust to noise, maintaining reliable localization even

when mask quality drops.

ResNet50 and Mask R-CNN are more sensitive to increasing noise. In column

(e) (10% noise), red arrows highlight false positives from Mask R-CNN, revealing

overfitting to noisy patterns. In the second example, a red circle shows a missed
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Figure 3.7: Multi-view image sequences used as input to the proposed model, show-
ing six synchronized views of a single location captured by six cameras. Each row
corresponds to a fixed camera viewpoint, and each column represents a consecutive
frame.

detection by ResNet50, indicating reduced robustness in challenging conditions.

Overall, these observations indicate that while highly supervised models such

as Mask R-CNN may aim to capture finer structural details, they can be more

susceptible to noise. In comparison, ResNet34 provides more stable and reliable

object localization under weak supervision and noisy training conditions, making it

better suited for the proposed framework.
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Figure 3.8: Qualitative comparison under increasing label noise (0%–10%). Columns
(a)–(e) show ground truth, no noise, and 1%, 5%, and 10% noise, respectively; rows
correspond to ResNet34, ResNet50, and Mask R-CNN. ResNet34 preserves accurate
localization, while Mask R-CNN produces false positives (red arrows) and ResNet50
misses detections (red circle) at higher noise levels.
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Chapter 4

Similarity-based Outlier Detection

for Noisy Object Re-Identification

Using Beta Mixtures

Object Re-ID methods are highly sensitive to label noise, which typically leads to

significant performance degradation. We address this challenge by reframing Re-ID

as a supervised image similarity task and adopting a Siamese network architecture

trained to capture discriminative pairwise relationships. Central to our approach

is a novel statistical outlier detection (OD) framework, termed Beta-SOD, which

models the distribution of cosine similarities between embedding pairs using a two-

component Beta distribution mixture model. We establish a novel identifiability

result for mixtures of two Beta distributions, ensuring that our learning task is

well-posed. The proposed OD step complements the Re-ID architecture combin-

ing Binary Cross-Entropy (BCE), contrastive, and cosine embedding losses that

jointly optimize feature-level similarity learning. We demonstrate the effectiveness

of Beta-SOD in de-noising and Re-ID tasks for person Re-ID, on CUHK03 and

Market-1501 datasets, and vehicle Re-ID, on VeRi-776 dataset. Our method shows

superior performance compared to the state-of-the-art methods across various noise

levels (10-30%), demonstrating both robustness and broad applicability in noisy Re-
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ID scenarios. A preprint of this work and the corresponding implementation are

publicly available.1

The motivation behind evaluating Beta-SOD on person and vehicle re-

identification datasets is to assess the robustness of the proposed method on large

and realistic similarity-learning benchmarks before extending it to weakly super-

vised roadside object geolocation. Since weakly supervised object detectors often

produce false positives and annotated datasets for roadside multi-view association

are limited, Re-ID datasets are used as proxy sources for training cross-view similar-

ity models. Controlled label noise is introduced to approximate false detections and

ambiguous associations in realistic roadside scenarios. Beta-SOD further improves

robustness by modeling the distribution of similarity scores and identifying unre-

liable matches, allowing spurious associations to be suppressed before they affect

downstream geolocation. The detection of outliers in roadside multi-view object

associations, together with additional numerical results obtained using Beta-SOD,

is further presented in Chapter 5, as mentioned in Sec. 4.10. Overall, this provides a

principled strategy for improving multi-view matching, which is essential for reliable

triangulation and accurate roadside object localization under weak supervision.

The proposed work represents a combination of contributions. The concept of

the method, its practical implementation, experimental design, and results analysis

were carried out as the primary contribution of the main author. The theoretical

identifiability proof presented in Section 4.4, which supports the choice of the beta

distribution in the denoising method, was contributed by the co-authors indicated

in the preprint version. 1

4.1 Introduction

Object Re-ID is a fundamental task in computer vision that seeks to match in-

stances of the same object across different cameras or viewpoints. Person Re-ID

1 Preprint: https://arxiv.org/abs/2509.08926 and implementation: https://github.com/
waqar3411/Beta-SOD

52

https://arxiv.org/abs/2509.08926
https://github.com/waqar3411/Beta-SOD
https://github.com/waqar3411/Beta-SOD


has been extensively studied, tackling pose variation, occlusion, illumination, and

background clutter (Ye et al. 2022b). Equally, vehicle Re-ID has gained prominence

in intelligent transportation systems by confronting inter-class similarity, intra-class

variability, and occlusion challenges (Wang et al. 2019a). Both subfields fundamen-

tally aim to learn discriminative features that generalize across varied conditions. A

further complication arises in practical systems from noisy labels: in object Re-ID,

even small annotation errors due to mislabelled identities or detector misalignment

can significantly distort learned representation boundaries. Indeed, recent work

demonstrates that learning robust person Re-ID models under label noise poses a

significant challenge, especially when each identity has limited samples, and näıve

training can result in large degradation in accuracy and generalisability (Ye et al.

2022a; Liu et al. 2024).

To address the negative impact of label noise on deep Re-ID models, a variety

of strategies have been developed in recent years. One line of work focuses on

robust loss functions, since conventional objectives such as cross-entropy (CE) or

mean squared error (MSE) are highly sensitive to mislabeled samples (Zhang and

Sabuncu 2018; Wang et al. 2019c; Feng et al. 2021). A second line of research assigns

adaptive importance weights to training examples, down-weighting the contribution

of noisy labels while emphasizing reliable ones (Han et al. 2018; Zhang and Pfister

2021; Shu et al. 2019). Another family of approaches explicitly identifies mislabeled

samples and either corrects them or removes them from training, thereby purifying

the dataset (Karim et al. 2022; Pham et al. 2021; Wu et al. 2021). Collectively,

these techniques aim to mitigate the effects of corrupted annotations, and improve

the stability and generalization of Re-ID systems under realistic conditions, with

loss-function design playing a particularly central role.

Among these strategies, the choice of loss function is especially critical, as it di-

rectly determines how the model learns from both clean and noisy samples. Standard

CE loss, while common, is highly sensitive to label noise because of its strong penal-

ties on misclassifications, often leading CNNs to overfit corrupted labels (Zhang
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et al. 2021; Ghosh et al. 2017). Similarly, contrastive loss (CL), commonly ap-

plied in Re-ID tasks to enforce distance-based similarity constraints, is vulnerable

to noisy annotations since mislabeled pairs are penalized even when the underly-

ing match is correct (Wang et al. 2019b; Roth et al. 2020). Alternatives such as

cosine-embedding loss replace Euclidean distance with angular similarity, offering

improved robustness in high-dimensional spaces, yet they too remain affected by

label noise due to their dependence on angular separation (Song et al. 2022; Schroff

et al. 2015). To overcome these limitations, several robust loss formulations have

been proposed, including generalized cross-entropy, bootstrapped loss, and noise-

corrected contrastive objectives, which aim to reduce sensitivity to corrupted labels

while preserving discriminative feature learning (Zhang and Sabuncu 2018; Reed et

al. 2014; Yi et al. 2022). Nonetheless, loss-based remedies address the complexities

of noisy Re-ID data only partially, motivating complementary approaches that filter

or adjust corrupted samples through statistical modeling.

In our work we reformulate the Re-ID task as a binary image similarity problem

by pairing images into similar and dissimilar pairs, and processing them through a

Siamese network (Melekhov et al. 2016). Cosine similarity scores generated by the

network are modeled using an explicit statistical model defined as a two-component

Beta distribution mixture, where one component represents clean image pairs sim-

ilarity scores, and the other captures noisy or mislabeled ones. An Expectation-

Maximization (EM)-based OD algorithm identifies and filters noisy pairs. This OD

step is alternated with network training every few epochs, allowing the model to

iteratively refine the training data and improve task-specific representation learning.

Multi-view pairing ensures that enough data is retained even after filtering, which

is particularly useful in limited-data scenarios. To enhance learning, we employ a

multi-loss strategy that enables the network to capture features beneficial for both

similarity classification and Re-ID. The proposed architecture, termed Beta-SOD, is

outlined in Fig 4.1.

At the heart of the proposed methodology lies statistical modeling for outlier de-
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tection. To express both the signal and noise, or contamination, components under-

lying cosine similarity scores, we introduce the use of the Beta distribution (Gupta

and Nadarajah 2004). This flexible two-parametric family is defined to model quan-

tities restricted to the unit interval [0, 1]. To establish the theoretical soundness of

this formulation and justify the use of EM, we provide, to the best of our knowledge,

the first proof of identifiability for the two-component Beta mixtures.

The main contributions of this work are as follows:

� We reformulate the object Re-ID task as pairwise image similarity classification

and propose an explicit statistical OD technique, based on modeling the cosine

similarities as two-component Beta distribution mixtures, which is particularly

relevant in the presence of noisy labels.

� We establish a novel identifiability result for mixtures of two Beta distributions.

This ensures that our proposed filtering framework is rigorously well-posed.

� We employ three loss functions in our Siamese-based architecture, includ-

ing BCE, contrastive and cosine embedding losses, enabling the model to learn

robust features suitable for both similarity classification and object Re-ID

tasks.

� Extensive experiments on benchmark Re-ID datasets, including Market1501,

CUHK03, and VeRi-776, under varying noise levels 0-30% demonstrate that

our method consistently achieves state-of-the-art performance.

4.2 Related work in object Re-ID

Supervised deep learning methods typically rely on large volumes of accurately la-

beled data, yet in real-world settings collecting such fine-grained person Re-ID an-

notations is costly and often impractical. Annotations are frequently corrupted by

human error, limitations of labeling tools, or dataset re-purposing, where tracking
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outputs or estimated cross-camera view matches are reused across tasks, introduc-

ing identity inconsistencies and mislabeled similarity pairs (Yu et al. 2024; Ahmad

and Krylov 2024). This phenomenon has been empirically documented to degrade

performance even under moderate noise levels (Ye et al. 2022a). In unsupervised

or domain-adaptive Re-ID pipelines, clustering-based pseudo-labels are widespread,

but errors in these labels can mislead representation learning unless confidence or

sample uncertainty is explicitly modeled (Miao et al. 2024). While CNNs can still

learn under moderate noise, even low rates of identity-level corruption severely im-

pair feature discriminability and generalization in Re-ID tasks (Ye et al. 2022a; Liu

et al. 2024).

In this work, we focus on the noisy label setting in person Re-ID, where anno-

tation errors caused by mislabeling, detector misalignments, or identity ambiguities

can severely degrade model performance, particularly in datasets with few samples

per identity. To combat this, TSNT (Liu et al. 2024) introduces a two-stage noise-

tolerant paradigm that first self-refines presumably clean samples and then employs

co-training with rectified cross-entropy and robust triplet losses to jointly suppress

noisy labels. URNet (Li et al. 2019), though originally proposed for large-scale noisy

web image classification, is relevant in this context as it adaptively reweights train-

ing instances to mitigate the effects of class imbalance, label noise, and dataset bias.

PurifyNet (Ye and Yuen 2020) leverages a hard-aware instance reweighting strategy

that gradually purifies noisy annotations while emphasizing challenging but reliable

samples. DistributionNet (Yu et al. 2019) models feature uncertainty via per-image

distributions to mitigate the impact of outliers, though its reliance on richer data per

identity may limit generalization in low-sample settings. More recently, CORE (Ye

et al. 2022a) applies collaborative refining via online mutual learning between peer

networks with selective consistency to correct labels dynamically during training.

Complementing this, Noise-Aware Re-ID (Song et al. 2024) estimates local uncer-

tainty per sample, adaptively down-weighing unreliable data while preserving dis-

criminative features. Additionally, KNN-based filtering techniques (Galanakis et al.
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2024) detect and remove suspicious samples by examining neighborhood consistency

in feature space, offering a lightweight noise-robust mechanism.

While these methods target noisy annotations in person Re-ID, similar challenges

arise in vehicle Re-ID, where viewpoint changes, domain variations, and annota-

tion inconsistencies require specialized solutions. STE-VReID (Kumar et al. 2019)

proposes deep triplet embedding combined with optimized sampling strategies and

achieves competitive performance with minimal complexity. To further strengthen

feature learning, GS-TRE (Bai et al. 2018) introduces a group-sensitive triplet em-

bedding that explicitly models intra-class variance, improving discrimination under

diverse viewpoints. Moving beyond supervised paradigms, SGFD (Li et al. 2021)

proposes a self-supervised geometric feature discovery framework with interpretable

attention, removing reliance on fine-grained labels while still achieving state-of-the-

art results. More recently, GiT (Shen et al. 2023) integrates graph-based local

correction with transformer modules to capture both discriminative details and con-

textual relations, while GLSD (Chen et al. 2024) employs a multi-branch structure

with global-local self-distillation to enhance representation quality through adaptive

fusion. Extending this line of attention-driven methods, LSKA-ReID (Xiang et al.

2025) combines large separable kernel attention with hybrid channel attention to

jointly model global structure and fine-grained details, achieving top performance

on benchmarks such as VeRi-776 (Lou et al. 2019b).

4.3 Outlier Detection (OD)

Noisy labels degrade the learning capability of Re-ID models. From a statistical per-

spective, image pairs with incorrect or corrupted labels can be regarded as outliers

within the dataset. In a typical Re-ID setup, image pairs are constructed and cate-

gorized as similar (class 1) if they belong to the same identity, or dissimilar (class 0)

otherwise. Given a suitably trained Siamese architecture, similarity is quantified by

computing the cosine similarity between the feature vectors extracted from the back-

bone architecture: sim(x, y) = x · y/(∥x∥ ∥y∥). Cosine similarity generally lies in the
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range [−1, 1], where negative values indicate opposite directions and positive values

indicate similar directions in the embedding space. However, in our case, the fea-

ture embeddings are obtained after ReLU activation, which produces non-negative

feature representations. As a result, the cosine similarity scores are restricted to the

[0, 1] range. These bounded similarity scores can therefore be effectively modeled

using a two-parameter Beta distribution, defined by its density function:

f(x;α, β) =
Γ(α + β)

Γ(α)Γ(β)
xα−1(1− x)β−1, x ∈ [0, 1], (4.1)

where Γ(·) is the Gamma function, and α, β > 0 are model parameters. The Beta

distribution (Gupta and Nadarajah 2004) is widely used for modeling unknown quan-

tities in the unit interval due to its flexibility in capturing diverse shapes, including

uniform, skewed, U-shaped, or unimodal, thus making it well-suited for modeling

the similarities. Importantly, this model allows us to avoid imposing unrealistic dis-

tribution shape assumptions, like symmetry (Gaussian), or exponential tail decay

(Gamma).

In a clean consistent dataset, the histograms of the two classes are well-separated,

with minimal overlap and peaks at the opposite ends of the [0, 1] interval. However,

as can be observed in Fig. 4.1, the noisy label case presents a mixed pattern. The

outliers skew the underlying distribution, causing its mean to shift towards the

center of the unit interval.

We propose to model a noisy distribution as a finite mixture of two Beta distri-

bution components. Note that due to the similarity-based reframing of the Re-ID

problem any image pair is coming from either similar or dissimilar class and hence

any class histogram is a mix of the pure component plus a contamination component.

We model the noisy data as

Fobserved(x) = ω0f(x;α0, β0) + ω1f(x;α1, β1) (4.2)

where (α0, β0) and (α1, β1) are the parameters of the Beta distribution for class 0
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(dissimilar) and class 1 (similar), respectively, and the mixing proportions ω0, ω1 > 0:

ω0 +ω1 = 1. Note that if Eq. 4.2 models class 0 [class 1] then ω1 [ω0] represents the

fraction of outliers.

To estimate such mixtures, we adopt the EM algorithm (Dempster et al. 1977).

The EM algorithm is particularly well-suited for estimating the parameters of mix-

ture distributions, where the component memberships of observations are unknown

(latent). Direct maximum likelihood estimation is intractable due to the coupling of

mixture weights and the Beta distribution parameters, but EM efficiently addresses

this by iteratively estimating the posterior probabilities of component assignments

(E-step) and updating the mixture weights and Beta parameters (M-step). This al-

lows for stable convergence even in the presence of noisy or overlapping components,

making EM a standard and principled approach for mixture modeling in such cases.

Alternative approaches include simulation-based Bayesian approaches (Diebolt and

Robert 1994) and Stochastic EM, which are more costly computationally and un-

necessary in the considered case, due to the observed convergence of the classical

EM.

EM consists of iterating the following two steps applied to a Beta mixture model

estimated on dataset D:

E-Step. The posterior probabilities for each sample xi are computed:

γ0(xi) = P (xi ∈ class 0 | xi;ω, α, β)

=
ω0 f(xi;α0, β0)

ω0 f(xi;α0, β0) + ω1 f(xi;α1, β1)
(4.3)

γ1(xi) = P (xi ∈ class 1 | xi;ω, α, β) = 1− γ0(xi)

where ω1 = 1− ω0 and f(x;α, β) is the density function defined in Eq. 4.1.

M-Step. The mixture parameters are estimated from the posterior probabilities γk.

To this end, we first assign the mixture component k to each sample xi such that
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γk(xi) ≥ 0.5. The mixture model parameters are estimated as follows:

(αk, βk) = MLEBeta({xi | γk(xi) ≥ 0.5}) k ∈ {0, 1} (4.4)

where Maximum Likelihood Estimation (MLEBeta) is used to estimate the param-

eters αk and βk by maximizing the log-likelihood l(αk, βk) based on the observed

data. The maximization involves the digamma function, which does not allow for

a closed-form solution, so the optimization is done numerically using the Newton-

Raphson method. Specifically, starting from the trivial initialization (or that from

the method of moments using sample mean and variance) we iteratively update the

estimates of αk and βk using the first and second derivatives of the log-likelihood

until convergence is achieved. The updated class prior ω0 shown in equation 4.5,

reflects the proportion of the dataset that is currently believed to the outlier class,

and is computed as:

ωk =
|{xi | γk(xi) ≥ 0.5}|

|D|
, k ∈ {0, 1} (4.5)

The noise is assumed to be uniformly distributed across both classes, with

roughly 50% of the noise affecting class 1 and 50% affecting class 0. Therefore,

the first run of EM is indented to identify the two large components in the whole

dataset comprising the merged contaminated classes 0 and 1. Note that the noise

partition does not need to be equal between the classes, it is necessary only that a

representative amount of samples is present in both similar and dissimilar classes.

This step allows us to use all the available data to assess the statistical behavior of

the components, each presented by a substantial number of samples. To initialize,

ω is set to 0.5 and α0, β0, α1, β1 are given to present a right-skewed (1,5) and a

left-skewed (5,1) components, respectively. This setup helps to automatically have

component 0 associated with the dissimilar class since it’s peak is lower, than that

of component 1, describing similar pairs and located closer to similarity 1. Beyond

that, EM is not sensitive to initialization in the two-component Beta mixture case.
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The EM algorithm is subsequently run separately for each of the classes. The

estimated parameters from the first EM run are used as initial values. These two

runs are performed on data which is dominated by the samples from one component:

for instance in case of class 1, the data modeled is mostly similar pairs described

by f(x;α1, β1), and a smaller fraction ω0 of noisy (dissimilar) pairs. In this case

ω0 << ω1 and hence a pure EM would typically result in a collapsed performance

to ω0 = 0. This happens because the noise observations are few and do not present

a consistent statistical pattern. We address this undesirable performance by fixing

the parameters of the dominant component and estimating solely ω and the Beta

parameters of the noise component. After running EM on class 0 and 1 we use the

resulting estimates of ω1 and ω0 to threshold the tails of the two distributions, and

eliminate the corresponding image pairs from the training data. This constitutes

our OD strategy.

Integration with CNN. We alternate between Siamese training and the OD step,

consisting of three EM runs (see Alg. 2). The initial fine-tuning (prior to the first

round of OD) and the later fine-tuning epochs help ensure that hard inliers are

learned by the model and are not prematurely filtered out along with the noisy

samples. The training process is terminated after a fixed number of cycles C. The

overwhelming amount of filtering occurs after cycle 1, with the filtered fraction drop-

ping by a factor of 2-5 with each additional cycle of training. Fig. 4.1 illustrates the

impact of label noise on the similarity score histograms, along with the correspond-

ing detected outliers. The image pairs shown represent samples identified as outliers

by the EM-based filtering method, with their respective probabilities indicating like-

lihood of belonging to each class. This visualization highlights how noise skews the

score distribution and how the proposed method effectively isolates mislabeled pairs.

Distribution choice for Cosine Similarities. The proposed method is based on

the Beta distribution, since it provides the most flexible natural fit to the cosine simi-

larity quantities in range [0, 1]. Fig. 4.2 shows the quality of fit of this distribution to

both classes similarities on the CUHK03 dataset under 0-20% levels of random noise.
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Algorithm 1: Outlier Detection (OD) Algorithm for Noisy Image Pairs
Removal
Function EM(D, αk, βk, Comp):

Initialize: ω = {0.5, 0.5}; ∆ω = 1;
while ∆ω ⩾ 0 do

E-Step: Compute γ0, γ1 in D using Eqs. 4.1, 4.3;
M-Step: Compute ωnew

k , αnew
k , βnew

k in D using Eqs. 4.4, 4.5;
// Update both mixture weights

∆ω = ∥ωnew
k − ωk∥; ωk ← ωnew

k ;
if 0 ∈ Comp then

// Update component 0

α0 ← αnew
0 ; β0 ← βnew

0 ;

if 1 ∈ Comp then
// Update component 1

α1 ← αnew
1 ; β1 ← βnew

1 ;

return ωk, αk, βk;

Input: Datasets Ds = {xi, xj , s}Ns
i,j , with s = 0 dissimilar, and s = 1 similar image pairs

xi, xj ;
Import pre-trained model;
for cycle = 1 to C do

Train Siamese model on D = {D0, D1} for K epochs;
Compute cosine similarities from the Siamese model;
// Learn the outline of components from all data

ω∗
k, αk, βk ← EM ({D0, D1}, α = {1, 5}, β = {5, 1}, {0, 1});

// Filter the outliers separately in D0 and D1

// Learn only component 1 (component 0 frozen)

ωk, α
∗
k, β

∗
k ← EM ({D0}, αk, βk, {1});

Update D0 by filtering out highest ω1|D0| samples (outliers) based on cosine
similarities;

// Learn only component 0 (component 1 frozen)

ωk, α
∗
k, β

∗
k ← EM ({D1}, αk, βk, {0});

Update D1 by filtering out lowest ω0|D1| samples (outliers) based on cosine
similarities;

Output 1: Filtered D = {D0, D1} cleaned of similarity-based outliers;
Output 2: Trained Siamese architecture (CK epochs) for Object Re-ID.
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We also overlay the fitted probability density functions for Gaussian, and Gamma

distributions to evaluate their suitability for modeling the data. The fitting has been

achieved following a similar EM procedure relying on MLE to obtain corresponding

distribution parameter estimates in the M-step. These two classical families of two-

parametric distributions provide worse quality fit largely due to unbounded support:

x ∈ R for Gaussian, and x ∈ R>0 for Gamma. As can be observed in Fig. 4.2, the

increasing noise levels push the two similarity distributions closer together, with the

Beta distribution consistently providing better fit, highlighting its robustness for

modeling pairwise similarity distributions in noisy settings. Importantly, Gaussian

and Gamma mixtures are known to allow the mixing distributions’ parameters to be

identified uniquely from the observed mixtures (Atienza et al. 2006), and in Sec. 4.4

below we prove for the first time that the same can also be said for the Beta mixtures

considered in this chapter.

Figure 4.2: Histogram of cosine similarities for both similarity classes on the
CUHK03 dataset with overlaid estimated Beta, Gaussian, and Gamma two-
component mixtures: with (a) 0%, (b) 10% and (c) 20% random label noise. Unlike
Gaussian and Gamma, the Beta distribution models the data in the target range
[0, 1].

4.4 Beta mixtures identifiability

We will demonstrate here that the identification of mixture components designed

in Sec. 4.3 is a correctly posed problem in that a unique composition of two Beta

distribution components can be recovered. This can be achieved in Theorem 1 below:
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Theorem 1. For k ≥ 1, let (α, β, π) ∈ Θk, and define the mixture density as

p(·) =
k∑

i=1

πi f(·;αi, βi). (4.6)

If αi − αj /∈ Z for all i ̸= j, or βi − βj /∈ Z for all i ̸= j, then the mixture p is

identifiable.

Proof (outline).

Without loss of generality, assume that αi − αj /∈ Z for all i ̸= j. We begin by

considering the Mellin transform of the mixture density p, and study the poles of its

analytic continuation along the real axis. Each parameter αi gives rise to a sequence

of poles that are spaced at unit intervals. Because of the condition αi−αj /∈ Z, the

pole sequences corresponding to different components do not overlap, and therefore

remain disjoint. This separation of poles plays a key role. Since each sequence can

be uniquely associated with a specific αi, the parameters α1, . . . , αk can be directly

identified from the locations of these poles.

Once the αi parameters are determined, we proceed by examining the complex

residues of the Mellin transform at the first two poles of each sequence, namely

Res(p; 1 − αi) and Res(p;−αi). These residues can be explicitly computed and

provide a system of equations associated with each component. Solving this system

yields the corresponding parameters βi and πi. Since both the pole locations and the

associated residues uniquely determine all the parameters {αi, βi, πi}ki=1, it follows

that the mixture density p is identifiable.

The proof shows that the individual components of a two-component Beta mix-

ture can be uniquely recovered from the observed mixture with probability 1. This

result is novel and departs from established identifiability proofs for more classical

Gaussian, Gamma (Atienza et al. 2006), and Generalized Gamma mixtures (Li et

al. 2015). In the case of Beta distributions, the required property may fail only

on subsets of Lebesgue measure zero, which necessitates the distinct line of argu-

ment introduced here. Since these pathological cases occur with probability 0 under

continuous parameter sampling, they do not affect the practical identifiability of
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the model. This statement follows directly from Theorem 1, as the non-identifiable

parameter sets have lower dimensionality than the full parameter space, and there

are only countably many such lower-dimensional subspaces. Therefore, under any

absolutely continuous measure, the total probability of the non-identifiable settings

is 0. Equivalently, the set of uniquely identifiable parameter settings has probability

1. Further details are provided in the preprint version of this work.2

4.5 Siamese architecture and Loss Functions

When dealing with Siamese architectures, contrastive loss is commonly employed,

where pairs yielding lower loss values are treated as similar, while those with higher

loss values are treated as dissimilar (Jin et al. 2021; Shorfuzzaman and Hossain 2021;

Wang et al. 2021). Alternatively, similarity can be assessed using cosine similarity

between feature vectors, followed by classification using either a predefined threshold

or a learnable linear layer (Chen et al. 2020).

In this work, rather than relying solely on contrastive loss or cosine similarity-

based loss, we employ a combination of loss functions to optimize the model param-

eters more effectively. The combination includes BCE loss (LCE), cosine-embedding

loss (LCOS) and contrastive loss (LC). The cross-entropy loss:

LCE = − 1

N

N∑
i=1

[yi log ŷi + (1− yi) log(1− ŷi)] , (4.7)

is obtained from a fully connected neural net (FCNN). The FCNN takes the 1280-

dimensional vectors as an input and includes four fully connected layers with a

binary output layer.

The contrastive loss:

LC =
1

N

N∑
i=1

[
yid

2
i + (1− yi)max(0,m− di)2

]
, (4.8)

2Preprint: https://arxiv.org/abs/2509.08926
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where di is the euclidean distance and m is the margin parameter, is effective when

class boundaries are well separated. However, in applications such as person Re-ID,

visually similar individuals, for instance, two people viewed from behind wearing

the same clothing color, may produce low Euclidean distances, leading to potential

misidentification. This arises because contrastive loss alone fails to capture subtle

appearance differences that are not well represented by Euclidean distance.

To address this, we combine contrastive loss with cosine embedding loss, which

is more effective at distinguishing such instances by focusing on angular similarity

rather than just distance.

LCOS =
1

N

N∑
i=1


1− cos(xi,yi), if similar

max(0, cos(xi,yi)−m), otherwise

(4.9)

where xi,yi represent the feature vectors of a similar/dissimilar image pair.

cos(xi,yi) is the cosine similarity between feature vectors and m is the margin

value, controlling the penalty for high similarity. LCOS is beneficial when comparing

images that are similar in terms of appearance but not in spatial orientation / pose.

The total loss Ltotal is the weighted sum of three loss functions:

Ltotal = LCE + λLCOS + (1− λ)LC (4.10)

where λ is the weighting hyper-parameters that balances the contribution of the loss

terms.

Here, LCE is retained as the primary supervised classification loss, while LCOS

and LC act as complementary metric-learning losses on the learned embedding space.

During training, it was observed that the cross-entropy loss converged relatively

quickly, whereas the cosine embedding and contrastive losses remained higher and

converged more slowly. Therefore, instead of assigning separate weights to all three

losses, the cross-entropy term is kept fixed, and the weighting is applied only between

the two metric-learning terms.
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Using a single parameter λ provides a controlled trade-off between angular sim-

ilarity and Euclidean-distance-based separation. This is appropriate because both

LCOS and LC influence the same feature embedding space and are therefore not

fully independent. Increasing the contribution of the cosine embedding loss natu-

rally reduces the relative contribution of the contrastive loss, and vice versa. In

this way, λ directly controls the balance between orientation-based similarity and

distance-based separation without introducing an additional hyperparameter.

The single-parameter formulation is restrictive, but it avoids overparameteriza-

tion. If two independent weighting parameters were used, the optimization would

require tuning both the absolute scale and the relative contribution of the two metric

losses, which could make training less stable and harder to interpret. By using λ and

1 − λ, the combined contribution of the metric-learning losses remains normalized,

while the model can still adjust whether cosine similarity or contrastive separation

should have greater influence during training.

The overall architecture of the Siamese network with the proposed losses and

the OD module is shown in Fig. 4.1. The OD module is performing filtering of the

two datasets with dissimilar and similar image pairs after every K epochs such that

the outliers are being identified and filtered out in a task-specific manner.

4.6 Experiments

4.6.1 Experimental Setup

Evaluation Metrics. In our work, we focus on noisy-label object Re-ID but

also address noise detection. The proposed architecture consists of two compo-

nents—MobileNetV2 for feature extraction and a FCNN for classifying image pairs

similarity. To evaluate the performance of the model, we employ distinct metrics for

each task. For classification, we report standard evaluation metrics including test

accuracy, precision, and recall. For object Re-ID, we utilize the rank-k matching

accuracy and the mean Average Precision (mAP).
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The mAP metric provides a comprehensive evaluation of Re-ID performance by

averaging the precision values across all queries. The Average Precision (AP) for

each query, and hence the overall mAP are obtained as follows:

AP =

∑n
k=1 P (k)gt(k)

Ngt

, mAP =

∑Q
q=1AP (q)

Q
,

where, k denotes the rank position among the n retrieved objects, Ngt represents

the overall number of relevant (ground-truth) objects, and Q is the total number of

query images. P (k) denotes the precision at rank k in the retrieval list, while gt(k)

indicates if the k-th retrieved image is a correct match or not.

Rank-k (Rk) measures the proportion of queries for which the correct match

appears within the top-k retrieved results:

Rk =

∑Q
q=1 gt(q, k)

Q
,

where gt(q, k) equals 1 when ground truth of q image appears in the top k retrieved

samples.

Datasets. The proposed methodology is evaluated on three multi-view Re-ID

datasets: CUHK03 (Li et al. 2014) and Market1501 (Zheng et al. 2015) for per-

son Re-ID, and VeRI-776 (Lou et al. 2019b) for cars Re-ID.

CUHK03 dataset contains 14,097 images of 1,467 identities captured by 5 disjoint

camera views. The images are divided into training set with 7,365 images, gallery set

with 5,332 images and query set with 1400 image samples. Two type of annotation

is provided i.e., manually labeled and detected bounding boxes. We use the latter

to enable comparisons with the benchmark methods.

Market1501 dataset contains 32,668 images captured by 6 disjoint camera views.

The images set is further divided into training+gallery sets containing 12,936+19,732

images of 751 identities, and the query set containing 3,368 images of another 750

identities.

VeRi-776 dataset contains 51,035 images of 776 vehicles. Each vehicle is captured
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by up to 18 disjoint camera views. The dataset is provided with different types

of annotations including bounding boxes, vehicle types, colors, brands and cross-

camera relations. The dataset is further divided into training set with 37,778 images,

gallery set with 11,579 images and query set with 1678 images.

As the proposed method classifies image pairs into similar and dissimilar cate-

gories, we begin by generating image pairs across all identities and assigning them

to similar class (label 1). An equal number of dissimilar pairs (label 0) are created

by randomly selecting images from different identities and pairing them together.

Label Noise Generation. We evaluate our methodology under the following

two core noise settings, each applying the equal target amount of corrupt labels

to both image pairs classes, similar and dissimilar. Firstly, we generate Random

Noise datasets. Similarly to (Yu et al. 2019; Ye and Yuen 2020; Liu et al. 2024)

we introduce noise by randomly (uniformly) selecting images from the dataset and

reassigning their labels to different (random) identities. Specifically, class 0 (dissim-

ilar) label noise is introduced by pairing images from the same identity while label

noise in class 1 is generated by pairing images from distinct identities. Secondly,

we consider Pattern Noise, where the datasets is curated to render denoising more

challenging (Song et al. 2024; Liu et al. 2024). To do so, we trained a ResNet-50

model on a clean dataset. This network was then used to extract feature represen-

tations of all image samples. To generate pattern noise labels, we paired samples

from different identities that exhibited highest cosine similarity and labeled them

as similar pairs (class 1). Conversely, we paired samples of the same identity with

lowest cosine similarity (originally belonging to class 1) and mislabeled these as class

0.

Implementation Details. The proposed methodology is implemented in PyTorch

(Python) using a Siamese network with a pre-trained MobileNetV2 (Sandler et al.

2018) as the backbone. The similarity FCNN head consists of four fully connected

layers with 512, 512, 256, and 128 neurons, respectively, each followed by Batch Nor-

malization and ReLU activation. Dropout with a rate of 0.3 is applied after the final
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two fully connected layers to reduce overfitting. Data augmentation includes random

cropping and horizontal flipping, with image resolutions of 300Ö150, 128Ö64, and

150Ö150 for the CUHK03, Market1501, and VeRi-776 datasets, respectively. Train-

ing is performed using the Adam optimizer with an initial learning rate of 0.001, a

batch size of 32, and learning-rate decay applied every 5 epochs. All experiments

are conducted on an NVIDIA Titan X GPU with 12 GB of memory. The number of

epochs K is determined based on validation accuracy; once the validation accuracy

stabilizes, the OD process is initiated. We have observed little sensitivity to this

parameter having considered a range of 2-8 epochs. Parameter C depends on wk,

and OD is terminated when wk drops below 0.01%. In general, the selection of K

and C should allow for a similar overall number of training epochs CK as the orig-

inal architecture suggests. The combined loss is used to update model parameters,

with λ = 0.45 tuned via grid search.

From a computational perspective, the cost of running Beta-SOD is essentially

equivalent to training the underlying Siamese backbone and subsequent FCNN. The

additional overhead of the EM step for noise identification and filtering is minimal,

requiring less than 10 milliseconds on a CPU. Since the OD module is relevant

only for the training phase, the deployment consists in simply running the Siamese

backbone + FCNN.

4.6.2 Results & Comparisons

In this section we present the outcomes of the noise detection, as well as the person

and vehicle Re-ID task. We also report comparisons with alternative statistical

models for the OD module and ablation studies.

The technique proposed in this work relies on explicit statistical modeling under

the assumption that noise represents a contamination to the clean signal component.

For this reason, we focus on Beta-SOD evaluation with noise levels at 0-30%, where

from statistical point of view, the “true” distribution is dominant. At a 50% noise

level, the histograms of the two classes are practically identical (in the random
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Table 4.1: Siamese Backbone Network selection on CUHK03 Dataset with various
random noise levels (5 runs average)

Backbone Parameters Noise mAP R1 R5 R10

Resnet18 ∼4M
0% 50.94 52.71 65.18 75.2
10% 38.1 43.31 56.18 70.92
30% 31.8 35.4 54.92 68.8

Resnet50 ∼23.9M
0% 58.9 58.7 74.61 79.7
10% 48.91 52.1 70.9 77.7
30% 45.51 50.14 70.21 77.1

MobileNet-V2 ∼3.4M
0% 59.2 58.56 74.58 79.82
10% 48.33 52.61 71.82 77.75
30% 46.8 50.2 71.01 76.9

noise setting), making it unfeasible for the proposed statistical method to perform

effectively without additional supervision. We hence choose not to consider such

scenarios of noise at 50% or higher, which require structural modifications and result

in relatively poor performance, e.g., under 20% mAP on the CUHK03 dataset (Liu

et al. 2024). Furthermore, we consider such extreme contamination levels to be

uncommon in practice, and thus of less interest.

Siamese backbone selection. In Tab. 4.1 we present comparisons between several

typical Siamese architecture backbones: ResNet-18, ResNet-50 (He et al. 2016), and

MobileNetV2 (Sandler et al. 2018). Given its size and very competitive accuracy

reported, we employ MobileNetV2 as the primary architecture for our model.

Table 4.2: Noise identification performance with various random noise levels (5 runs
average)

Dataset Noise Outliers Precision Recall Accuracy

Market1501

0% 0.5 - - 94.8
10% 10.31 85.79 76.87 92.1
20% 21.26 82.93 80.56 91.8
30% 32.97 75.73 81.67 90.7

CUHK03

0% 1.62 - - 89.5
10% 11.32 82.09 73.63 87.21
20% 21.56 80.47 76.08 85.1
30% 32.28 75.75 81.18 84.2

VeRi-776

0% 1.3 - - 93.89
10% 11.34 87.46 84.8 92.1
20% 22.76 85.66 88.39 90.83
30% 33.05 84.47 89.86 89.76
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Table 4.3: Noise identification performance of OD using Gaussian, Gamma, and
Beta mixtures under varying noise levels on the CUHK03 dataset (5-run average)

Model Noise Outliers Precision Recall Accuracy

Gaussian mixture
0% 2.13 - - 87.71
10% 13.18 76.01 71.99 85.62
20% 24.14 72.15 75.7 81.55

Gamma mixture
0% 4.51 - - 87.3
10% 13.09 72.4 70.95 83.92
20% 25.06 64.42 75.93 77.6

Beta mixture
0% 1.62 - - 89.5
10% 11.33 82.28 73.88 87.12
20% 21.56 80.32 76.19 85.4

Noise filtering performance. We first assess the OD module’s performance in

identifying the contamination, i.e. incorrectly labeled (noisy) image pairs, in the

dataset of cosine similarities. As reported in Tab. 4.2, the proposed model achieves

94.8%, 89.5%, and 93.89% similarity classification accuracy on clean Market1501,

CUHK03, and VeRi-776 datasets. At 30% noise level, these accuracies decline by

4.1%, 5.3%, and 4.13%. Increasing the noise level from 10% to 30% results in slightly

more detected outliers, indicating that the proposed denoising method effectively fil-

ters noisy pairs with a tendency towards overshooting. At higher noise levels (30%),

precision decreases slightly due to more false positives, while recall improves as more

true positives are retained and fewer false negatives occur. Nevertheless, precision

remains around 76% for Market1501 and CUHK03, and 84% for VeRi-776, demon-

strating the robustness of the proposed method against label noise. This degradation

can be primarily attributed to the removal of challenging positive or negative exam-

ples during the denoising process, which somewhat reduces the model’s ability to

generalize. A small subset of challenging noisy samples persist after filtering, further

contributing to the similarity classification decline.

Distribution modeling. To further evaluate the suitability of the Beta distribu-

tion for modeling cosine similarities, we compare the proposed Beta model with

Gamma and Gaussian distributions for the OD on the CUHK03 dataset, which is

summarized in Table 4.3.The Beta distribution achieves the highest classification

accuracy of 89.5% on the clean dataset, whereas the relatively lower scores of the
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Gaussian and Gamma distributions. Moreover, as the noise level increases to 20%,

the amount of over-filtering reaches 4–5% for Gamma and Gaussian distributions,

whereas the Beta model shows substantially lower overshooting of only 1–2%, con-

firming its robustness in noisy conditions. Qualitatively, in Fig. 4.2 we can observe

that both Gaussian and Gamma distributions do not fit the data as effectively as the

Beta distribution. This over-filtering of challenging pairs negatively affects dataset

composition and, consequently, reduces model generalization. Precision and recall

scores in Tab. 4.3 further highlight these differences: at 20% noise level, the Gamma

distribution filters a large number of false positives, resulting in a lower precision of

around 65%, whereas the Beta distribution maintains a higher precision of over 80%

compared to both alternatives. This empirically supports our assumption that the

Beta distribution is a more appropriate model due to both its flexibility and native

unit range support.

Person Re-ID Results. We compare our method with several state-of-the-art

approaches: Noise-Aware Person Re-IDentification (Song et al. 2024), Distribution-

Net (Yu et al. 2019), PurifyNet (Ye and Yuen 2020), CORE (Ye et al. 2022a),

URNet (Li et al. 2019), and TSTN (Liu et al. 2024). Tab. 4.4 presents the compar-

ison under three different noise ratios on CUHK03 and Market1501 datasets. The

results demonstrate that the proposed method consistently outperforms the other

state-of-the-art methods across the three noise levels. As shown in the table, while

the performance of Re-ID deteriorates significantly as the noise level increases from

to 30%, the proposed method maintains comparatively superior performance. We

can also observe the relative contribution of the OD module by comparing with

the same Siamese architecture without OD. In particular, on the clean dataset the

performance is very similar (especially taking into account the standard deviation

measured across the 5 re-runs). With added noise, the use of the OD module results

in a very significant performance gain.

DistributionNet, originally designed for noisy image classification, filters out

noisy samples but can discard significant data when noise exceeds 20%, harming per-
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Table 4.5: Comparison of Person Re-ID performance of Beta-SOD against Puri-
fyNet (Ye and Yuen 2020), CORE (Ye et al. 2022a), and TSNT (Liu et al. 2024) on
the Market1501 and CUHK03 datasets under various pattern noise levels (5-run
average and standard deviation)

Noise Dataset Method mAP R1 R5 R10

10%

Market1501
PurifyNet 63.2 81.8 92.6 95.4
CORE 66.4 84 93.8 96.1

Beta-SOD 68.57 ± 0.6 87.21 ± 0.07 95.23 ± 0.08 97.22 ± 0.05

CUHK03
PurifyNet 32.9 33.6 56.4 66
CORE 32.2 38.2 54.9 64.8

Beta-SOD 33.92 ± 0.53 41.65 ± 0.06 59.29 ± 0.07 69.66 ± 0.06

20%

Market1501

PurifyNet 56.2 77.8 91.1 93.8
CORE 62.8 81.9 92.7 95.5
TSNT 74.8 89 95.3 97.2

Beta-SOD 76.89 ± 0.92 89.58 ± 0.08 96.82 ± 0.05 97.67 ± 0.04

CUHK03

PurifyNet 27.9 28.8 47.3 58.2
CORE 33.2 34.6 54.6 64.9
TSNT 37.2 38 57.4 68.8

Beta-SOD 38.1 ± 0.82 40.31 ± 0.07 59.55 ± 0.07 71.08 ± 0.05
∗We show only the available benchmark results as reported in the corresponding

papers

Table 4.6: Person Re-ID performance of the OD method using Gaussian, Gamma,
and Beta mixture models on the CUHK03 dataset under varying noise levels (5-run
average)

Model Noise mAP R1 R5 R10

Gaussian mixtures
0% 50.2 57.33 71.21 78.36
10% 44.74 47.32 63.39 74.9
20% 43.84 45.68 63 73.7

Gamma mixtures
0% 46.92 54.41 65.22 71.29
10% 38.21 50.1 60.2 68.5
20% 34.41 42.4 54.1 60.85

Beta mixtures
0% 56.56 59.2 74.58 79.82
10% 48.33 52.61 71.82 77.75
20% 48.12 51.25 71.11 77.75

formance, especially on CUHK03 with limited images per identity. In contrast, Re-

ID-specific methods like PurifyNet, CORE and TSNT down-weight noisy samples

instead of removing them. However, this still suppresses useful data and degrades

performance as noise increases. Similarly to DistributionNet, our approach adopts

a (hard) filtering strategy, adapted for a pair-based setting. Since each image forms

multiple cross-view pairs, filtering out noisy pairs still retains sufficient representa-

tive samples per identity. This redundancy preserves data diversity and maintains

model generalization.
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Tab. 4.6 demonstrates how the choice of the OD mixture distribution impacts

the Re-ID task performance on the CUHK03 dataset at varying random noise levels

0-20%. Across all noise settings, the Beta distribution consistently outperforms

both Gaussian and Gamma models in terms of mAP and Rank-k accuracy. As the

noise level increases to 20%, the Beta maintains its superiority achieving an mAP

of 48.12%, compared to 34-44% for Gamma and Gaussian mixtures. These results

confirm the earlier observation based on Tab. 4.3 that the Beta model provides a

more appropriate fit for cosine similarities.

Tab. 4.5 compares the Re-ID performance of Beta-SOD on the Market1501 and

CUHK03 datasets under pattern noise at 10-20%. At 20% noise level, the relative

improvement achieved by Beta-SOD becomes more pronounced. On Market1501,

our approach attains 76.89% mAP and 89.58% Rank-1 accuracy, surpassing the sec-

ond best, TSNT, by 2% mAP and 0.5% Rank-1, while also maintaining consistently

higher Rank-5 and Rank-10 results. Similarly, on the more challenging CUHK03

dateset, the relative improvement over TSNT is of 0.9% mAP and 2.3% Rank-1. To

provide a measure of statistical relevance, we also report the standard deviations

available for our experiments (over 5 re-runs), which confirm the meaningful nature

of these improvements. Overall, the results confirm the robustness of our OD-based

framework, which performs well in presence of both random (realistic setting) and

pattern (adversarial setting) noise.

Mislabeled examples. Fig. 4.3 presents examples of image pairs incorrectly han-

dled by the OD method during denoising. The first row shows false positives, i.e.,

similar image pairs that were wrongly filtered out by the OD method, with cosine

similarity scores below 0.8. The second row shows false negatives, i.e., noisy im-

age pairs that were mistakenly retained as clean, with cosine similarities above 0.6.

These examples illustrate the difficulty of distinguishing visually similar pairs, where

both under-filtering (false negatives) and over-filtering (false positives) compromise

the quality of the denoised dataset. These and conceptually similar challenging ex-

amples are treated incorrectly by the OD module even at 0% noise, see in Tab 4.2.
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At the same time, the overall impact achieved by the OD-based filtering in the per-

son Re-ID task ranges from a modest performance reduction of 0.5-1% mAP at 0%

noise to substantial improvement of 21-31% mAP at 30% noise levels, see Tab 4.4.

Vehicle Re-ID Results. We now evaluate Beta-SOD on vehicle Re-ID using VeRi-

776 dataset. As shown in Tab. 4.7, our method achieves high mAP and R1/R5

scores on clean dataset (0% noise), only behind that of specialized (Chen et al.

2024; Xiang et al. 2025). Interestingly, the configuration without the OD module

attains the level not far behind the top performer without attention mechanism

incorporated. As established in the de-noising comparisons, without the presence

of noise, the OD module removes more challenging training examples which reduces

the test performance. This results in a drop of mAP by 1.2%.

To evaluate the model’s performance under noisy conditions, random label noise

is introduced into the vehicle Re-ID dataset. Tab. 4.7 reports performance with

and without the Beta-SOD. On the clean dataset, the model achieves 83% mAP,

97.22% Rank-1, and 98.1% Rank-5 accuracy. With added noise, performance with-

out the Beta-SOD filtering drops significantly, but is effectively handled with fil-

tering. No benchmark methods report their performance in the presence of noisy

labels.

These results confirm the ability of the proposed technique to generalize to an-

other object Re-ID task without modifications.

Ablation Analysis. Finally, we investigate the impact of the considered loss func-

tions on the model performance when using the CUHK03 dataset. This involves

a comparative analysis between a basic classification loss and similarity-based con-

straints. The experimental results are presented in Tab. 4.8.

We establish a baseline Siamese architecture comprising the FCNN trained with

the (LCE) loss. Using only LCE our model achieves a mAP of 47.41% on the clean

dataset and 36.12% in the presence of 20% label noise. Adding Lcos to LCE improves

the mAP by just over 4% on both the clean and the 20% noisy datasets. Similarly,

combining Lc with LCE results in a mAP improvement of about 3-5% across both
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Table 4.7: Comparison of Vehicle Re-ID performance on the VeRi-776 dataset with
various random noise levels (5 runs Average)

Noise Methods mAP R1 R5

0%

GS-TRE (Bai et al. 2018) 59.47 96.24 98.97
STE-VReID (Kumar et al. 2019) 67.55 90.23 96.42
GiT (Shen et al. 2023) 80.3 96.9 -
SGFD (Li et al. 2021) 81 96.7 98.6
GLSD (Chen et al. 2024) 83.5 97.3 98.6
LSKA-ReID (Xiang et al. 2025) 85.64 97.97 99.04
Siamese without OD 84.2 98.13 98.8
Beta-SOD 83 97.22 98.1

10%
Siamese without OD 56.25 88.12 91.45
Beta-SOD 78 97 98

20%
Siamese without OD 52.22 84.92 90.11
Beta-SOD 76.26 96.13 97.62

30%
Siamese without OD 49.41 83.52 88.21
Beta-SOD 74.21 95.93 97.54

Table 4.8: Loss Function Selection on CUHK03 Dataset with random noise level of
0% and 20% (5 runs average)

Loss Functions 0% noise 20% noise
LCE LCOS LC mAP R1 R5 mAP R1 R5
✓ 47.41 50.9 63.13 36.12 40.3 48.21
✓ ✓ 51.82 55.3 70.22 40.2 45.01 58.3
✓ ✓ 54.72 57.1 73.1 45.8 50.13 68.83
✓ ✓ ✓ 56.52 59.2 74.58 48.12 51.25 71.11

settings. Finally, by combining all three loss functions, as described in Eq. 4.10, the

mAP improves by an additional 2%.

The effect of the weighting parameter λ in Eq. 4.10 was evaluated by varying

its value between 0 and 1, as shown in Fig. 4.4. The best overall performance was

obtained at λ = 0.45, achieving a validation accuracy of 89.0%, an mAP of 48.12%,

and a Rank-1 accuracy of 51.25%. Performance decreased when λ was either too

small or too large, indicating that over-emphasizing either the contrastive loss or the

cosine embedding loss reduces the effectiveness of the learned representation. This

supports the choice of λ = 0.45, where the model achieves a balanced contribution

from angular similarity and Euclidean-distance-based separation.
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Figure 4.4: Effect of the weighting parameter λ used to balance the multi-loss ob-
jective on validation accuracy, mAP, and Rank-1 accuracy on the CUHK03 dataset
under 20% random label noise. The best overall performance is observed at λ = 0.45.

4.7 Conclusion

We propose a robust object Re-ID approach that integrates a statistical OD frame-

work into training. Our Beta-SOD framework models cosine similarity distributions

with a two-component Beta mixture to iteratively filter noisy labels, enabling unsu-

pervised task-specific dataset de-noising. A Siamese network is then trained using

combined BCE, contrastive, and cosine embedding losses to enhance both classifi-

cation and feature similarity. Experiments show improved robustness and accuracy

across Re-ID benchmarks under varying noise levels. The observed performance

gains strongly suggest the effectiveness and generalization capacity of Beta-SOD in

real-world noisy label environments.

We present a novel theoretical result demonstrating that the unique identifiability

of two-component Beta mixtures is attainable with probability 1. Based on the

strong performance observed in Re-ID tasks, we expect Beta-mixture modeling to

be a versatile and effective tool for de-noising cosine similarity scores produced

by Siamese architectures, with potential applications extending to face recognition,

speaker verification, and sentence embedding models.
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While our statistical OD strategy proved effective as a standalone denoising

module, future work will explore integrating this mechanism more tightly into the

training neural network pipeline. This can be achieved by embedding the EM-based

outlier scores directly into the loss function by re-weighting each training pair’s

similarity contribution based on its clean class probability γ (soft-filtering). An ad-

ditional extension would be to integrate an attention mechanism into the Siamese ar-

chitecture, allowing the model to emphasize the most discriminative features within

paired images. This could lead to more accurate estimation of cosine similarities,

thereby enhancing the effectiveness and efficiency of the similarity-based OD.

4.8 Appendix 4A: Beta-SOD Supplementary Ma-

terial

The examples in Fig. 4.5 and Fig. 4.6 show the two types of label noise added to the

CUHK03 dataset. Fig. 4.5 illustrates the random noise setting. In row (a), pairs

that are actually dissimilar (true Class 0) are purposely mislabeled as Class 1. Row

(b) shows pairs from the same identity (true Class 1) that are incorrectly assigned

to Class 0. This form of noise does not follow a structure and appears randomly.

Fig. 4.6 shows a structured noise setting. Here, ”noise” refers to incorrect label

assignments in the dataset. Noise is introduced using similarity scores generated by

the ResNet50 model, a deep neural network used for image feature extraction (see

section 4.6). In row (a), we add pairs from different identities (true Class 0), meaning

images of different individuals, with high cosine similarity (a measure of how similar

two vectors are) to Class 1. Row (b) shows pairs from the same identity (true

Class 1), that is, images of the same individual, with low similarity scores, which

are assigned to Class 0. This noise follows a clear pattern, unlike random noise. It

reflects errors arising from the model’s limitations in learned features. These figures

present the two noise models and form the basis for evaluating the robustness of the

proposed filtering approach.
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Figure 4.5: Examples of random noise in CUHK03 dataset. Row (a) shows dissimilar
pairs (true Class 0) mislabeled as Class 1, while row (b) shows similar pairs (true
Class 1) incorrectly assigned to Class 0.

Figure 4.6: Examples of Pattern noise in CUHK03 dataset. Row (a): dissimilar pairs
with high similarity labeled as Class 1; row (b): similar pairs with low similarity
labeled as Class 0. Similarity scores are shown for each pair.

Figure 4.7 shows how similarity distributions evolve during iterative filtering at

different noise levels. Each row is a specific noise setting (10%, 20%, 30%), and

each column shows a filtering step. In the first column, Class 1 (clean pairs) and
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Figure 4.7: Evolution of similarity distributions during filtering. Rows correspond to
noise levels (10%, 20%, 30%), while columns represent successive filtering iterations.

Class 0 (noisy pairs) distributions overlap significantly, indicating substantial noise.

After the first filtering step (second column), the overlap decreases, suggesting that

much of the noise was removed. As filtering continues (third and fourth columns),

distributions separate further and eventually show minimal overlap. This growing

separation shows improved distinction between clean and noisy pairs. The figure

demonstrates that the proposed filtering method helps separate the data, leading to

clearer and more homogeneous similarity representations.

4.9 Appendix 4B: Alternative Filtering

To study how noisy labels affect similarity learning, we first use an OD framework

that iteratively removes low-similarity samples. This method helps us understand

noisy pair distributions and motivates the more principled Beta-SOD approach de-
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scribed earlier.

The proposed framework operates on image pairs labeled as either similar (class

1) or dissimilar (class 0). A MobileNetV2 network, pre-trained on ImageNet and

fine-tuned on the target dataset, is used to extract high-dimensional feature rep-

resentations for each image, summarizing image attributes. The cosine similarity

between the feature vectors of each pair is then computed and used as a measure of

visual similarity. Cosine similarity is a value between -1 and 1 indicating the angle

between two vectors, with higher values indicating greater similarity.

We assume correctly labeled similar pairs show higher cosine similarity, while

mislabeled pairs show lower similarity. The OD process removes class 1 samples

with the lowest similarity scores in each iteration.

At first, the model fine-tunes for several epochs. The validation accuracy is mon-

itored to decide when to start filtering. Filtering starts when the feature extractor’s

validation accuracy stabilizes, showing consistent learned representations. At each

step, cosine similarity is calculated for all pairs. Class 1 samples are ranked in as-

cending order. The 2% with the lowest similarity scores are removed because they

are likely to have noisy or incorrect labels. To keep class balance, the same number

is randomly removed from class 0. The removal rate is capped at 2% per step. This

prevents underfitting and ensures the model continues to learn from hard examples.

Aggressive early filtering can hinder generalization.

To monitor the evolution of the dataset during filtering, we compute a statis-

tical summary of the similarity distributions at each iteration. Specifically, a one-

dimensional feature vector of length six,

v = {m1,m2,m3, v1, v2, v3},

is constructed using the median and variance of three subsets: (i) the filtered class 1

samples,

(m1, v1) =
(
Median

(
Cfiltered

1

)
, Var

(
Cfiltered

1

))
,
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(ii) the remaining class 1 samples,

(m2, v2) =
(
Median

(
Cremaining

1

)
, Var

(
Cremaining

1

))
,

and (iii) the remaining class 0 samples,

(m3, v3) =
(
Median

(
Cremaining

0

)
, Var

(
Cremaining

0

))
.

This feature vector captures the properties of the filtered samples and how the

remaining data changes.

We repeat filtering for five iterations and concatenate each iteration’s statistical

descriptors into a higher-dimensional vector, V5×6. This vector tracks how the

dataset changes as noise is removed.

A key challenge is knowing when to stop filtering and how much to remove each

time. To address this issue, we introduce a learning-based control mechanism using

a Random Forest (RF) classifier. The RF is trained on synthetic noisy datasets

created by adding dissimilar pairs to the set of similar pairs. For each set, the OD

procedure creates a sequence of statistical descriptors used as input features for the

RF.

Each sequence is labeled by the convergence of its similarity distribution. If the

median and variance change significantly across steps, the sequence is labeled class

1. This means more filtering is helpful. If the statistics remain stable, the sequence

is class 0, indicating that the dataset is clean enough and that further filtering is

not needed.

During inference, the RF classifier predicts whether to continue filtering. If

further filtering is suggested, we adapt the removal rate using the RF’s confidence

p via Rn = 3p − 1. This method limits filtering to 2% per iteration and reduces

aggressiveness as the dataset becomes cleaner. It prevents excessive removal of valid

samples. The overall iterative filtering procedure is summarized in Algorithm 2.

Limitation. Although this approach shows that similarity-based filtering and basic
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statistics can reduce label noise, it relies on heuristic assumptions rather than mod-

eling the distribution of similarity scores directly. The separation between clean and

noisy samples is inferred from summary statistics rather than modeled explicitly.

This procedure also adds computational overhead. Each evaluation needs five

iterations to create the high-dimensional V5×6. For example, with 4% noise, the first

five steps remove 2% each time, forming V5×6. The RF classifier then evaluates this

result, usually assigning a positive label when variation in the median and variance

is seen across the sequence.

Consequently, the filtering process continues with additional iterations. Using

a sliding window mechanism, an updated V5×6 is constructed and re-evaluated by

the RF model. However, even if the majority of the noise is effectively removed in

the first few iterations, the algorithm must continue through subsequent iterations

until the generated sequence is classified as negative, which serves as the stopping

criterion. This results in unnecessary computations, highlighting a key efficiency

limitation of the iterative filtering approach.

These limitations motivate the need for a more principled approach that directly

captures the distribution of similarity values. This observation leads to the devel-

opment of the Beta-SOD framework, which models similarity distributions as Beta

mixtures and provides a more robust, theoretically grounded solution for noise iden-

tification.

4.9.1 Result Analysis

Table 4.9 presents a comparison between the proposed Beta-SOD method and the

iterative filtering approach across multiple datasets and varying noise levels. A

consistent trend emerges across all settings: Beta-SOD achieves higher precision,

whereas iterative filtering achieves higher recall.

Across all datasets, Beta-SOD maintains strong precision (e.g., 85.79% on Mar-

ket1501 and 87.46% on VeRi-776 at 10% noise), indicating that most of the removed

samples are indeed noisy. In contrast, iterative filtering achieves higher recall, of-
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Algorithm 2: Iterative Outlier Detection (OD) for Noisy Pair Filtering

Input: Dataset D with image pairs labeled as class 0 or class 1
Output: Filtered dataset D̂
Initialize: MobileNetV2 with ImageNet-pretrained weights;
Rn ← 0.02;
V← ∅;
filtering active← False;
for epoch = 1 to N do

Train MobileNetV2 on D;
Evaluate validation accuracy Accval;
if filtering active = False then

if Accval has stabilized then
filtering active← True;
V← ∅;

continue to the next epoch;

Compute cosine similarity for all image pairs in D;
Sort class 1 samples in ascending order of similarity;
Cfiltered

1 ← lowest Rn fraction of class 1 samples;

Cremaining
1 ← remaining class 1 samples;

Cremaining
0 ← randomly sampled class 0 samples of equal size to Cfiltered

1 ;
Update D by removing Cfiltered

1 and the corresponding sampled class 0
pairs;
Compute v← {m1,m2,m3, v1, v2, v3};
Append v to V;
if |V| = 5 then

v30 ← Flatten(V);
(y, p)← RF(v30);
if y = 1 then

Rn ← 3p− 1;
else

break;

D̂ ← D;

return D̂;
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Table 4.9: Comparison of iterative filtering and Beta-SOD in terms of outlier re-
moval, precision, and recall across different datasets and various noise levels.

Dataset Noise
Iterative Filtering Beta-SOD

Outliers Precision Recall Outliers Precision Recall

Market1501
10% 10.31 85.79 76.87 12.82 75.66 90.00
20% 21.26 82.93 80.56 22.61 72.62 90.81
30% 32.97 75.73 81.67 34.00 68.20 92.01

CUHK03
10% 11.32 82.09 73.63 12.91 75.72 90.22
20% 21.56 80.47 76.08 23.01 71.83 91.31
30% 32.28 75.75 81.18 34.11 66.22 91.93

VeRi-776
10% 11.34 87.46 84.8 13.90 72.92 87.21
20% 22.76 85.66 88.39 23.82 70.11 87.82
30% 33.05 84.47 89.86 34.97 65.20 89.10

ten exceeding 90%, suggesting that it removes a larger proportion of noisy samples.

However, this comes at the cost of significantly lower precision, leading to many

clean samples being incorrectly discarded.

This trade-off becomes more pronounced as the noise level increases. Iterative

filtering continues to remove a large fraction of noisy samples, but its precision

steadily drops, reflecting increasingly aggressive filtering and a higher number of

false positives. On the other hand, Beta-SOD remains more selective, preserving

a higher proportion of clean samples even at higher noise levels. The difference in

behavior can be attributed to the underlying design of the two methods. Iterative

filtering relies on similarity-based ranking and repeated removal steps, which makes

it inherently aggressive. While this allows it to capture more noisy samples, it lacks

a principled mechanism for distinguishing hard clean samples from true outliers. As

a result, it often removes informative but challenging examples, which can negatively

impact the learning process.

In contrast, Beta-SOD adopts a probabilistic modeling approach based on Beta

mixture distributions, thereby explicitly capturing the underlying similarity distri-

butions of clean and noisy pairs. This allows for a more controlled and reliable

separation between the two, reducing the likelihood of removing clean samples. Con-

sequently, Beta-SOD achieves higher precision by avoiding unnecessary filtering.

Importantly, although Beta-SOD may leave a small fraction of hard noisy pairs in
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the dataset, this does not significantly degrade model performance. Deep CNNs are

generally robust to a moderate level of residual noise and can tolerate such samples

during training. In fact, preserving hard examples, even if some are noisy, can be

beneficial, as it prevents the model from overfitting to overly clean or simplified data.

In contrast, the aggressive iterative filtering strategy may discard valuable training

samples, leading to reduced generalization.

4.10 Appendix 4C: Extension to Road-side Ob-

ject Geolocation Pipeline

Learned similarity, obtained via a Siamese-style framework under noisy paired-view

conditions, can be effectively incorporated into roadside object geolocation pipelines.

This is particularly important in weakly supervised settings, where object detectors

are prone to producing many false positives, thereby degrading the reliability of

multi-view associations.

A key challenge in this domain is the limited availability of large-scale, annotated

datasets for multi-view association of roadside objects. This constraint makes it

difficult to learn robust cross-view correspondences directly. To mitigate this, person

and vehicle Re-ID datasets are employed as proxy sources, where similarity learning

is well-established. By introducing controlled noise that approximates the behavior

of false detections in weakly supervised roadside scenarios, these datasets provide a

practical means to train models under realistic conditions.

The incorporation of Beta-SOD further strengthens this approach by explicitly

modeling the distribution of similarity scores. This enables the identification and

suppression of unreliable matches, effectively filtering out spurious associations be-

fore they propagate through the pipeline. As a result, the learned similarity becomes

more robust to noise and better suited for downstream tasks.

Integrating this similarity-learning framework with Beta-SOD into the roadside

object geolocation pipeline provides a principled solution for handling noisy detec-
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tions and ambiguous associations. It improves the quality of multi-view matching,

which is critical for accurate triangulation and spatial reasoning.

The next chapter builds on this foundation by demonstrating how the proposed

similarity modeling and noise-filtering strategy can be incorporated into the full

geolocation pipeline, resulting in more reliable and accurate roadside object local-

ization under weak supervision.
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Chapter 5

Similarity-Augmented Roadside

Object Triangulation from street

level images

Object geolocation from street-level imagery under weak supervision is challeng-

ing due to noisy detections and the absence of bounding-box annotations. This

chapter addresses this task via a similarity-augmented MRF framework that inte-

grates visual consistency into geometry-driven multi-view triangulation. Starting

from weakly supervised object detection, this formulation enforces both visual and

geometric consistency across paired views to estimate object locations. To discour-

age visually inconsistent configurations, a Siamese network is trained to estimate

pairwise visual similarity. Label noise introduced by weak supervision is addressed

using a Beta-distribution–based filtering strategy during Siamese training. We also

propose a novel deterministic optimizer for the MRF model that significantly re-

duces computational requirements and improves reproducibility. Experiments on

real-world street-level datasets from Amsterdam and Dublin demonstrate consistent

improvements in precision, recall, and localization error over a geometry-only base-

line.
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5.1 Introduction

Accurate geolocation of roadside objects from street-level imagery is essential for

applications such as urban mapping, infrastructure monitoring, and autonomous

navigation. Unlike image-level geolocation, object-level geolocation requires esti-

mating precise real-world object coordinates from multiple views under significant

uncertainty in depth, bearing, and appearance. Weakly supervised detectors (Li

et al. 2025) further amplify this challenge by producing uncertain object locations

that generate excessive amounts of low-confidence triangulation candidates. Recent

work has therefore shifted toward geometry-driven multi-view inference under weak

supervision, where object locations are estimated from noisy geometric cues (Ahmad

and Krylov 2024). While video-based and track-driven approaches improve stability

by exploiting temporal continuity (Wilson et al. 2022), this inherently assumes or-

dered observations and reliable tracking assumptions that do not hold for large-scale,

crowdsourced image datasets.

Classical learning-based cross-view geolocation estimates camera locations by

matching ground-level images to georeferenced aerial or satellite imagery using

learned metric representations (Hu et al. 2018; Shi et al. 2019; Zhu et al. 2020).

While effective, these methods rely on strong appearance cues and dense georefer-

enced databases, making them impractical for object-level localization of custom

roadside assets. Beyond purely geometric formulations, recent works (Weng et al.

2020; Pang et al. 2023) explore joint object association and localization in 3D using

tracking and graph-based reasoning. Such approaches rely on dense image streams

and strong calibration, limiting their applicability to sparser street-level imagery.

More recently, graph neural networks (GNNs) have been adopted to explicitly

model relational structure among views, objects, or observations, enabling learned

aggregation of geometric and contextual cues (Ye et al. 2022c). Nassar et al. (Nassar

et al. 2020) formulate localization as a graph inference problem, where spatial rela-

tionships between observations are encoded as edges and refined through message

passing to improve global consistency. While effective in structured settings, most
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graph-based approaches require dense supervision or explicit object grouping.

In contrast, purely geometric triangulation-based approaches are prone to failure

under dense view coverage, where accumulated measurement uncertainty and am-

biguous geometric configurations degrade localization accuracy. To address this, ob-

ject geolocation is formulated as an energy minimization problem within a MRF, en-

forcing multi-view geometric consistency through unary and pairwise terms (Krylov

et al. 2018). While effective, this formulation relies predominantly on geometric

cues, limiting its ability to suppress visually inconsistent yet geometrically plausible

configurations in weakly supervised settings. Under weak supervision, MRF-based

triangulation groups detections into view pairs that may include both true multi-

view observations and spurious pairs arising from false positives (Ahmad and Krylov

2024). Since both satisfy geometric constraints, geometry alone is insufficient.

In our work we integrate visual consistency into the MRF framework. Specifically,

we train a Siamese network to estimate pairwise visual similarity and propose a

novel Beta-distribution–based filtering strategy to remove visually inconsistent pairs

during training. The resulting similarity scores are incorporated as an additive

energy term in the MRF, penalizing unreliable configurations. We introduce a novel

deterministic optimizer for the MRF model that significantly reduces computational

requirements and improves reproducibility. Experiments with real-world street-level

imagery demonstrate consistent improvements in object geolocation accuracy.

5.2 Methodology

This work proposes a noise-aware geolocation framework that improves multi-

view triangulation performance under weak supervision. The proposed method

retains a weakly supervised object detection and an MRF-based triangulation frame-

work, while explicitly addressing the false positives introduced by weak supervision

through similarity-driven noise filtering, as shown in Fig. 5.1. A learned image simi-

larity term is incorporated into the MRF inference at the inference stage to enhance

robustness and geolocation accuracy, see Fig. 5.2.
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Object detection and geolocation. In the absence of bounding-box annotations,

we employ a weakly supervised object detection strategy similar to (Ahmad and

Krylov 2024), where a CNN trained with image-level supervision generates class ac-

tivation maps (e.g., Grad-CAM) to localize roadside objects in street-level imagery.

While this enables scalable detection, false positives are unavoidable and propagate

to downstream stages if not explicitly addressed. Object geolocation is performed

using an MRF-based probabilistic triangulation framework following (Krylov et al.

2018). The method operates on paired camera views, enforcing geometric consis-

tency through ray intersection and the removal of invalid configurations. However,

as the inference relies solely on geometric cues, false-positive detections can still form

geometrically valid view pairs, resulting in incorrect triangulations and degraded ge-

olocation accuracy.

Noise filtering. The proposed geolocation framework employs the same noise filter-

ing method introduced in Chapter 4, Sec. 4.3 to improve the reliability of multi-view

object associations. Candidate image pairs generated by the MRF-based pipeline

are used to train a Siamese network, where positive pairs are expected to represent

the same roadside object and negative pairs correspond to different objects. How-

ever, because the detections are obtained under weak supervision, the positive set

may contain incorrect associations caused by false or imprecise detections.

To distinguish between genuine and noisy image pairs within class 1, we model

the distribution of similarity scores using a two-component Beta mixture model,

defined as:

p(s) = ω Beta(s | a1, b1) + (1− ω) Beta(s | a0, b0), (5.1)

where Beta(·) denotes the Beta probability density function. The component

ω Beta(s | a1, b1) captures high-similarity, visually consistent image pairs, while

(1 − ω) Beta(s | a0, b0) models low-similarity pairs corresponding to noisy or mis-

matched observations.

A shared MobileNetV2 backbone is used to extract feature embeddings from each

image pair, and cosine similarity is used to measure their visual consistency. The
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resulting scores are processed using exactly the same filtering procedure described

in Chapter 4, Sec. 4.3 to separate reliable pairs from noisy correspondences. The

Siamese network is first trained on the full dataset and then fine-tuned on the filtered

data, with this process repeated until the proportion of newly removed samples falls

below the predefined stopping threshold.

The same multi-loss objective used in Chapter 4, sec. 4.5 is adopted here:

Ltotal = LCE + λLCOS + (1− λ)LC . (5.2)

where LCE, LCOS and LC denote the binary cross-entropy, cosine embedding, and

contrastive losses, respectively. The final similarity model estimates reliable visual

similarity between multi-view detections, and these scores are incorporated into

the MRF as an additional energy term to reduce false associations and improve

geolocation accuracy.

5.2.1 Information fusion with MRF

Object detections in images combined with the image metadata are used to construct

rays (in 2D) that originate at the camera GPS coordinates (assumed identical to

camera centre). The bearing (direction of ray) is selected towards the middle of the

segmented object. The rays create a 2D graph with nodes formed by intersections of

these rays. Edges are established between nodes on the intersected rays. An MRF

model is employed to estimate binary decisions (zi ∈ {0, 1}) indicating presence

of the object of interest at a particular node i (Krylov et al. 2018). The MRF

energy of a node zi is governed by two geometric unary terms and one pairwise

term. We extend this formulation by introducing an additive unary term u2, which

incorporates visual information by rewarding or penalizing a node based on the

Siamese similarity of the two views that generate it. Accordingly, the total energy
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is defined over all NZ nodes as:

U (z) =

NZ∑
i=1

2∑
j=0

αjuj(zi) + (1−
2∑

j=0

αj)

NZ∑
i=1

NZ∑
j=1

p (zi, zj) (5.3)

The first unary term penalizes discrepancy between distance from the camera to

the node estimated with monocular depth CNN (∆ij) and with triangulation (dij):

u1(zi) = zi
∑

j=1,2 ∥∆ij − dij∥. The u0 unary term promotes inclusion of terms

on any ray R and is inversely proportional to the number of intersections on the

ray: u0(zi) = −zi/(
∑

xn∈R 1). The presence of this term ensures the minimum of

energy is not reached on empty configuration zi = 0 for all i. The pairwise term

penalizes distances between any two nodes simultaneously active on any view-ray R:

p(zm, zn) =
∑

xm,xn∈R zmzn∥xm−xn∥, where xi is a GPS position of node controlled

by state zi. The similarity unary term u2 penalizes nodes generated from visually

inconsistent view pairs: u2(zi) = zi(1 − si), where si ∈ [0, 1] denotes the similarity

score predicted by the Siamese network. Nodes supported by visually consistent

views (si ≈ 1) incur minimal penalty, while intersections formed by visually dissim-

ilar views are penalized, thereby suppressing spurious nodes that are geometrically

admissible but visually inconsistent. The contributions of the terms are governed

by αi ∈ [0, 1),
∑
αi < 1.

The state z = {zi}i=1,··· ,NZ that minimizes the energy U (Eq. 5.3) is computed

using the Quadratic pseudo-Boolean optimization (QPBO) algorithm (Rother et al.

2007), which is based on graph-cut optimizations. QPBO has two substantial advan-

tages over the original Simulated Annealing based optimization proposed in (Krylov

et al. 2018): firstly, the optimization result is deterministic, which avoids the need

to rerun the procedure multiple times to arrive at an averaged (stable) field con-

figuration. Secondly, the procedure has predictable complexity and is fast. The

use of QPBO is possible by eliminating higher-order penalty terms originally used

in (Krylov et al. 2018) that did not allow for energy function composition compat-

ible with this type of optimization. Specifically, the stand-alone penalty term u3

used in (Krylov et al. 2018) has been replaced by the unary term u0 (Eq. 5.3). The
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pairwise term is supermodular (Rother et al. 2007), but the number of such terms

is relatively small, and empirically allows for optimal state assignments to all graph

nodes using QPBO/QPBOP algorithm.

5.3 Datasets and Experimentation

5.3.1 Dataset Description

We construct two street-level datasets centered around Dublin and Amsterdam, with

public wastebins as the target object.

Dublin. street-level images are obtained via the Mapillary API (Mapillary 2024),

selecting only images flagged as containing wastebins. Public street furniture data

from Smart Dublin bins dataset (Smart Dublin n.d.) is used for spatial supervision:

images within a 15 m radius of DCC bin locations are labeled as class 1 (9,900

images), while class 0 samples are selected from images located 30-100 m away from

any bin. All images are resized to 1500 × 900. We evaluate on two test sets from

Mapillary and DCC dataset, covering 2.7 km of roads with images sampled every

3 m, six 68.77◦ views per location.

Amsterdam. Panoramic images are obtained via the Mapillary API (Mapillary

2024), restricted to city-provided panoramas flagged as containing wastebins and

captured with a fixed north-facing orientation (0◦). The ground-truth locations

of wastebins are obtained from the OSM API (OpenStreetMap Contributors 2024)

and used to associate panoramas with object positions. A total of 4,100 panoramas

(8000 × 4000) are split into 2000 × 2000 sub-images and labeled using Mapillary

masks, yielding 20,000 samples, of which 85% are used for training and 15% for

testing.

5.3.2 Training Setup

The training follows a two-stage setup comprising weakly supervised object detection

and Siamese-based similarity learning, with MRF-based geolocation performed at
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inference time.

Backbone architectures. ResNet-50 is used as the primary image classification

backbone, with Grad-CAM employed to localize the object within each image. Mo-

bileNetV2 is adopted as the backbone feature extractor in the Siamese architecture

due to its efficiency and proven effectiveness in metric learning-based similarity es-

timation (Yang et al. 2023).

Implementation details. All models are implemented in PyTorch and trained on

an NVIDIA Titan X GPU (12 GB). The detection network is trained for 20 epochs

using Adam with a batch size of 8 and a step learning-rate scheduler (step size

5, γ = 0.1). For similarity learning, the Siamese network employs a MobileNetV2

backbone with an FCNN head (512, 512, 256, 128), batch normalization and ReLU

activations, and dropout (0.3) applied to the final two layers. Training uses Adam

optimizer with an initial learning rate of 10−3, batch size 32, and learning-rate

decay every 5 epochs. Optimization alternates between Siamese training and Beta-

SOD–based pair filtering, with K ∈ [3, 7] epochs per cycle until validation accuracy

stabilizes, and terminates when the estimated noisy-pair ratio ωk falls below 2%.

The combined loss is optimized with λ = 0.45, selected via grid search.

5.3.3 Results Analysis

Although several multi-view object geolocation datasets have been proposed, no

widely accepted benchmark or evaluation protocol exists (Wilson et al. 2023). Exist-

ing results remain dataset- and implementation-specific, while relevant datasets such

as Pasadena Multi-View (Nassar et al. 2020) are not publicly accessible. Therefore,

we introduce two publicly available street-level datasets from Dublin and Amster-

dam, using public waste bins as the target objects, to support future comparisons.

We report results for weakly supervised object detection and geolocation on the

Dublin and Amsterdam datasets, including impact analysis of Beta-distribution-

based noise filtering.

Object detection derformance. ResNet-34, ResNet-50, and ResNet-101 are eval-
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Table 5.1: Classification results on the Amsterdam dataset

Model Precision (%) Recall (%) F1-score (%) Accuracy (%)
ResNet-34 94.7 88.2 91.3 92
ResNet-50 95.81 89.10 92.33 93.1
Resnet-101 93.1 88 90.47 92.4

Table 5.2: Classification results with Resnet-50 architecture

Test Set Precision (%) Recall (%) F1-score (%) Accuracy (%)
Amsterdam 95.81 89.10 92.33 93.1
Dublin (DCC) 93.1 87.2 90.05 92.8
Dublin (Mapillary) 94.21 89 91.53 93

uated for image classification on the Amsterdam dataset. As shown in Table 5.1,

ResNet-50 achieves the best overall performance, with 95.81% precision, 89.10% re-

call, and 93.1% accuracy, and is therefore selected as the primary classification back-

bone. Using the selected ResNet-50 backbone, classification performance across all

test sets is reported in Table 5.2. On the Amsterdam dataset, the model achieves

95.81% precision, 89.10% recall, 92.33% F1-score, and 93.1% accuracy. Comparable

performance is observed on the Dublin datasets, with 93.1% precision, 87.2% recall,

and 92.8% accuracy on Dublin (DCC), and 94.21% precision, 89.0% recall, and 93.0%

accuracy on Dublin (Mapillary). This indicates that the detection model generalizes

well across cities and data sources, providing reliable inputs for the geolocation.

Effect of noise filtering. We next analyze the effect of the proposed Beta-

distribution–based noise filtering on image pairs generated after detection and MRF-

based triangulation. Approximately 8.5% of pairs are filtered on the Dublin

dataset and 12.3% on the Amsterdam dataset, reflecting higher visual ambiguity

in panoramic imagery (Fig. 5.3). In the absence of ground-truth pair labels, manual

inspection indicates that about 85% of the removed pairs correspond to genuine

mismatches. This is further corroborated at inference time, where the pretrained

Siamese network consistently assigns low similarity scores to the filtered pairs, con-

firming denoising effectiveness.

Geolocation performance. We now evaluate the geolocation performance of the

proposed framework on the Amsterdam and Dublin datasets using the similarity-
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Figure 5.3: Filtered image pairs after Beta-distribution-based denoising for Dublin
(top) and Amsterdam (bottom) datasets

Table 5.3: Geolocation performance on the Amsterdam and Dublin datasets against
MRF (Krylov et al. 2018)

Dataset Method Precision (%) Recall (%) Error (m)

Amsterdam
MRF 64.25 79.9 2.54

Similarity-Aug. MRF 68.2 86.1 1.87

Dublin (Mapillary)
MRF 66.21 80.3 2.51

Similarity-Aug. MRF 71.4 87.1 1.52

Dublin (DCC)
MRF 65.1 80.8 2.38

Similarity-Aug. MRF 72.8 87.9 1.49

augmented MRF. At inference, test images are processed by the pretrained detection

model, triangulated to generate admissible intersections, and refined using similarity

scores from the Siamese network.

Table 5.3 reports the geolocation results in terms of precision, recall, and abso-

lute localization error. Compared to the baseline MRF, incorporating similarity cues

consistently improves performance: on the Amsterdam dataset, precision increases

by 4% and recall by 6.2%, while the mean localization error is reduced by 0.7 m; sim-

ilar trends are observed on the Dublin datasets. These results show that integrating

similarity-aware filtering into the MRF effectively suppresses spurious intersections

arising from noisy detections, leading to higher precision and recall and substantially
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lower localization error. Overall, the proposed similarity-augmented MRF yields

more robust and accurate geolocation across three diverse datasets. The QPBO

solver for MRF reduces the computational complexity by an order of magnitude

and leads to deterministic and hence better reproducible geolocation results.

Ablation Analysis. Table 5.4 presents an ablation study evaluating the contri-

bution of the proposed similarity augmentation and statistical noise filtering to

the MRF-based geolocation framework. Incorporating visual similarity directly into

the MRF without noise filtering consistently degrades the geolocation performance

across all three datasets, resulting in lower precision, reduced recall, and higher

localization error compared to the original MRF. This is because weakly super-

vised object detection generates numerous false positives, and assigning similarity

scores to all multi-view detections allows visually similar but incorrect object pairs

to influence the MRF energy optimization. In urban environments, roadside bins

are often surrounded by visually similar structures, such as bollards, poles, and

other street furniture, which can receive non-negligible similarity scores and there-

fore introduce incorrect cross-view associations. Consequently, these false matches

bias the energy minimization process and lead to less accurate object localization.

By contrast, applying the proposed noise filtering framework filters unreliable sim-

ilarity estimates before they are incorporated into the MRF, effectively removing

noisy correspondences while preserving reliable object associations. As a result, the

similarity-augmented MRF with noise filtering achieves the best performance on all

datasets, improving both precision and recall while reducing the average localization

error. These results demonstrate that the benefit of visual similarity in multi-view

geolocation is highly dependent on robust noise filtering, highlighting the importance

of the proposed noise filtering framework.

5.4 Conclusion

This chapter presents a similarity-augmented MRF framework for object geolo-

cation under weak supervision. By integrating Siamese-based visual similar-
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Table 5.4: Ablation study of the proposed similarity-augmented MRF, evaluating the
impact of visual similarity and the proposed statistical noise filtering on geolocation
performance.

Dataset Method Precision (%) Recall (%) Error (m)

Amsterdam

MRF 64.25 79.9 2.54
Similarity-Aug. MRF
(no Noise filtering)

63.11 79.1 2.81

Similarity-Aug. MRF
(with Noise filtering)

68.2 86.1 1.87

Dublin (Mapillary)

MRF 66.21 80.3 2.51
Similarity-Aug. MRF
(no Noise filtering)

64.90 80.10 2.77

Similarity-Aug. MRF
(with Noise filtering)

71.4 87.1 1.52

Dublin (DCC)

MRF 65.1 80.8 2.38
Similarity-Aug. MRF
(no Noise filtering)

63.52 80.7 2.61

Similarity-Aug. MRF
(with Noise filtering)

72.8 87.9 1.49

ity into a geometry-driven triangulation model and mitigating label noise via

Beta-distribution–based filtering, the proposed method effectively suppresses false-

positive detections. We deploy a new deterministic optimizer for MRF, resulting

in more stable and computationally feasible results. Experiments on real-world

street-level datasets from Amsterdam and Dublin show consistent gains in precision,

recall, and localization accuracy over a geometry-only MRF baseline. Future work

will focus on joint optimization of detection and similarity learning.
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Chapter 6

Edge-Aware Graph Neural

Network for Roadside Object

Geolocation

Accurate geolocation of roadside objects from street level imagery remains a chal-

lenging problem due to noisy detections, which are typical for real image datasets

with limited annotations availability. This leads to inaccurate camera-to-object

distance and bearing estimates. Traditional triangulation methods struggle under

these conditions, as they rely heavily on clean geometric measurements and consis-

tent multi-view observations. To address this we propose a scalable GNN model,

coined EdgeAwareVH, that learns to reason directly over view-hypothesis relation-

ships. The model integrates edge-aware attention with geometric message passing,

enabling it to selectively emphasize reliable observations and suppress spurious in-

tersections. Our pipeline combines geometric cues such as depths, bearing angles,

camera pose information and OpenStreetMap-derived spatial context providing ro-

bustness in complex urban environments. We introduce a realistic noise simulation

pipeline that mimics the behavior of weakly supervised detectors and evaluate our

method under multiple noise configurations. Our experiments with wastebins ge-

olocation on noisy simulated and real-world data demonstrate that EdgeAwareVH
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achieves high localization accuracy and is resilient to depth and bearing noise. The

implementation of our model and the data sets used are publicly available1

6.1 Introduction

The relevant literature on roadside object detection, visual geolocation, multi-view

association, and triangulation-based localization has already been reviewed in Chap-

ter 2. As discussed in Chapter 3, this study focuses on custom roadside objects

for which detailed object-level and multi-view annotations are limited. A weakly

supervised detection pipeline is therefore employed, followed by triangulation and

a custom MRF model to filter geometrically inconsistent location hypotheses. In

Chapter 5, the custom MRF is further extended by incorporating an additional

similarity-based energy term, enabling visual appearance information to contribute

to hypothesis selection. Although the custom MRF and its similarity-augmented

formulation provide reasonable geolocation performance, both remain dependent on

predefined energy terms and continue to face limitations under severe and realistic

noise conditions, including inaccurate depth and bearing estimates, false detections,

viewpoint variation, and unreliable triangulation intersections. These limitations

motivate the development of a more adaptive, data-driven graph-based approach

capable of jointly learning from heterogeneous geometric, visual, and contextual

information.

Learning-based approaches to triangulation have been explored. In particular,

Zhang et al. (Zhang et al. 2018) integrating CNN-based object detections and line of

bearing estimation to localize roadside utility poles from street level imagery. Bran-

son et al. (Branson et al. 2018) propose a CNN-based multi-view framework for large

scale urban tree detection and species recognition using publicly available street level

and aerial imagery, combined through probabilistic fusion. Ahmad et al. (Ahmad

et al. 2022) propose a framework for street level 3D object localization that com-

bines multi-view sparse point cloud reconstruction with 2D instance segmentation.

1Implementation: https://github.com/waqar3411/EdgeAwareVH
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However, these methods are difficult to adopt in our setting due to limited access

to densely annotated multi-view datasets and noisy annotations coming from public

street level imagery datasets like Mapillary (Mapillary 2024), which often leads to

unreliable detections and degraded localization accuracy.

Two stage geolocalization pipelines have been developed to detect and track

dense, multi-class roadside objects from street level video, using visual appearance

cues and positional offsets to estimate object locations (Wilson et al. 2022). Road-

side object geolocation has also been approached through multi model sensor fusion,

where airborne LiDAR is combines with large scale video-log imagery to recover

missing camera parameters and improve bearing estimates (Yi et al. 2025). Cross-

view geolocalization networks such as GLQINet (Jin et al. 2025) use enhanced global

and local attention and spatial partitioning to match drone and satellite imagery

across viewpoints. These methods require densely collected high quality imagery

rely and pose metadata, making them unsuitable for a setting with significant noise

and sparsely collected datasets, typically one panoramic image every 5-10 meters.

The aim of this study is to identify and classify the triangulated candidate in-

tersection positions, referred to as hypotheses, into spurious or true, if closest to

the ground truth object locations. This objective naturally motivates the use of

the GNNs when the data is structured as a bipartite graph of view and hypothesis

nodes. Kajla et al. (Kajla et al. 2024) show that GNNs are effective for classification

on structured graph data, as well as feasible compared to alternative graph similarity

methods. GNNs have been successfully applied beyond generic classification task

to structured document analysis. In particular, Renton et al. (Renton et al. 2021)

model floor-plan images as region adjacency graphs and exploit edge information

within GNNs to jointly perform node classification and symbol extraction. Eliasof

et al. (Eliasof and Treister 2024) proposed GLGNN that uses GAT (Veličković et

al. 2018) and GCN (Kipf and Welling 2017) as backbones, that jointly learn node

and label representation to leverage both local and global information, leading to

improved node classification.
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The surveys relating to multi-view clustering (Fang et al. 2023) and multi-view

learning (Xiao et al. 2024) highlight the use of deep GNN-based frameworks to fuse

complementary information across multiple data sources for unified representation

learning. Nassar et al. (Nassar et al. 2020) adopt a GNN to re-identify objects

across multiple views by leveraging both visual appearance features and camera

pose information. This strategy enable accurate geolocation of objects from images

in real-world environments. This GNN is used for cross-view object re-identification

exploiting fully annotated multi-view data.

Several datasets have been previously proposed for multi-view object geoloca-

tion, primarily targeting structured roadside objects. ARTSv2 (Wilson et al. 2022)

focuses on the classification and geolocation of traffic signs from street level imagery,

while (Nassar et al. 2020) introduces the Pasadena Multi-View dataset for geolo-

cating and re-identifying street-side trees. GeoSign leverages Mapillary imagery for

traffic sign geolocation (Nassar and Lefèvre 2019). More recently, the Auto Arborist

dataset proposes a large-scale benchmark for multi-view urban forest monitoring

using paired aerial and street level imagery under significant domain shift (Beery et

al. 2022). However, Auto Arborist is designed for species classification and domain

generalization rather than precise object-level geolocation, and it relies on city-scale

tree census annotations rather than accurate per-object triangulation ground truth.

Collectively, these datasets illustrate the growing interest in multi-view object geolo-

cation under real-world conditions, but they differ substantially in object categories,

data acquisition pipelines, and problem formulations (Wilson et al. 2023).

We focus our investigation on a practical scenario where the detection is sought

for a custom roadside object class. Hence the detections are weakly supervised,

and yield uncertain depth and bearing estimates, making appearance cues unreli-

able. With no annotated multi-view pairings, we rely purely on geometric reason-

ing over triangulated hypotheses. To score these effectively, we develop a graph-

based framework that integrates the complementary strengths of graph attention

(GAT) (Veličković et al. 2018) and edge-conditioned message passing (ECC) (Si-
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monovsky and Komodakis 2017). More specifically, graph attention enables adaptive

weighting of reliable view–hypothesis (VH) relationships, while edge-aware convolu-

tions incorporate geometric cues such as intersection distance and bearing error.

Unified in the edge-aware view-hypothesis (EdgeAwareVH) layer, these mechanisms

allow the model to suppress spurious hypotheses and localize objects robustly de-

spite noisy detections and weak supervision. Furthermore, we incorporate OSM flags

to provide additional regularizing GIS layer to penalize intersections that fall inside

buildings, waterways, or rail tracks, improving interpretability in the real-world ur-

ban environments.

The primary contribution of this study is a GNN framework, coined

EdgeAwareVH, that combines graph attention with edge-conditioned message pass-

ing to jointly exploit node features and geometric edge attributes for robust roadside

object geolocation. We further incorporate OSM-derived spatial context to suppress

invalid intersections and enhance localization stability. Extensive experiments show

that EdgeAwareVH outperforms both the MRF-based triangulation baseline and

attention-based models such as Set Transformer (Lee et al. 2019), while providing

better scalability and stronger resilience to distance and bearing noise.

6.2 Proposed Method

We first formulate the triangulation problem and then construct an appropriate GNN

model to address it.

6.2.1 Triangulation problem

The raw input consists of multi-view observations of roadside objects, where each

view is annotated with its camera coordinates (lat, lon), along with the estimated ob-

ject bearing θb and distance d. To enable stable metric-scale geometric reasoning, all

geographic coordinates are transformed into a local ENU frame, and angular quan-

tities are expressed in vector form. The transformation from geographic coordinates
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(lat, lon) to the local ENU frame is performed by first converting the coordinates

into the Earth-Centered, Earth-Fixed (ECEF) reference frame, followed by a rota-

tion from ECEF to ENU about a fixed reference origin located near the center of

the scene: E
N

 = RECEF→ENU


X
Y

−
X0

Y0


 ,

where (X, Y ) and (X0, Y0) denote the ECEF coordinates of the point of interest and

the reference origin, respectively, and RECEF→ENU is the rotation matrix that aligns

the global ECEF axes with the local tangent plane. The resulting EN coordinates

enable direct Euclidean operations such as triangulation and distance computations

in meters. Camera orientation in the horizontal plane is given by the bearing angle

θ measured clockwise from north. To avoid the discontinuity at 360◦ and to make

angular information differentiable, we employ sine and cosine thereof instead.

The candidate object locations are estimated by intersecting the viewing rays

from pairs of observations Vi and Vj, producing intersection points, referred to as

hypotheses Hk. The candidate hypotheses are then filtered by removing geomet-

rically unstable triangulated locations that would typically lead to excessive error

in position estimation. Specifically, we discard view pairs that are too close by

enforcing:

∥Vi − Vj∥2 > dmin,

where each view is represented by the EN coordinates of the camera position where

the image has been recorded Vi = (Ei, Ni) and Vj = (Ej, Nj), and dmin = 3m.

We also discard hypotheses that are located unrealistically far from the cameras by

requiring:

∥Hk − Vi∥2 < dmax,

where Hk denotes the EN coordinates of the hypothesis (Ek, Nk) associated with

view (camera location) Vi, and dmax = 30m. Finally, intersections arising from

near-parallel or opposite viewing directions are removed by constraining the angular
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difference between the view bearing Θij to satisfy 10◦ < Θij < 170◦, ensuring that

only geometrically reliable view pairs are retained.

6.2.2 Graph Construction and GNN

Each object in the dataset is represented by a heterogeneous graph G = (V ,H, e),

where V denotes the set of camera views, H is the set of triangulated hypotheses

and e denotes the edges connecting each view to its associated hypotheses. This

representation enable the model to learn the spatial geometry and view consistency.

Node Types and Features

The graph nodes are described by the following features V =

[
E, N, sin θ, cos θ, d

]
,

and H =

[
E, N, f (OSM)

]
. Here, E and N are the local ENU coordinates of the

node and f (OSM) ∈ {0, 1} is an auxiliary OSM-derived flag.

Edges Connectivity and Features

Each edge connects a view node Vi to its associated hypothesis nodeHk and contains

geometric features: eik =

[
di,∆ik, εik

]
, where di is the estimated monocular camera-

to-object depth, ∆ik = ∥Hk − Vi∥ is the geometric distance between the camera and

the associated hypothesis and εik is the bearing misalignment that measures the

angle between a camera’s viewing direction, which is estimated based on image

segmentation, and the geometric direction from that camera to a hypothesis. For

a camera i at (Ei, Ni) with bearing θi, and a hypothesis k at (Ek, Nk), the bearing

misalignment is defined as

εik = arccos

(
(Ek − Ei) sin θi + (Nk −Ni) cos θi√

(Ek − Ei) 2 + (Nk −Ni) 2

)
.

Graph Labels

Each constructed graph is unique and corresponds to a specific configuration of real-

world objects, where multiple hypothesis nodes represent candidate triangulated
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positions. Among these, for each true object only one hypothesis that is geometri-

cally closest to its location is labeled 1 while the all the remaining are assigned label

0.

The proposed model draws from the strengths of GAT (Veličković et al. 2018)

and ECC (Simonovsky and Komodakis 2017) models. In GAT, nodes are updated

based on the weighted sum of the neighbor features and the attention weights depend

on the similarity between the connected nodes. Generally node updates are written

as:

hk = σ

 ∑
i∈N (Hk)

αikW(Vi)

 ,

where W is a learnable weight matrix corresponding to the view node Vi, σ(·) is

a non-linear activation (e.g., ReLU), and αik is the normalized attention coefficient

between Vi and Hk. N (Hk) is the set of all other hypotheses that share one view

with Hk. Note that in case of a simple two views intersection hypothesis Hs without

any other views nearby, N (Hs) = {Hs}.

GAT learns which neighbor is more informative by using the nodes features.

However, it does not consider the edge attributes explicitly. In our case, geometric

relations, like distance between the view node and the hypothesis, are crucial but

cannot be learned through the node features alone. To overcome this limitation, the

ECC methodology can be adopted to capture the edge attributes as well. In ECC

the information exchange between the nodes are modulated by the connecting edge

features eik. The node update in ECC is given by:

hk = σ

 ∑
i∈N (Hk)

W(eik)Vi

 .

ECC allows the model to incorporate geometric relationships into message propaga-

tion, but it lacks the dynamic weighting mechanism of GAT. In ECC, all neighbors

contribute through a deterministic modulation of eij, without learning their relative

importance among competing hypotheses.
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In EdgeAwareVH we combine both mechanisms:

hk = σ

 ∑
i∈N (Hk)

αik

[
W1

(
ψ(Vi)

)
+W2

(
ψ(eik)

)] ,

with ψ(·) being a Multilayer Perceptron (MLP) encoding the node and edge at-

tributes, and αik is the attention coefficient of both Vi and eik. The resulting model

learns to assign higher weights to view nodes that strongly support a given hypothe-

sis while down-weighting or ignoring views affected by depth errors or near-parallel

directions. EdgeAwareVH preserves spatial interpretability, as the attention weights

and the edge embeddings retain direct geometric meaning.

EdgeAwareVH Model Architecture

The input to the model is the node feature matrix X ∈ RN×d, where each of the

N rows represent either a view or hypothesis node, d = 6. An encoder module

transforms these raw features into a latent representation that feeds into the sub-

sequent message-passing layers. This encoder consist of two fully connected layers,

each followed by ReLU activation, see Figure 6.1.

The encoded node embeddings are then passed to the EdgeAwareVH convolution

layers. Each layer propagates information from a view node i to a hypothesis node

k using two lightweight MLPs: a message MLP that computes edge-conditioned

messages

mik = MLPmsg([Vi, eik]),

and an attention MLP that predicts the corresponding attention coefficient:

αik = ϕ
(
MLPatt([Vi, eik])

)
,

where ϕ denotes a softmax function. The attention weights are normalized across all

incoming edges to ensure that messages are combined adaptively based on geometric

consistency.
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Each EdgeAwareVH convolution layer is then followed by Layer normalization

and ReLU activation and a residual connection ensuring stable gradient propagation

through deeper networks. After several propagation layers, the model produces

refined embeddings given by:

zk = MLPhead(hk +
∑

i∈N(i)

αikmik),

for all hypothesis nodes. The MLPhead consists of two fully connected layers with an

intermediate ReLU activation and is optimized by cross-entropy loss function given

by:

LCE = −
∑

k∈N (Hk)

1(k = y∗) log
exp(zk)∑
k exp(zk)

,

where zk is the logit corresponding to hypothesis k, y∗ denotes the index of the

hypothesis closest to the ground truth location, and 1(·) is the indicator function

that equals 1 when its argument is true and 0 otherwise.

The overall layer configuration of the proposed GNN model is summarized in

Table 6.1.

Table 6.1: Layer configuration of the EdgeAwareVH model, showing node encoding
(N = Nv +Nh), geometric message passing, and final scoring stage.

Operation Layer structure Output

Encode node features 2 × (FC → ReLU) [N ,128]

GNN module 3 × EdgeAwareVH layer [N ,128]

(MLPmsg → MLPatt → Softmax)

Normalize + residual LayerNorm → ReLU [N ,128]

Scoring head FC → ReLU → FC [Nh,1]

Loss CrossEntropy Scalar

6.3 Experimental Setup

6.3.1 Datasets

Despite several proposed datasets for multi-view object geolocation, no widely ac-

cepted benchmark exists for quantitative comparisons (Wilson et al. 2023). Evalua-
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tion protocols in this field remain fragmented: definitions of true and false positives,

object association rules, and distance-error metrics differ substantially across studies,

leading to results that are inherently dataset- and implementation-specific. Notably,

some relevant datasets like Pasadena Multi-View (Nassar et al. 2020) and Auto

Arborist (Beery et al. 2022) are not publicly accessible. As a consequence, direct

comparison with previously reported numbers is not practical. In the absence of

a common benchmark datasets, we employ publicly available Mapillary and OSM

data, which are openly accessible for future comparisons.

To train EdgeAwareVH, a synthetic dataset was generated over a 20 km×20 km

region centered around Amsterdam at 52.38488 lat, 4.89346 lon.

We use public wastebins as target objects, with ground-truth locations sourced

from OSM (OpenStreetMap Contributors 2024). We employ Mapillary API (Mapil-

lary 2024) to collect all the panoramic images camera locations in the area. For each

bin, all Mapillary viewpoints within a 10 m radius are collected, providing multiple

observations. For each view, the object bearing is computed from the relative angle

between the camera and the bin, and distance is obtained as their Euclidean dis-

tance. Each bin is viewed from multiple viewpoints, and all pairwise intersections are

computed using the triangulation, typically producing multiple location hypotheses

per object. To add spatial context, OSM is rasterized, and each hypothesis receives

a binary flag indicating if it is plausible (1), i.e. outside building, waterway and

railway footprints, or unrealistic (0).

For testing, we use a separate 500m × 500m region of Amsterdam centered at

52.38923 lat, 4.90903 lon. The same data generation and annotation pipeline was

applied to both training and test sets.

6.3.2 Experimental Setup

The real-world conditions involve detections that are affected by false positives, as

well as inaccurate bearing and distance estimates. In this work, we train on an eas-

ily scalable simulated dataset, that does not require preliminary manual annotation.
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We thus need to inject comparable noise amount into the dataset, to mimic realistic

data collection. Firstly, only 80% of the views per object are retained by randomly

dropping 20% to simulate occlusions and detector false negatives. Then, an addi-

tional 10% of spurious views are synthesized by assigning random depths (5–25 m)

and random object bearings (0°–360°), representing non-systematic false positives.

Finally, Gaussian noise is added to the remaining bearings and depths to simulate

typical prediction inaccuracies. We thus put together a collection of progressively

noisier training configurations:

� Setting N0: Retain 80% of views and add 10% noisy views with clean depth

and bearing.

� Setting N1: Same as N0, with added perturbations: depth + N (0, 0.5
√
d)

and bearing + N (0, 1.5Ob).

� Setting N2: Same as N0 with more noise: depth + N (0,
√
d) and bearing +

N (0, 3Ob).

� Setting N3: Same as N0 with even more noise: Higher noise level: depth +

N (0, 2
√
d) and bearing +

N (0, 6Ob).

� Setting N4: Same as N3, but retain only 60% of the true views and add 20%

random noisy views.

Here d and Ob are the camera-to-object distance and bearing, respectively. The

noise configurations are designed to assess the model’s ability to generalize under

realistic conditions. We evaluate performance on three test sets: a real-world dataset

with detections obtained using the weakly supervised detector (Ahmad and Krylov

2024) on Mapillary panoramic images (DReal), a simulated set with injected noise

(DSim+Noise), and a clean simulated set without noise (DSim).
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6.3.3 Model Training

The proposed model is trained for 50 epochs using a batch size of 4, where each

batch consist of four object-level graphs, each representing a single object with its

associated view nodes, hypothesis nodes and edges. The model was optimized using

the Adam optimizer with a learning rate of 1 × 10−3. Training was carried out

on NVIDIA Titan X GPU. During validation, the model assigns a score to each

hypothesis, and the top-K hypotheses are averaged to estimate the object location.

The mean localization error between this estimate and the ground truth serves as the

validation metric, and the model with the lowest error is selected for final testing.

6.3.4 Model Testing

The model is evaluated on a held-out test set. Since ground-truth locations are

unavailable, all views in the region are triangulated pairwise to generate candidate

hypothesis. Admissible intersections formed from the same view ray of the camera

are grouped as a single potential object and a graph is built. The model assigns

a confidence score for every hypothesis node. Rather than relying solely on the

top prediction, the top-20% hypotheses are retained and their ENU coordinates

are averaged to obtain the final estimate. Multiple graphs may correspond to the

same object, several nearby hypotheses can appear. To merge them, a DBSCAN

hierarchical clustering is applied as a post processing step. The centroid of each

cluster using a fixed neighborhood radius parameter K, is reported as the final

predicted object location:

p̂ =
1

|N(Hk)|
∑

k∈N(Hk)

hk,

where N(Hk) denotes the set of hypotheses within the same cluster. The value of

K is set to be under 5 meters, based on the assumption that objects in the scene

are spatially sparse and typically separated by at least this distance.

Importantly, we also evaluate our method on a non-simulated test set generated
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using a weakly supervised CNN-based detector (Ahmad and Krylov 2024). This is

key to assess the real world geolocation performance for roadside objects.

6.4 Results Analysis

The simulated training set contains approximately 33,000 objects and 250,000

view images. Such amount of data is challenging to obtain with real street level

panoramas-based detections, but easily accessible given a realistic GIS set of ob-

ject locations. Our experiments showed that reducing this set by 50% resulted in

approx. 20% drop in precision, highlighting the importance of sufficient training

data for a GNN; increasing the set by 10% yielded negligible improvement and in-

troduced overfitting. The simulated test set (DSim) contains 160 objects and about

3,100 view images with no overlap with the training, while the real-world test set

(DReal) includes the same number of objects and about 1600 views.

6.4.1 Noise setting for training

We first analyze the noise settings N0 −N4 introduced above to assess which leads

to the best generalization for the real world data. To this end we analyze the per-

formance on DReal and (DSim+Noise) geolocation test sets, see Table 6.2. The over-

all best performance on DReal is obtained with N2, yielding the highest precision

(75.8%), highest recall (85.6%), and lowest error (1.93 m). Performance degrades

slightly as noise increases, with precision and recall dropping by several few points.

It can also be easily observed that data without noise N0 leads to very poor gen-

eralization. We thus choose N2 as the representative noise configuration for our

experiments.

6.4.2 Benchmark comparisons

We compare the proposed method against (i) the MRF-based triangulation ap-

proach (Krylov et al. 2018), which scores intersections using hand-crafted energy
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Table 6.2: EdgeAwareVH performance with different noise configurations on real
DReal and noisy simulated DSim+Noise test sets.

Noise
DReal DSim+Noise

Precision Recall Error (m) Precision Recall Error (m)
N0 64.1 81.0 3.864 87.6 85.1 0.323
N1 73.7 84.4 1.951 87.1 87.9 0.903
N2 75.8 85.6 1.930 87.1 86.2 0.901
N3 71.7 81.7 1.952 83.3 83.4 0.931
N4 71.5 83.1 2.003 79.2 79.1 1.301

Table 6.3: Comparative performance of EdgeAwareVH against MRF (Krylov et al.
2018) and Set Transformer (Lee et al. 2019), evaluated on both real and simulated
test sets.

Dataset Model Precision Recall Error (m)

DReal

MRF 64.25 79.90 2.541
Set Transformer + OSM 72.10 83.50 1.902
EdgeAwareVH 74.00 85.00 1.931
EdgeAwareVH + OSM 75.80 85.60 1.930

DSim+Noise

MRF 73.60 82.32 1.102
Set Transformer + OSM 85.20 85.30 0.912
EdgeAwareVH 86.40 86.20 0.903
EdgeAwareVH + OSM 87.10 87.00 0.901

DSim

MRF 85.12 93.20 1.910
Set Transformer + OSM 90.10 96.00 0.852
EdgeAwareVH 89.00 96.70 0.823
EdgeAwareVH + OSM 91.10 96.70 0.820

terms; and (ii) the Set Transformer (Lee et al. 2019) as a strong attention-based base-

line. Although the latter has not previously been applied to this task, it provides

a meaningful comparison for assessing how an alternative attention mechanisms

performs relative to EdgeAwareVH. As can be seen in Table 6.3, EdgeAwareVH

achieves the best performance on DReal, reaching 74% precision, 85% recall, and a

1.93m localization error. Incorporating lightweight spatial context yields additional

gains: the OSM flag increases precision to 75.8% and recall to 86%, showing that

simple map-derived cues help suppress invalid hypotheses and improve performance.

The MRF baseline (Krylov et al. 2018) shows the weakest performance across

all datasets, largely due to its reliance on hand-crafted energy terms that lack the

flexibility of learned models. It may possibly achieve betters results with manual

parameter selection, and also custom integration with OSM. The Set Transformer
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Table 6.4: Performance of Proposed method against Set Transformer (Lee et al.
2019) on DReal at varying detection distance thresholds (in meters)

Model Metric (%) 3m 5m 7m

Set Transformer + OSM
Precision 72.1 75.2 76.7
Recall 83.5 85.0 87.3

EdgeAwareVH + OSM
Precision 75.8 77.8 79.2
Recall 85.6 86.1 89.6

Figure 6.2: GPU memory usage: linear with respect to the number of hypotheses
for EdgeAwareVH, and quadratic for Set Transformer (Lee et al. 2019).

performs competitively, only three points behind on DReal, but incurs significantly

higher computational cost due to its quadratic attention complexity. The Set Trans-

former does not incorporate any edge features and therefore cannot exploit geomet-

ric relationships between views and hypotheses. In contrast, EdgeAwareVH learns

these relations directly from the graph structure, avoiding explicit energy-term de-

sign while outperforming both baselines.

Table 6.4 reports precision and recall at different spatial thresholds K, where pre-

dictions within K meters of the ground truth are counted as true positive. Increas-

ing K values relaxes the matching criterion and generally boost the performance.

Across all thresholds, EdgeAwareVH consistently outperforms the Set Transformer

demonstrating higher localization accuracy and robustness to spatial noise.
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6.4.3 Computation Complexity

Figure 6.2 compares GPU memory consumption for Set Transformer and

EdgeAwareVH as the number of hypotheses H increases. EdgeAwareVH exhibits

near-linear scaling consistent with its O(V · H) message-passing complexity and

remains below 500MB even at H ≥ 5000. In contrast, Set Transformer shows

much steeper growth due to its quadratic O(H2) attention matrices, exceeding

800MB at similar scales. Importantly on DReal we observed the top-5 objects by

the numbers of hypotheses have been detected by 100-150 views and had 3000-6000

hypotheses associated with them. These results indicate that while Set Transformer

is feasible for small hypothesis sets, the memory consumption becomes a problem at

larger scales, whereas EdgeAwareVH remains more efficient and scalable for large

triangulation scenarios.

6.4.4 Ablation Study

Table 6.5 presents an ablation study on the DReal test set, illustrating the impact of

the individual message-passing mechanisms. The results highlight the importance

of incorporating geometric and spatial features on both nodes and edges, compared

with the methods that ignore these cues. The comparison include GAT (Veličković et

al. 2018), ECC (Simonovsky and Komodakis 2017) and the proposed EdgeAwareVH,

which integrates both attention and edge-conditioned aggregation. All three meth-

ods integrate OSM flags for better spatial awareness.

Table 6.5: Ablation comparisons for EdgeAwareVH on Dreal. The evaluated vari-
ants include Graph Attention Networks (GAT) (Veličković et al. 2018), Edge-
Conditioned Convolutions (ECC) (Simonovsky and Komodakis 2017), and the pro-
posed EdgeAwareVH, each integrated with OSM-based priors

Method Precision (%) Recall (%) Error (m)
GAT + OSM 65.4 82.0 2.374
ECC + OSM 67.7 83.7 2.273
EdgeAwareVH + OSM 75.8 85.6 1.930
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6.5 Conclusion

This chapter introduces EdgeAwareVH, a scalable and geometry-driven GNN ap-

proach for robust roadside object geolocation from weekly supervised street level

imagery. Practically, any existing GIS record of the asset of interest can be used

to train the model without the need for costly image matching annotations. By

formulating the multi-view object triangulation as view-hypothesis graph and in-

tegrating the edge-aware attention with geometric message passing, the proposed

method effectively distinguishes viable from spurious intersections. The incorpora-

tion of the OSM-derived information further enhances the model performance by

penalizing hypotheses inconsistent with the spatial context. Our experiments with

wastebins geolocation show that EdgeAwareVH outperforms both traditional geo-

metric baseline as well as attention-based alternatives. The future work may focus

on integrating the visual features and self-attention blocks to strengthen view-to-

view relationships and further enhance robustness.
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Chapter 7

Discussion

This chapter concludes the research by summarizing key contributions, weakly super-

vised localization, similarity-based noise filtering, and graph-based spatial reasoning,

and how these methods address roadside object geolocation under weak supervision.

It identifies main limitations: coarse localization, noisy cross-view associations, and

scalability in large urban environments. Finally, it suggests future research: richer

training data, improved visual representations, multi-modal integration, and scal-

able graph-based methods.

7.1 Conclusion

This thesis addressed the problem of automated geolocation of roadside objects

from street-level imagery under weak supervision. The central challenge is estimat-

ing accurate object locations from imperfect inputs. These include noisy detections,

uncertain geometric measurements, and unreliable cross-view associations. In large

urban settings, sparse annotations, inconsistent observations, and multi-view geo-

metric ambiguity further complicate the task. As a result, existing approaches that

rely solely on geometric or learning-based methods often struggle to achieve robust,

scalable results.

A key research gap identified is the limited availability and reliability of object-

level annotations in street-level imagery datasets. Traditional supervised methods
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require detailed annotations, which are expensive and difficult to obtain at scale. To

address this, the thesis proposed a weakly supervised object localization framework

that uses image-level labels and deep classification models. Grad-CAM, a technique

that highlights image regions important to a model’s predictions, is combined with

unsupervised segmentation, which separates objects in images without labeled data.

This approach extracts object locations without requiring bounding-box annotations.

These detections are then integrated with camera metadata like geolocation (the im-

age’s location), bearing (the direction the camera is facing), and depth estimates

(distance information). This serves as the basis for multi-view geometric reason-

ing, which combines information from multiple views to better understand object

positions.

However, weak supervision introduces noise, such as false positives and inaccu-

rate detections. This leads to a critical gap: the lack of reliable ways to associate

object observations across views. Incorrect associations directly affect triangulation,

resulting in spurious intersections and degraded localization accuracy. To address

this, the thesis redefined cross-view association as a similarity learning problem. It

introduced a Siamese network to learn visual similarity between image pairs, making

it easier to identify consistent observations across views. To further improve robust-

ness, a probabilistic outlier detection framework based on Beta mixture modeling

was developed. This explicitly models the distribution of similarity scores and filters

out unreliable pairs, thereby reducing the impact of noisy supervision on later tasks.

The integration of visual similarity with geometric reasoning was explored to

improve triangulation-based localization. Traditional triangulation relies heavily on

geometric consistency and is sensitive to noise in detections and measurements. The

proposed approach uses learned similarity scores as an extra cue during triangulation.

By combining visual and geometric information, it suppresses incorrect associations

and reduces spurious intersection points. This leads to more reliable object locations

and better geolocation accuracy in the presence of noisy observations.

Despite improvements, statistical and geometric methods still cannot capture
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complex dependencies between observations. This highlights another gap: hand-

crafted models cannot fully use the relationships among views, detections, and can-

didates. To address this, the thesis introduced a graph-based learning framework

using Graph Neural Networks. Here, multi-view observations and triangulated hy-

potheses are nodes, and their relationships are edges that encode geometric and

visual consistency. The edge-aware graph neural network reasons over these rela-

tionships, combining multiple information sources to find the most plausible object

locations. This approach improves robustness to noise and scales better to real-world

scenarios.

This thesis establishes a robust framework for geolocating roadside objects. It

integrates weakly supervised detection, similarity learning, probabilistic noise mod-

eling, geometric triangulation, and graph-based reasoning. The main contribution

is showing that reliable geolocation is possible even under weak supervision. This

is achieved by combining visual and geometric cues and accounting for noise and

uncertainty. The proposed methods demonstrate that similarity learning improves

cross-view association, while graph-based reasoning boosts robustness and scalabil-

ity of localization.

7.2 Limitations

Building on these contributions, it is important to consider the limitations of the

proposed approaches. The thesis shows robust roadside object geolocation is possible

with weak supervision, but challenges remain for complex scenarios. The main

limitations are as follows:

� First, the weakly supervised localization framework uses image-level labels and

Grad-CAM activation maps to estimate object locations. This reduces the

need for detailed annotations but can result in coarse localization. The output

may include false positives or imprecise boundaries, which can affect later

stages. This is more problematic in cluttered urban scenes with similar objects
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close together. Expanding the training set with more diverse samples could

address this, covering viewpoint, scale, lighting, occlusion, and background

variations.

� Second, the effectiveness of the similarity learning framework depends on the

quality of the learned visual representations. While the Siamese network and

Beta mixture modeling improve robustness, visually similar but physically

different objects may still be incorrectly matched, especially under viewpoint

or lighting changes. These incorrect matches can affect the triangulation stage

and lower geolocation accuracy. Training the model with more diverse samples,

hard negatives, and various conditions could help address this.

� Another limitation is the reliance on geometric cues such as camera position,

bearing, and estimated depth. These are often noisy, especially when derived

from monocular imagery or imperfect metadata. Since triangulation is sensi-

tive to such errors, even small inaccuracies can cause large deviations in object

location estimates. Although the proposed methods include probabilistic rea-

soning and similarity-based filtering, performance still depends on the quality

of geometric information.

� The graph-based learning framework improves the modeling of relationships

between observations, but increases computational complexity. As the num-

ber of views and candidates increases, the constructed graph grows, impacting

scalability and memory usage. While the model is more robust, handling very

large urban datasets with dense observations may need further optimization.

Solutions include graph sparsification, filtering candidates, mini-batch process-

ing, and memory-aware design.

� A further limitation is the lack of standardized evaluation metrics and bench-

marking protocols for object-level geo-localization. Unlike related fields, there

is no widely accepted metric to capture both geometric accuracy and associa-

tion correctness. This thesis used task-specific criteria, but direct comparison
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with other approaches remains hard due to differences in datasets, evaluation

setups, and assumptions. This makes it difficult to establish a unified compar-

ison framework across methods. This issue is also highlighted in the survey by

D. Wilson (Wilson et al. 2023), where the object-level geo-localization evalu-

ation is identified as an open challenge. In particular, the survey emphasizes

that evaluation protocols often vary significantly across studies, with different

works using inconsistent distance thresholds, matching criteria, and dataset-

specific definitions of correctness. As a result, reported performance metrics

are not always directly comparable, and improvements in one setting may

not generalize to others. This lack of standardization limits the ability to

objectively assess progress and identify the true strengths and weaknesses of

different approaches.

7.3 Future Work

The inherent complexity of the problem motivates several directions for future re-

search and further improvement. Despite the associated challenges, the proposed

framework provides a strong foundation for robust roadside object geolocation un-

der weak supervision and highlights key areas for future research. The following

directions outline possible extensions of this work:

� Incorporation of additional data modalities: Combining street-level im-

agery with aerial or satellite data could provide complementary spatial context,

helping to resolve ambiguities that are difficult to address using a single modal-

ity. In addition, incorporating LiDAR data could provide accurate depth and

structural information about the surrounding scene, thereby strengthening geo-

metric reasoning and improving object localization. Similarly, integrating mul-

timodal cues, such as image features, depth information, LiDAR point clouds,

and aerial context, within the Siamese similarity learning framework could

support richer feature learning and more effectively distinguish true object
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matches from noisy pairwise associations. Leveraging temporal information

from video sequences could further improve robustness in dynamic environ-

ments.

� Scalable graph construction with integrated similarity reasoning: As

the number of views and candidate hypotheses increases, the graph size can

grow rapidly, affecting computational efficiency and memory requirements. Fu-

ture work could explore graph pruning, sparsification, or hierarchical graph

representations to control complexity while preserving the most informative

geometric relationships. At the same time, visual similarity could be incor-

porated directly into the graph neural network, rather than being treated as

a separate filtering step. By jointly reasoning over geometry and appearance

within a unified graph-based framework, the model could improve cross-view

consistency, reduce noisy associations, and support more scalable deployment

on large-scale urban datasets.

� Learning-based reasoning for improved object geolocation: Future

work could further explore learning-based graph formulations, where object hy-

potheses are modeled jointly and refined through contextual reasoning rather

than being selected through fixed or sequential post-processing steps. By using

learnable queries and attention-based matching between observations and can-

didate hypotheses, the model could jointly reason about multiple possible ob-

ject locations in a more flexible manner. This would allow the network to sup-

press redundant hypotheses, handle ambiguous multi-view associations, and

directly predict a compact set of reliable object locations. Such an approach

could improve the existing graph-based framework by combining geometric

reasoning, attention-based hypothesis selection, and end-to-end optimization

within a unified model.

� Improving Beta-SOD through adaptive loss weighting: A further ex-

tension of the Beta-SOD framework could involve designing adaptive loss func-
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tions that explicitly account for hard and noisy examples during similarity

learning. Instead of relying solely on post-training filtering, the training ob-

jective could be modified to penalize false-positive associations more strongly

while upweighting reliable true-positive pairs that are difficult to distinguish.

This would encourage the Siamese network to learn more discriminative em-

beddings for challenging cross-view cases, such as visually similar but different

objects or true matches observed under strong viewpoint and illumination

changes. As a result, hard true positives would be less likely to be incorrectly

removed during Beta-SOD filtering, while noisy or inconsistent pairs could be

identified more effectively.

� Improving localization and feature representation through richer vi-

sual learning: In addition to the future directions discussed above, this ex-

tension could further address the challenges of weak supervision by improving

both Grad-CAM-based localization and similarity estimation. Increasing the

scale and diversity of the training data, including a wider range of object in-

stances under different viewpoints, illumination conditions, occlusions, scales,

and background settings, could help the model learn more representative fea-

tures and produce more stable activation maps for object localization. In

parallel, enhancing the Siamese network with attention-based or transformer-

driven architectures could improve the discriminative power of the learned em-

beddings. Together, these improvements could support more accurate weakly

supervised localization, better handling of visually similar objects, and more

reliable cross-view similarity estimation.
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