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Reporting of Gen AI Tool Use

To ensure the regulation of Generative AI use, I provide a report of Gen AI use in

this research thesis. The use of Gen AI is as follows:

1. Tools: Google Gemini, Flash, used for drafting between 12/11/2025 to 28/02/2026.

Google Gemini, 3.5 Flash, used for reviewing between 01/03/2026 to 25/05/2026.

2. Outputs: I used Gemini while writing the draft of the thesis to edit wording

and fix grammar errors of some of the sentences and/or paragraphs. I write

the original version of sentences first, then if it is not clear or the word use is

not appropriate, I prompt Gemini to polish the sentences.

In my second use, I give Gemini a section to check grammar errors and refer-

ences.

3. Prompts: the first prompt I used is: “I am writing an academic report using

formal language. Please help me to edit some word choices and fix grammar

in the text to ensure it does not have any critical errors.”

The second prompt using when reviewing errors is: “Please help me to review

this section by showing any grammar errors or references and suggest edition.”

4. Iterations: I used the prompt only one time of interacting, use the suggestion

from Gemini to edit the text, and do not perform any further iterations of chat.

5. Critical Reflection: I only used Gen AI to edit errors in my thesis. Gemini

helped me to edit grammar errors, typos, and check references to ensure there

is no errors in the thesis. I do not use Gen AI in literature review, result

analysis or running experiment.
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Enhancing Lifelog Question-Answering with

Retrieval-Augmented Generation and Reasoning

Large Language Models

Quang-Linh Tran

Abstract

Lifelogging refers to the process of passively collecting, storing, and analysing an

individual’s daily life data from wearable cameras, sensors, and mobile devices.

Question-answering (QA) on lifelog data involves posing questions on lifelog data

and generating answers in natural language. Lifelog QA is a compelling yet challeng-

ing problem due to the extensive volume and the multimodal and temporal nature

of lifelogging. Addressing this task requires a retriever to find relevant information

within the lifelog collection before generating answers. With recent advancements

in large language models (LLMs), their capabilities in QA tasks show potential to

advance lifelog understanding. In addition, with their reasoning capability, LLMs

can solve the aggregation question in lifelogging that requires contextual under-

standing and reasoning. This study investigates the lifelog QA task with Retrieval-

Augmented Generation and reasoning LLMs by proposing an end-to-end lifelog QA

system. To achieve this, I first introduce a lifelog retrieval system to retrieve relevant

information necessary for answering questions. A multi-modal reranking model is

also developed to further improve the retrieval performance for lifelog QA. Subse-

quently, a RAG pipeline is developed to analyse the context from the retriever and

generate the answers to the questions. Finally, reasoning LLMs for lifelog QA are

also investigated to address complex aggregation questions. In summary, this thesis

primarily contributes to the field with a QA system using RAG and reasoning LLMs

to address the lifelog QA task.
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Chapter 1

Introduction

This chapter introduces the foundation of lifelogging, from concept to characteristics

and tasks. Building on this, I present the lifelog QA task in Section 1.1. Then I

describe the research problem and the motivation for this research in Section 1.2.

The research hypothesis and research questions for the research are also introduced

in Section 1.3. Section 1.4 describes some contributions of this research. Finally, the

structure of this thesis is presented to provide a clear overview of the organisation

and flow of the thesis.

1.1 Background

This section provides background information about this study, ranging from the

definition of lifelog to the lifelog data and its tasks with applications.

1.1.1 Lifelogging

Reflective questions about one’s own life may arise naturally with questions such

as “How long did I exercise last week?” or “When was the last time I visited my

mom?”. These questions ask for information about past experiences and provide

insights into life. Based on the question, one can determine how active they were

in the last week and plan for more exercise in the next week. There are several

ways to answer these questions, such as opening the health app on the phone to
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check exercise details, or trying to recall all the exercise events and performing the

summation. However, this is challenging for the brain to remember all these details

[107]. One may have a faded memory of exercise sessions from yesterday or several

days ago, but not very detailed information, such as the duration of each exercise

session. From this limitation, the idea of logging daily life through digital technology

to provide a digital memory has become a reality.

Lifelogging is the practice of automatically collecting, storing, and analysing

personal daily life data from sensors and wearable devices [50]. The concept of

lifelogging is not novel. It dates back to 1945, when Vannevar Bush described the

“Memex”, a device storing everything a person records and consults as a second brain

[16], and was first realised at scale by the MyLifeBits project [47]. Section 2.1.1

provides more information about lifelog history and these early works.

Lifelog data

Lifelog data is multi-modal, which includes images, tabular data from Global Po-

sitioning System (GPS), and health metrics. To collect data for lifelogging, multi-

ple sensors and devices can be used, such as wearable cameras, smartwatches, and

phones. Wearable cameras such as SenseCam [64] and Memento Narrative Clip1

worn on the chest can capture point-of-view (PoV) images automatically. In addi-

tion, a smartwatch can be used to track health-related metrics, and a phone can be

used to collect location data through GPS. With the increasing popularity of the

internet and social media, digital footprints can also be collected, including emails,

songs, messages, and activities on social media. The person wearing these devices

and capturing the data is known as a lifelogger.

Wearable cameras have evolved dramatically, from a fist-sized camera to a small,

square, wristwatch-sized device. Figure 1.1 shows the size change of lifelog cameras

from 1998 to 2013 to illustrate the development of these cameras over time. Wearable

cameras can automatically capture images continuously with a short time gap to

1https://getnarrative.com/
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Figure 1.1: Development of lifelog cameras from 1998 to 2013. From left to right:
Mann (1998); Microsoft SenseCam (2004); Mann, Fung, and Lo (2006); Memoto
(2013). Source: Wikiwand

balance accuracy and efficiency. The cameras capture images over time to save a life

trace of what lifeloggers experience. However, when capturing at a high rate, they

create a high burden for storing images and power consumption. To address this

problem, capturing approximately 2 images per minute, it can reduce the cost of

storage while still capturing the meaning of events in lifelogging and saving battery

[64]. The PoV images are slightly different from normal images captured from

phones. While lifelog images provide a trace of life through continuous capturing, in

which they capture all events, from memorable to unnoticed ones, images captured

from phones only save intended and important events. In addition, as lifelog images

are automatically captured, the quality is not comparable to normal images [151].

When the lifelogger is in motion, the camera is not stable, resulting in blurry images.

Although lifelog images provide valuable insights into life, the challenge of processing

lifelog images effectively to make them usable still remains.

Smartwatches, such as the Apple Watch2, can collect health metrics, including

heart rate, saturation of peripheral oxygen (SpO2), sleep quality, and exercise, which

enriches the lifelog data. Smartphones can be used to collect the location of lifelog-

gers through the GPS, the activity or online footprint from the internet and social

media. All these data sources are time-synchronised and saved in digital storage

to create a multimodal lifelog collection [50]. Figure 1.2 shows some PoV images

2https://www.apple.com/watch/
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Figure 1.2: Some examples of images from a lifelog collection

captured from the camera.

Tasks and applications

From the collected lifelog data, several tasks and applications can be proposed to

utilise lifelog data. Analysing daily activities from lifelog data provides insights into

personal life [184, 63]. This task detects predefined activities from the lifelog images,

such as eating, watching TV, and using a phone, similar to an action recognition

task in the computer vision field. From the detected activity, a comprehensive view

of the activity plot in a chart shows the habits and lifestyles. Another important

task is lifelog image retrieval [56, 173, 179], which involves finding an event in a

person’s lifelog from a query. Lifeloggers may need to find something from the past,

such as the location of a misplaced item. This task helps lifeloggers to find missing

information and then enhance their memory [84, 77]. Lifeloggers do not need to

remember an event in full; a few contextual hints are enough to guide the search.

This task may have important applications for individuals with memory problems

or those with Alzheimer’s disease [163].

For efficient and accurate retrieval, several subtasks are required, including lifelog

event segmentation and removing low-quality images. Lifelog event segmentation

divides the stream of lifelog images into events that represent meaningful activities,

such as eating, driving, or broader activities like a trip to Vietnam. Current meth-

ods [34, 49] combine both image content and tabular data, which includes location

and time, to segment events. After segmentation, the number of retrievable images

reduces, helping with fast retrieval and low storage requirements. Because lifelog
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images are captured automatically, this can result in many blurred or degraded

images when the user is in motion. Removing these images helps to reduce stor-

age requirements. Beyond retrieval, other tasks like activity recommendation [82]

suggest activities to do based on lifelog data. This task utilises lifeloggers’ past be-

haviours and contextual signals, such as time, location, and social setting, to suggest

meaningful and personalised actions that enhance daily productivity and a healthy

lifestyle.

The most visible applications of lifelog in daily life are for memory enhancement

[77, 84]. Lifelog data helps lifeloggers retrieve their memories [23]. Even if they do

not know what to save now, they can use the lifelog data when they need it. This is

helpful for people with memory problems [163]. It is different from photos captured

intentionally with phones. Images from phones can capture more meaningful events

by our intention, but some events that may have value later are still not intentionally

captured. Sometimes, when we want to reminisce about past events, lifelog data is

the most truthful source of information we can consult. Overall, lifelogging shows a

reliable source for memory augmentation and enhancement.

For health, lifelog data can be used as a monitoring tool for doctors and patients.

Meaningful activities, such as eating, drinking, walking, and exercising, which are

extracted from the daily activity recognition task [6, 15, 92], will reflect the lifestyle

and health conditions of patients. Lifelog data, including health metrics collected

from smartwatches, can be used for health analysis and early detection of diseases

[26]. Current AI models already analyse health metrics to suggest personalised

recommendations for exercise, diet, and stress management [137]. From these ap-

plications, lifelog data serve as a powerful foundation and source for better lifestyles

and higher well-being.

1.1.2 Question-Answering on Lifelog Data

A relatively new but important application of lifelog data is question-answering

(QA). QA systems extend lifelog retrieval by not only finding past events but also
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providing answers to specific questions. QA is a well-established problem in Natural

Language Processing (NLP), though it still remains challenging [18, 5, 25]. The ob-

jective of QA is to generate answers to natural language questions. A newer branch

of QA is Visual Question Answering (VQA) [7], which requires generating answers

to questions related to images. Advances in multi-modal large language models

(LLMs) have addressed this task [169]. Video Question Answering (VideoQA) [187]

is a more advanced task compared to VQA, involving questions related to videos

rather than a single image. This task requires the QA model to have both temporal

and spatial understanding of the video to answer correctly. Beyond these general

classifications of QA, there are also QA for specific applications such as medical,

legal, business, etc., and lifelog is one of these applications.

Definition and classification

Lifelog QA is a QA task for the lifelog domain that involves asking questions about

the life of a lifelogger and providing answers based on the lifelog data [156]. The

questions and answers help lifeloggers learn about their life through the ask-answer

paradigm. Lifelog QA can provide valuable insights into a lifelogger’s daily life

and habits. Several types of questions can be asked to get the information [146].

Factoid questions can verify the factual information of life events. A factoid question

example is “Did I have dinner at Jackie’s restaurant last week?", which confirms the

event of having dinner at Jackie’s restaurant. Other questions that only ask about

one event in lifelog data can be classified as atomic questions [146]. The temporal

nature of lifelog poses the need for temporal questions, in which lifeloggers want

to know information about the next or the previous events of a known event. For

example, “Where did I go after leaving Jackie’s restaurant?" asks about the next

place the lifelogger went after leaving a known event of leaving Jackie’s restaurant.

Aggregation questions, which relate to calculating the time duration or counting

events, provide insights into the lifelogger’s lifestyle and ad hoc information. An

example question like “How many times did I go shopping last week?" can give
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lifeloggers information about their shopping habits. These questions help to explore

various aspects of a lifelogger’s life through an ask-answer paradigm, but they are

also difficult to address, especially the aggregation questions. Lifelog QA is related

to Visual QA [7] and Video QA [187], but differs from both in its multi-modal data,

its egocentric viewpoint, and its very low capture rate of roughly two images per

minute. Section 2.2.1 discusses more on these differences.

Applications and challenges

Lifelog QA has a wide range of applications for lifeloggers, from answering ques-

tions about past events to providing insights into habits and lifestyle. Extending

the lifelog applications to store and enhance memory with not just the retrieved

content from the query in the lifelog retrieval task, lifelog QA provides more specific

answers to questions on lifelog data. Depending on the questions, lifelog QA can

provide a wide range of insights. With the classification of questions mentioned

previously, atomic questions help lifeloggers recall specific events from daily life and

monitor personal activities, such as drinking water and exercising. Temporal ques-

tions share many common applications, but in a more specific context, such as those

involving previous and subsequent events, to ensure that the correct events are re-

trieved. Aggregation questions provide a deeper analysis of lifestyle and habits, help

to analyse and monitor health and productivity.

Along with the huge potential application of lifelog QA, several challenges need

to be addressed to create an effective lifelog QA system. Firstly, lifelog data is

multi-modal, comprising not only lifelog images but also time, location, and other

information, as seen in the Lifelog Search Challenge (LSC) dataset [56]. Combining

them to provide a knowledge base for question-answering is challenging in ensuring

a consistent and time-aligned data source. Secondly, with the vast amount of lifelog

data, lifelog QA models need a retrieval model to efficiently find relevant information

for answering questions. Thirdly, aggregating information from several events for

aggregation questions requires complicated data manipulation and calculation with
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tools or in a database, as in previous work [146]. Although lifelog QA shares some

similar characteristics with VQA and VideoQA, especially in the context of egocen-

tric videos, it differs in the long-range temporal nature of lifelogging and the distinct

use cases of lifelog QA and VideoQA. These challenges inspire me to research an

accurate and efficient lifelog QA model/system that can effectively integrate lifelog

data and provide accurate, meaningful answers to lifelog questions.

1.1.3 Large Language Models and Retrieval-Augmented Gen-

eration

In recent years, the development of LLMs, especially several chatbots such as Chat-

GPT, Gemini, and Claude, has gained public attention and opened a new era of

LLMs. These chatbots can understand users’ input and generate human-like texts

in response [113, 149]. This event has triggered a wave of LLM development and has

achieved substantial success in many applications. Basically, LLMs are transformer-

based neural network models that have billions of parameters and are trained on

massive amounts of text data [186]. They receive a textual input, which is a prompt

and generate textual output to address the request in the prompt. The rapid de-

velopment with a large number of new training data, training recipes, and models

released frequently is driven by both industry and research communities, such as

GPT-4 from OpenAI [111], Gemini from Google [149], and DeepSeek [95]. Thanks

to the vast amount of training data and huge number of parameters, LLMs can

generate text to address numerous natural language problems, such as QA [132],

language understanding [62], and code generation [21]. Beyond basic capabilities

such as language comprehension, world knowledge, and multilingual capabilities,

LLMs possess several emerging capabilities that are only observed once they cross

specific parameter thresholds [167]. A key example is in-context learning, which

helps models to perform novel tasks that were not present in their original training

data with only a few examples in the prompt.

LLMs have proven their capability in text generation, but for logical tasks, such

8
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as mathematics or coding, they need to have a step-by-step process to solve these

tasks, and the term reasoning is used for this capability. Reasoning is an important

emerging capability which helps LLMs to generate intermediate rationales before

giving the final answer [166]. Reasoning LLMs are a more advanced version of

standard LLMs because standard LLMs just directly generate the output, while

reasoning LLMs generate intermediate rationales to decompose the problem into

logical steps and solve it before aggregating information to generate the final an-

swer. Reasoning LLMs also reflect the previously generated rationales, examine

their correctness, and fix them. This capability helps reasoning LLMs to provide

better output with more accurate results, especially on tasks that require complex

logic, such as mathematics, coding, and date and time processing. An example of

reasoning for date processing from [166] is: “Q: The concert was scheduled to be

on 06/01/1943, but was delayed by one day to today. What is the date 10 days

ago in MM/DD/YYYY? A: One day after 06/01/1943 is 06/02/1943, so today is

06/02/1943. 10 days before today is 05/23/1943. So the answer is 05/23/1943.”.

The intermediate text of solving steps of date subtraction helps produce more ac-

curate answers. Advanced LLMs fundamentally attain this capability, but require

instructions like Chain-of-Thought prompting [166], a way of prompting which adds

“thinking step-by-step” to the prompt to foster LLMs to do reasoning. Later rea-

soning LLMs focus more on using reinforcement learning, such as GRPO [138], to

improve the reasoning capability. Date and time processing is essential for answer-

ing lifelog questions such as “How long was my last exercise?”. To solve this, the

model must first identify the start and end times of the session and then compute

the duration. Additionally, time operates on a base-60 system rather than base-100

like standard arithmetic, which requires the model to handle calculations with a dif-

ferent numerical structure. This is a simple example of cases when reasoning LLMs

are needed for the lifelog QA task.

Despite many powerful capabilities, LLMs still possess several drawbacks. Firstly,

the training data of LLMs is static, which hinders the update capability of LLMs.

9
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For example, if asked about the latest stock prices or recent market trends in 2026,

the model may provide outdated or inaccurate information because such data was

not available during training. Secondly, although the training data covers a wide

range of topics, the personal lifelog data is private, so it cannot be used to train the

models. Because of this, when asking a lifelog question on LLMs without additional

information, such as “How long was my last exercise?”, the model will output “Sorry,

but I cannot answer this question because I do not have your information.”. Finally,

when being asked about uncertain information, LLMs can generate hallucinated

output, which is fluent, plausible-sounding, but factually incorrect or unsupported

content [65]. To address these limitations, a retrieval approach to support LLMs is

proposed, which is Retrieval-Augmented Generation.

Retrieval-Augmented Generation (RAG) [87] is a powerful technique that en-

hances LLMs’ knowledge by incorporating external, up-to-date, and specialised

knowledge sources such as lifelog, medical, and law. A basic RAG architecture

includes a two-stage process. In the first stage, it retrieves relevant information for

the question/query from the knowledge base, such as a database or the internet.

In the second stage, the retrieved information is incorporated into the prompt, and

LLMs generate answers based on that information. This approach enables LLMs

to access relevant knowledge about the question, rather than relying on paramet-

ric knowledge and thereby avoiding hallucination. As lifelog data is personal data

which is not used to train any LLM, RAG is a good candidate approach for lifelog

QA to integrate lifelog data into the prompt to ask for an answer.

In this research, I examine the RAG method with novel LLMs, especially reason-

ing LLMs, to address lifelog-related questions and focus on aggregation questions,

which are complicated and have the most useful use case. With the vast and diverse

amount of lifelog data, retrieving the correct, relevant events for questions is also a

challenge. I investigate both stages of RAG, from retrieving contexts for questions

to generating correct answers.

10
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1.2 Motivation and Research Problem

The development of digital devices and storage technology has made continuous

self-documentation increasingly accessible, and lifelog applications show great po-

tential to transform how people recall, reflect on, and reason about their daily lives.

As wearable sensors, smartphones, and other devices become ubiquitous, the vol-

ume and richness of personal lifelog data will only grow, making intelligent lifelog

applications an important and timely research direction.

Question-answering is a challenging task, especially when applied to the lifelog

domain. With the vast amount of lifelog data, automatically retrieving correct

events is already difficult. In addition, analysing the retrieved contexts to create

answers for questions poses another challenge in the lifelog QA task. Although

several previous studies have explored lifelog QA [146, 154], the previous research

still exhibits notable limitations. They motivate me to advance the research of lifelog

QA further. In this work, I aim to address the lifelog QA task by investigating the

use of the RAG system in retrieving contexts and answering lifelog-related questions.

With the rapid growth of LLMs, they are used everywhere and transform our

lives by helping us with various problems. Therefore, utilising LLM techniques for

lifelog QA is a timely, robust, and largely unexplored topic that I aim to investigate

in this research. Using a very large model to generate answers for simple, atomic

questions with clear evidence seems like “using a sledgehammer to crack a nut”, but

lifelogging is challenging enough to explore how LLMs can work with this data. In

addition, LLMs still exhibit some weaknesses in logic problems, such as performing

mathematical operations or comparing floating-point numbers, which require exter-

nal tools or additional reasoning to solve. Aggregation questions require reasoning

on relevant events, calculation, and counting, which can pose challenges to LLMs.

This problem motivates me to explore a reasoning LLM for lifelog QA. To address

these challenges, the next section presents the research hypotheses and key questions

that guide this study.
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1.3 Hypothesis and Research Questions

In order to achieve the research goal of investigating an approach to address the

lifelog QA task with the RAG system and reasoning LLMs, this dissertation aims

to validate the following hypothesis:

Research Hypothesis: Reasoning LLMs in a RAG framework improve the

accuracy of the open-ended lifelog question answering task compared to standard

LLMs.

To make this hypothesis measurable, reasoning LLMs are models that generate

intermediate reasoning steps before answering, either by post-training or through

the chain-of-thought. Standard LLMs are instruction-tuned models of comparable

size that answer directly. Both of them are in the RAG framework under identical

retrieved contexts and prompts, so that any difference is attributable to generation

rather than to retrieval or model scale. Accuracy is measured by conventional and

novel metrics for open-ended QA, which will be presented in Section 3.4. The re-

search hypothesis is supported only if reasoning models outperform their matched

counterparts on all types of questions, especially aggregation questions, where multi-

step counting and duration arithmetic are required. To examine the research hy-

pothesis, I propose three research questions to guide the research process as follows:

Research Question 1: What is the most effective context retrieval

method to support the LifelogQA task when compared to standard re-

trieval approaches?

This question aims to investigate the method of lifelog context retrievers to

find information to answer a question. The lifelog contexts are textual information

about time, location, and descriptions of lifelog events. A lifelog event is a sequence

of lifelog images that indicate a single activity of the lifeloggers. To achieve this, I

conduct an experiment on different approaches to retrieving lifelog data to find the

context for lifelog questions. Several approaches are experimented with, including

BM25, dense retrieval, and a cross-encoder for reranking the context. The accuracy

of the retrieved context is measured by various metrics, such as Recall and Precision

12
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at different K values. Based on the evaluation, I selected the most effective approach

to establish context for lifelog QA.

Both interactive and automatic models are examined for retrieving context. I de-

veloped the MemoriEase retrieval system, an interactive system that retrieves lifelog

events. The system develops from a normal text-to-image embedding-based search

engine to a conversational and RAG-based retrieval system. I also propose a multi-

modal reranking model for lifelog context retrieval for QA. This model contributes

to RAG to improve the accuracy of retrieved contexts.

Research Question 2: How effective is RAG when generating answers

for LifelogQA from retrieved contexts?

This research question focuses on constructing a RAG system for lifelog QA.

Integrating retrieved contexts and generating answers from them is investigated to

examine how RAG works for lifelog QA. Firstly, a lifelog QA dataset is constructed

for model development and evaluation purposes. After that, several lifelog QA mod-

els are developed from small and large language models. The accuracy is evaluated

using conventional metrics, such as BERTScore, ROUGE-L, and LLM-as-a-judge.

To further explore the topic of RAG for lifelog QA, I propose two sub-questions as

follows:

RQ2.1: To what level of accuracy can LLMs in RAG answer open-

ended lifelog questions from retrieved context? This question evaluates the

overall performance of LLMs on lifelog QA. It compares small and large language

models and examines correct and incorrect answers. I conduct an error analysis and

investigation into the causes of the errors.

RQ2.2: How does that accuracy decompose across the atomic, tempo-

ral and aggregation question types of OpenLifelogQA? This question aims

to evaluate the performance of RAG with different LLMs in different types of ques-

tions, including atomic, temporal, and aggregation questions. Through fine-grained

analysis, the strengths and weaknesses of LLMs are examined for each type of ques-

tion.
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Research Question 3: Can LLMs with reasoning capability improve the

accuracy of answers for aggregation questions in lifelog QA compared to

standard LLM baselines in RQ2?

This research question focuses more deeply on the QA task, especially the aggre-

gation question. This type of question is more difficult than atomic and temporal

questions because it requires a reasoning capability to find the answer. To answer

this research question, I aim to employ several techniques from both inference-based

and training-based approaches, such as chain-of-thought prompting and reinforce-

ment learning fine-tuning, to exploit and improve the reasoning capability of LLMs

for lifelog QA. An evaluation of several metrics is carried out to measure the im-

provement. Several analyses on different aspects of reasoning LLMs for lifelog QA

are also performed to confirm the answer to this research question.

1.4 Contributions

In this section, I list the contributions of my research on lifelog QA as follows:

• I developed a lifelog QA dataset called OpenLifelogQA3, which contains 14,187

question–answer pairs generated from the 18-month LSC lifelog collection.

This benchmark dataset opens up research on generative answers for lifelog

questions, focusing on aggregation questions that present challenges to resolve.

• A RAG approach is proposed for lifelog QA that leverages semantic search and

LLMs to answer lifelog-related questions. The experiment demonstrates a sub-

stantial improvement over keyword-based retrieval and small language models.

The analysis also points out the weaknesses of standard LLMs in aggregation

questions and opens opportunities for work on this type of question.

• To improve the retrieval engine in the RAG, I developed a multi-modal rerank-

ing model, which reranks the list of retrieved contexts to a better list with

3In collaboration with ASIA Lab, University of Science, Vietnam
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relevant contexts on top of the list. The model combines both text and im-

ages from lifelog data to rerank, demonstrating an improvement over baseline

models.

• I propose reasoning lifelog LLMs with advanced techniques on supervised and

reinforcement learning. The lifelog LLM achieves a big improvement compared

to previous baselines and a comparable performance to the state-of-the-art

closed-source model from OpenAI. It can accurately generate answers for ag-

gregation questions, which the vanilla LLMs from the RAG fail to answer. A

detailed analysis and discussion are presented to demonstrate the capabilities

of the lifelog LLM.

• MemoriEase, an interactive lifelog retrieval system, was built in the course of

this PhD. It has developed from a standard embedding-based retrieval system

to a conversational and RAG-enhanced system. I then integrated a lifelog LLM

into this system and turn it into an assistant system that can not only find

relevant lifelog events but also generate answers to questions and summarise

lifelog data. It is evaluated on an interactive benchmark, the Lifelog Search

Challenge, and achieved a remarkable performance with top-3 in the latest

LSC 2025.

1.5 Thesis Outline

This thesis presents my research on an RAG approach for lifelog QA, from the

retrieval model to answer generation. In this chapter, I have already described the

concept of lifelogging and the lifelog QA tasks. I also present some previous works

and the research motivation for me to do this research. The contribution and list of

publications are shown in the previous sections. The structure of other chapters in

this thesis is as follows:

• Chapter 2: Background and Related Work presents the background

information on lifelogging, from its history to the present, including tasks
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such as lifelog retrieval and lifelog search challenges. Related work on lifelog

QA, LLMs and RAG is also discussed in the later sections of this chapter.

• Chapter 3: Methodology discusses the research methods I used to carry

out this research. I also present the datasets used in the experiment for lifelog

QA, DCU-TimelineQA and OpenLifelogQA. Some constraints and limitations

are introduced in this chapter. Finally, evaluation metrics for lifelog QA are

discussed in the final section.

• Chapter 4: Lifelog Context Retrieval describes the first stage of lifelog

QA, in which it retrieves relevant information to answer questions. I present

the MemoriEase system, an interactive lifelog retrieval system to find events

from a query. A reranking model for automatic retrieval is also presented,

which combines multi-modal lifelog data to rerank the list of lifelog events

relevant to questions.

• Chapter 5: RAG for lifelog QA presents a vanilla RAG approach for lifelog

QA. The proposed methods combine semantic search and baseline LLMs for

answering lifelog questions. The analysis of performance by question types

shows the drawbacks of LLMs in aggregation questions.

• Chapter 6: Reasoning LLMs for lifelog QA describes a fine-tuned,

reasoning-enhanced LLM specialised for lifelog questions. The approach of

fine-tuning and improving the LLMs is described in the methodology section.

The experiment and analysis show superior performance compared to standard

LLMs from Chapter 5.

• Chapter 7: Conclusion and Future Work concludes the thesis by exam-

ining the research hypothesis and answering research questions. The contri-

bution and limitations of the research are also discussed. Future work on this

topic is presented.
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Background and Related Work

In this chapter, I provide background on lifelogging and related work in lifelog

retrieval and question-answering. Section 2.1 describes the concept of lifelogging,

the characteristics of lifelog data, and some tasks and applications. Section 2.2

describes the question-answering task in lifelog, previous research on this topic, and

discusses the gap in research for lifelog QA. Section 2.3 provides information on

LLMs and RAG, especially on reasoning LLMs and their potential in addressing the

lifelog QA problem.

2.1 Lifelogging Background

According to Gurrin et al. [50], lifelogging refers to the passive collection, process-

ing, and reflection of an individual’s daily life through the use of wearable sensing

technologies. Although some researchers propose a stricter definition, most defini-

tions emphasise the central role of wearable devices in continuously capturing and

documenting aspects of a person’s life [27, 13]. Wearable devices include cameras,

smartwatches, and microphones, used to collect lifelog data; however, the most pop-

ular devices are wearable cameras. As introduced in previous sections, the data

in a lifelog encompasses images/videos, health metrics, location, audio, and other

relevant information. All of these data sources unify to create a lifelog collection.

The primary motivation for wearing these devices and collecting the data is to
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augment memory. As the well-known Ebbinghaus forgetting curve [107] shows, our

brain forgets quickly and follows an exponential decay pattern. It is essential to

save memories by other means, rather than relying on the brain, and lifelogging is a

good choice for that. Lifelog data is also used for personal analytics and well-being

management by analysing the data.

Gurrin et al. [50] defined lifelogging as the large-scale collection of data, acquiring

specific characteristics to form personal big data. There are five main characteristics

of big data [67], known as the 5Vs, including volume, velocity, variety, veracity, and

value. The SenseCam wearable camera [64] captures images every 5–30 seconds and

can operate for 12–24 hours. In typical use (1 image every 30 seconds over 16 active

hours), it produces about 2,000 images per day. Our MemoriLens camera [161] uses

the same capture rate but records higher-resolution images (Full HD–4K), resulting

in image sizes of 2–6 MB per image. This amounts to roughly 4 GB of visual data

per day. When combining data with other wearable sensors, lifelog collection can

require substantial data volumes. Lifelog data is captured daily, 16 hours a day, 7

days a week, and encompasses multi-modality data, including visual data from lifelog

images, tabular data from health metrics, and audio and location information. These

are the velocity and variety characteristics of big data. The veracity or reliability of

data is a crucial characteristic that indicates the accuracy of the data. Lifelog data,

being automatically captured in everyday life, provides an unbiased and dependable

source of information. The value of lifelog data is enormous, and it has been applied

in many domains. From a healthcare perspective, lifelog data is used to monitor

lifestyle [79, 6], activity recommendation [82], and early detection of diseases [26,

83]. For memory augmentation, lifelog data helps users preserve memories and recall

meaningful events [77].

The evolution of digital cameras to replace photographic film cameras has changed

the way images are stored. Camera sensors can now be as small as a few centimetres,

allowing an entire camera with a battery to be worn. Recent wearable cameras, such

as those described in [161, 128], are typically built on compact platforms like the
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ESP32-Cam or Raspberry Pi Zero1. These devices are paired with high-resolution

camera modules (Omnivision sensors or Raspberry Pi camera module) to capture

Full HD images while maintaining low power consumption. Thanks to wearable

cameras, lifelogging has evolved from a text-based format, similar to a diary, to a

visual-based approach with point-of-view (PoV) images [53].

2.1.1 Lifelog History

Early Works

The concept of lifelogging dates back to 1945, when Vannevar Bush described a

personal information system called “Memex” in the article “As We May Think” [16].

He described the Memex in the terms “Consider a future device . . . in which an in-

dividual stores all his books, records, and communications, and which is mechanised

so that it may be consulted with exceeding speed and flexibility. It is an enlarged

intimate supplement to his memory.”. This system showed a vision for logging ev-

erything in our lives to digital devices and assisting us in memory augmentation.

However, the development of lifelog did not become an active area of research

until Gordon Bell proposed a research project, MyLifeBits, in 2001 [47, 46]. The

project aimed to create a comprehensive digital storage of all personal information,

including documents, photos, and interactions, for an individual. Figure 2.1 shows

the platform for storing data and tools to capture multiple data sources. The goal

of the platform was to capture a lifetime’s worth of data and provide retrieval and

analysis capabilities, demonstrating the potential of digital memory archives.

Microsoft SenseCam [64] was one of the first wearable cameras, introduced in

2006. Figure 2.2 shows the prototype and application of SenseCam. The camera

features a microcontroller with 128KB of flash memory, a 2GB SD Card for storage,

and a VGA camera module, powered by a 980mAh battery. This allows for up to

24 hours of continuous capture, with one image captured every 30 seconds. The

accompanying application provides users with an interface to view, playback, and

1https://www.raspberrypi.com/
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Figure 2.1: The MyLifeBits platform store and tools [46]

Figure 2.2: The SenseCam prototype V2.3 and its viewer application interface [64].

annotate captions for events in the captured images. This work demonstrates the

feasibility of lifelogging with wearable cameras and the applications where lifelog

data are being utilised.

With advancements in wearable devices and sensors, as well as the decreas-

ing cost of storage, the development of lifelogging has experienced notable growth.

Around 2010, researchers worldwide in the field of lifelogging applied various tech-

niques from human-computer interaction, data mining, and other fields to explore

the potential of lifelog data in everyday life. Zhou et al. [189] proposed a new

lifelogging browser system for logging data and sharing with groups. To enhance

the retrieval of lifelog data, Qiu et al. [119] mined user activity as a context source
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to improve retrieval. Several problems like event segmentation, meaningful lifelog

detection, content analysis, and activity recognition [118, 82, 34, 126, 43] have been

investigated.

Lifelog Research in DCU

Lifelogging has also been an active research area at Dublin City University (DCU)

for the past 20 years, with many researchers conducting research on most of the

applications of lifelogging. Early works focused on lifelog collecting and organising

data to build lifelog collections [52, 59]. Other foundational tasks like keyframe

detection [12, 37], activity recognition [38, 17], lifelog visualization and interaction

[175, 41], ethics and privacy consideration [51, 68] were also investigated. Several

lifelog collections have been constructed, such as the LSC 2018 dataset with over 41K

images spanning 27 days [52] or the first NTCIR Lifelog Test Collection [59] with over

88K images. Doherty et al. [37] investigated methods for keyframe selection using

MPEG-7 descriptors to measure similarity between images and picking a threshold

to discriminate events. From segmented events, recognition tasks can be performed,

as seen in research by Byrne et al. In their studies [17], they employ a Support

Vector Machine (SVM) model to classify each lifelog image into a concept, such as

Indoors, Screen, Meeting, etc. The way of interacting with lifelog data was also

studied with different visualisations for different platforms. In the study [175], Yang

et al. sketched a series of interactive visualisations and their corresponding usage

scenarios for three different interactive platforms, including smartphones, tablets,

and desktops. Yi et al. [22] also studied lifelog retrieval based on episodic contexts

and proposed a prototype of a retrieval system that adopts a memory-oriented and

user-centred approach. The front-end of the system can be seen in Figure 2.3. These

works laid the foundation for lifelog studies at DCU and in the community.

In recent years, the task of visual lifelog retrieval has gained popularity as a

means to address the problem of finding lifelog events. One of the earliest studies

for lifelog retrieval in DCU by Doherty et al. [35] proposed using content-based
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Figure 2.3: A prototype retrieval system supports memory retrieval from Yi et al.
[22]

features from images to retrieve lifelog data. Especially after several challenges and

workshops organised by researchers in DCU, such as NTCIR Lifelog [60], Lifelog

Search Challenge [58], and ImageCLEF Lifelog [30], research on lifelog retrieval has

become more and more popular. Details about the lifelog retrieval research are

described in the following section.

2.1.2 Lifelog Retrieval

Lifelog retrieval is the task of searching lifelog data from a collection for a query.

This task is an application of the information retrieval field, where the information

to be found is lifelog data. With visual data now dominating lifelogging, the lifelog

retrieval task can be classified as a text-to-image retrieval task. The input of this

task can be a textual query to describe the information needs, such as “Find me

drinking water” or “Find images when I eat a burger.”. From the query, a search

engine scans through the lifelog collection to find the most relevant image to the

query.

Methods for lifelog retrieval

The technique for finding an image from a textual query has developed extensively,

from concept-based retrieval to embedding-based retrieval. Concept-based retrieval

22



Chapter 2. Background and Related Work

involves extracting visual concepts by object detection models or generating cap-

tions from lifelog images. Each image may contain several visual concepts, which

are then matched with the query using various techniques, such as word matching

methods like TF-IDF [125] or BM25 [127]. Myscéal [158] is a retrieval system em-

ploying this approach and improves the TF-IDF to aTF-IDF (area TF-IDF). One

major drawback of this approach is that it depends on the pre-detected concepts

to perform retrieval. If the visual concept is not detected, it leads to a mismatch

between the query and concepts, resulting in failure to retrieve the correct images.

A newer approach, embedding-based retrieval, has improved retrieval performance

by utilising latent embeddings between text and images. A typical approach to

embedding-based retrieval is to use a pre-trained vision-language model, such as

CLIP [121] or BLIP [91], to encode both textual queries and images into vector

embeddings. Thanks to the training strategy that minimises the difference between

positive text-image pairs, the model can encode meaningful embeddings with high

similarity for queries that match relevant images. Cosine similarity is commonly

used to measure the relevance of the query and images with the following formula,

where i is the embedding of an image and q is the embedding of a query:

cos(i, q) =
i · q

∥i∥ ∥q∥
=

n∑
j=1

ijqj√√√√ n∑
j=1

i2j

√√√√ n∑
j=1

q2j

(2.1)

This retrieval method has been employed in numerous lifelog retrieval systems

[134, 108, 155] and has demonstrated its effectiveness in terms of performance.

However, lifelog data is enormous, so using filters to narrow down the scope of the

search helps to improve the search time. Several filters can be applied, including

time, location, people, and activity. These filters may not be exact, such as the

morning of November 26, 2025, but in relative terms, like Monday morning. The

location can be the name of a place, such as Dublin Airport or a city. Filter terms

can be extracted through a heuristic-based approach [158] from the query or input
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Figure 2.4: A multifaceted interface for lifelog retrieval systems with several search
filters [36].

via a multifaceted interface, as shown in Figure 2.4.

2.1.3 Lifelog Search Challenge

Lifelog Search Challenge (LSC) [54] is one of the largest and longest challenges for

interactive lifelog retrieval. It has been organised for 8 consecutive years, from 2018

to 2025 [58, 56, 54], and has attracted numerous researchers from the community.

The challenge offers an interactive platform for systems to benchmark their perfor-

mance on a diverse set of queries. Participant systems utilise the hints to identify the

correct lifelog images in a lifelog dataset and submit them to the DRES evaluation

system [130]. Datasets used for LSC have increased in both quality and quantity.

The size of the dataset increases from a 27-day lifelog collection [52] with 41K lifelog

images to 725K images covering 18 months. All images are captured from a Narra-

tive Clip device with a resolution of 1024 x 768 pixels. All faces and most readable

text are anonymised through a semi-automated process. Along with the images is
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the metadata, such as timestamps, biometrics (heart rate, steps, and sleep statis-

tics), and GPS coordinates of lifeloggers every minute. Visual concepts are also

provided in the metadata, categorised into two types: detected objects and scenes.

Objects are identified using a COCO-trained detector with 80 classes, while scenes

are recognised using a Places365-trained model [188], yielding 102 scene labels such

as “waiting in line” and “working”. This dataset poses a challenge for participant

systems to find correct answers in a large pool of images.

Tasks

There are three tasks in the LSC, including known-item search (KIS), ad hoc search

(ad hoc), and question-answering (QA). In the KIS task, participants are given a

textual query describing an event in the lifelog dataset and are required to find one

image from a set of relevant images within a time limit of 300 seconds. The query is

divided into six hints, which are released to participants every 30 seconds to provide

additional information gradually. The scoring function for the KIS submission is

defined by the following formula:

scoreKIS = max

(
0, 100− 50 · t

T
− 10 · w

)
(2.2)

where t is the time taken, T is the time limit (300 seconds), and w is the number

of wrong submissions. This formula takes into account both the time to submission

and the penalty for incorrect submissions. Ad hoc search provides a query describing

an activity or event that happens multiple times, such as “Find examples of wearing

a yellow star t-shirt”, and participants can submit as many images as possible. This

type of query helps analyse the frequency of an event in the lifelog data. The scoring

function for this task is as follows:

scoreAd-hoc = 100× correct
correct + incorrect/2

× correct
total

(2.3)

With “correct” is the number of relevant images submitted, “incorrect” is the
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number of irrelevant images submitted, and “total” is the total number of relevant

images aggregated over all submitting teams. Human judges are needed to evaluate

the submissions, as there is no predefined ground truth for this task. QA is the

newest task among the three, which was only introduced in LSC’22. It requires a

textual answer for a given question. For instance, an actual question from LSC’24

is “How many times did I visit an outdoor/farmers market in February 2020?”. The

scoring function for this task is similar to that of the KIS task; however, human

judges are required to evaluate variations in the submitted correct answers.

User Participation

To evaluate the system under realistic conditions, user participation in the LSC

sessions is divided into two categories: expert users and novice users. Expert users

are those who are either involved in the development of the system or have prior

familiarity with it, as well as experience with lifelog image retrieval in general.

Novice users, on the other hand, are participants who have no prior exposure to the

system or to lifelog retrieval tasks. Both groups operate under identical conditions

in terms of time limits and task assignments to ensure a fair basis for comparison

across sessions.

This distinction helps to assess not only the system’s retrieval performance in the

hands of experienced users but also its usability for first-time users. As the results

between the two groups can vary considerably due to differences in familiarity with

the interface and search strategies, the performance results reported and analysed

in this study are primarily drawn from the expert sessions, where users can fully

leverage the system’s capabilities and interact with it in the manner it was designed

to be used.

Participant systems

The challenge has attracted numerous participant systems from all over the world

to showcase their retrieval systems. I will list some of the notable participants’
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systems that employ innovative approaches and achieve top performance. Myscéal

[158] was first introduced in LSC’20 and has continued to participate in the challenge,

showing a lot of improvement every year [155, 160, 153]. This system achieved top

performance from LSC’20 to LSC’22, with implementation evolving from aTF-IDF

concept-based retrieval [158] to embedding-based retrieval [155] and an event-based

user interface [160]. Figure 2.5 shows a QA task interface with grouped images

as an event and a simple search box without any filters for novice users. The

accurate retrieval, thanks to the CLIP model, and the efficient user interface with

event segmentation help the system maintain its top performance compared to other

systems. Other participants, such as LifeSeeker [108] and LifeGraph [131], as well

as T-EAGLE [110], also present their systems at LSC, featuring embedding-based

retrieval, and demonstrate remarkable performance on all tasks.

One of the first and longest participants is lifeXplore [106, 134, 120] from 2018 to

2025. In the first participation [106], this system was adapted from a video retrieval

system by converting lifelog images to videos. They performed keyframe selection

and feature extraction before searching the videos of the lifelog. With the increasing

popularity of CLIP, this system transitioned to using CLIP for embedding-based

retrieval and achieved top scores in LSC’23 and LSC’24 [134]. In the latest version

[120], they changed the method of retrieval by using text-to-text search from the

generated captions from ChatGPT 2 and BLIP2 [90], but experimental results from

past challenges showed that text-to-text search performs worse than embedding-

based retrieval.

As LSC is an interactive challenge, the user interface (UI) and user experience

(UX) are important for users to quickly submit correct answers. Although most sys-

tems employ a standard search interface with a search bar, filters, and a grid of result

images, some unique interfaces are also presented. Vitrivr-VR [144] utilises a VR-

based interface for retrieval, thereby fostering users’ immersion in data exploration.

Voice-based search from Voxento-Pro [4] to reduce the typing time. MyEachtraX

2https://chatgpt.com/
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Figure 2.5: MyEachtra user interface with suggested answers for QA task [160].

[153] presented a mobile-friendly user interface to enhance the lifelog search in ev-

eryday settings. These works on UI/UX show the progress in developing interactive

retrieval systems to support efficient image retrieval during the competition.

With the increasing popularity of LLMs, more and more systems in LSC employ

them for conversational search and question-answering. Memento 4.0 [3] used the

GPT-3.5 Turbo and Mistral 7B models for its QA and conversational search engine.

Voxento-Pro [4] leverages OpenAI Assistant and the Whisper model for a voice-based

conversational interface. Other systems, such as lifeXplore [120] and MyEachtraX

[153], utilise Vision LLMs to extract information from lifelog data, thereby enhancing

retrieval.

2.1.4 NTCIR Lifelog Task

The Lifelog Task at the NII Testbeds and Community for Information Access Re-

search (NTCIR) conference has been the longest-running task, which began in 2016

[60]. This is a hybrid benchmark for evaluating both automatic and interactive

lifelog retrieval systems, but the automatic one is more popular. The automatic

task provides a lifelog dataset and a set of queries for participants to run automati-

cally, without any human involvement, similar to the interactive one. It aims to test
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Figure 2.6: An ad hoc topic in the LSAT sub-task and its corresponding answer
[191].

the performance of the search engine only. In recent years [190, 191], this task has

utilised the same dataset from the LSC challenge [56], but with different queries.

There are three subtasks in the NTCIR Lifelog Task: the Lifelog Semantic Access

Task (LSAT), the Lifelog Insight Task (LIT), and the Lifelog Question-Answering

Task (LQAT). The LSAT sub-task is similar to a combination of known-item and

ad hoc search from LSC. Queries in this sub-task ask for specific events from the

lifelog collection. The LIT sub-task asks participants to extract meaningful insights

from the lifelog dataset and visualise them. The LQAT task presents a set of ap-

proximately 25 questions, as seen in the latest NTCIR18 Lifelog-6 Task [191], and

requires a textual response. An example of an ad hoc topic in the LSAT task and

one of its corresponding correct answers are depicted in Figure 2.6.

In the automatic setting, participants run the search with provided queries and

extract the top-ranked list of relevant images, then submit it to the organisers. In

the interactive setting, participants can interact with the search system and choose

the relevant images to submit. The performance is evaluated through metrics such

as Recall@K, Precision@K, and Mean Average Precision (MAP). Several systems

participated in the latest NTCIR Lifelog Tasks, and I will summarise their systems

as well as their performance. In the NTCIR18 Lifelog-6 Task [191], there are four

systems that participated in the LSAT automatic sub-task. vitrivr-engine system

[129] employed an LLM (Mistral 8B) for automatic query transformation to con-
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vert queries to third-person descriptions. However, the low performance indicates

the misalignment between the LLM-generated query and the CLIP training data.

LifeIR team [20] proposed a novel post-processing approach with the Qwen2-VL

model to check the result and show a small improvement. EAGLE [109] presented a

hybrid approach that combines concept-based and embedding-based methods with

the CLIP model. Overall, these systems demonstrate lifelog retrieval methods and

showcase both the progress made and the remaining challenges in retrieval using

real-world lifelog data.

2.2 Lifelog Question-Answering

In this section, I provide some background information on the Question-Answering

(QA) task, followed by an overview of the QA task for lifelog data and its appli-

cations. Previous works on benchmarking datasets and methods are discussed to

highlight the research gap in this task.

2.2.1 Task Definition

General QA

Question-Answering (QA) is a well-established task in Natural Language Processing

(NLP) [18, 5, 25]. This task involves asking and providing an answer to a question

about a specific topic. Depending on the knowledge required to answer the ques-

tion, QA can be classified into two main categories. Closed-domain QA is similar

to the Machine-Reading Comprehension task (MRC), where a provided paragraph

of knowledge and a question are given, and the closed-domain QA model creates

an answer for the question. Unlike closed-domain QA, Open-domain QA [192] only

receives a question and a large knowledge corpus, which can comprise several doc-

uments or a database. Open-domain QA models then need to retrieve the relevant

information to the question first before creating the answer. QA tasks can also be

classified by the format of answers, such as multiple-choice QA, span-based QA, and
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open-ended QA. Depending on the modality of the knowledge base, QA has several

subtasks, like Visual QA and Video QA. Visual QA [7, 169] requires generating

answers for questions based on one image or several images. Lifelog QA can be clas-

sified as Open-domain QA, as the lifelog collection can play the role of a knowledge

corpus for answers to ground on.

With the multi-modal nature of lifelog data, which encompasses not only im-

ages but also tabular and time-series data, lifelog QA shares some commonalities

with Visual QA, while also exhibiting some unique characteristics. When treat-

ing sequences of lifelog images as frames and converting them to video, question-

answering on lifelog now becomes VideoQA. VideoQA is a task that generates an

answer to a question for a video [145]. The input consists of a short video clip and

a question that inquires about the clip. The output is a natural language answer

to that question. The answer can be a choice in multiple-choice questions or a text

in open-ended questions. Although the domain of vision-language understanding

has developed in recent years [91, 90, 121], the VideoQA task remains a challeng-

ing task due to the need to comprehensively understand the video and question to

generate the correct answer. Many VideoQA datasets are constructed across vari-

ous domains, including movies [147, 101], TV shows [85], and traffic [172]. While

most of the VideoQA datasets consist of third-person view videos, EgoVQA [42]

is a first-person view video dataset, comprising 600 question-answer pairs from 16

videos. With a large number of VideoQA datasets, the methodology for finding

the answer to the question is also explored. A common solution for this problem is

an encoder-decoder network. In which the video and question are encoded using a

video encoder and a question encoder. The video encoder is a module that extracts

information in the form of vectors, such as those used in ResNet [61] and VGG [140]

models. The question encoder extracts a token-level representation of questions

using some models, like BERT [33]. A cross-model interaction module processes in-

formation from the encoders using several techniques, such as the Transformer [164],

to derive useful information. Then the answer decoder generates the answers from
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learned information. After the introduction of LLMs, the SOTA VideoQA model

is Video-LLM, such as VideoLLaMa2 [24], VLM [171], with the advanced reasoning

ability of LLMs, combined with spatial and temporal information, to enhance video

understanding. These models, with appropriate prompts, can be accurate VideoQA

models.

Lifelog QA task definition

Lifelog QA is the task of creating the answer to a question about a past moment

or experience from a lifelogger’s daily life [157]. This task requires a question and

a lifelog collection as input, and a textual answer as output. The questions focus

on the lifelogger’s habits, events, and activities, but their nature varies depending

on who is asking. When lifeloggers ask about their own lifelogs, the questions are

often highly specific, such as inquiries about a particular event at a specific time.

In contrast, questions from other people tend to be more general, such as “How

many times did he exercise per week?”. This variation highlights the wide and fine-

grained nature of lifelog questions. A formal formulation of this task is: Given a

lifelog collection L, with an input of a question q, the QA model f needs to generate

the answer a to that question.

a = f(q, L) (2.4)

From my observation, lifelog QA has three unique characteristics compared to

Video QA. Firstly, while the video consists of clips, audio, subtitles, and captions,

lifelog data is images associated with timestamps, locations, biometric data, and

internet footprints. The increasing number of information channels and the rela-

tionship between lifelog data make it more complex. Secondly, the egocentric view

of lifelog data differs from most third-person view VideoQA datasets, which makes

it challenging to adapt VideoQA models to lifelog QA data, thereby reducing their

performance. Finally, VideoQA uses high frame-rate videos, while lifelog data are

images captured at very low frame rates. These differences pose a big challenge
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Table 2.1: Lifelog QA datasets statistics.

Dataset # QA Lifelog
data

Question
format

# Event
description Image Time &

Location
LLQA [157] 15,065 85 days Multiple-choice None ✓ ✓

Timeline QA [146] 600,000 Synthetic Span-based 128,023,476 ✓
MemexQA [70] 20,860 Personal images Multiple-choice None ✓ ✓

for lifelog QA to adapt a VideoQA model, which can inherit some features from

VideoQA but also possess some special characteristics unique to lifelog.

Besides these distinctions, lifelog QA also introduces challenges that are not

commonly encountered in Visual QA, Video QA, or text-based QA. Lifelog questions

often require long-term temporal reasoning, as lifeloggers may ask for events spread

across days, weeks, or even months. In addition, lifelog data combined from various

sources such as images, metadata, health metrics, and location makes the structure

of lifelog complex. Finally, aggregation questions, such as counting occurrences and

durations of events, are natural in lifelog QA. These differences emphasise the need

for a QA model that can handle temporal dependency, multimodal data, and the

aggregation focus of lifelog QA.

2.2.2 Benchmark Datasets

Benchmark datasets are essential for evaluating and comparing lifelog QA methods

in a consistent and reproducible manner. Despite the growing interest in this area,

only a small number of dedicated datasets have been released, largely due to the

inherent difficulty of collecting and annotating long-term personal lifelog data. Ta-

ble 2.1 summarises the three lifelog QA datasets, along with key statistics regarding

their scale, data modalities, and question formats.

• MemexQA: Several works [146, 157, 156] have investigated the problem

of lifelog QA, providing benchmarks and solutions to address this challenge.

There are several notable benchmarks in the domain of lifelog QA. The first one

is MemexQA [70], a personal image-based question answering dataset. The

images in this dataset are 13,591 personal images collected from 101 Flickr
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users. They are then annotated by crowdsourcing to create 20,860 questions

and 417,200 multiple-choice answers. The human baseline performance on this

dataset is 0.93 accuracy, thanks to the information provided by the images.

This dataset is not a true lifelog dataset because only a fraction of life events

are collected using smartphones. The images are not POV images, and only

limited metadata is collected, such as the capture time. However, this work

laid a foundation for question-answering on personal data.

• LLQA: Another multiple-choice lifelog QA dataset is LLQA [157], comprising

over 15,000 questions. The lifelog data comes from a single lifelogger, spanning

85 days. The QA pairs are generated in a semi-automatic approach. From a

given lifelog event description, the author utilises a Seq2Seq neural network

to extract entities, including subjects, verbs, and objects. From the entities,

they transform it into a yes/no question or Wh-word question generation with

another Seq2Seq model. Finally, a distractor generator [44] generates false

answers for multiple-choice questions. Annotators then only check for dupli-

cated QA or balance the ratio of multiple-choice and yes/no questions. The

multiple-choice questions are easy to evaluate in terms of accuracy, but they

lack a real-world application. The human baseline for this dataset is 0.8417

accuracy for yes/no questions and 0.8625 accuracy for multiple-choice ques-

tions. The authors argue that human performance cannot reach 1.0 accuracy

because volunteers were only shown the specific event segment relevant to

each question, rather than the full day of lifelog data. As a result, the vol-

unteers sometimes lacked the broader context needed to fully understand the

events referenced in the questions. Data from a single lifelogger over a short

period may not fully capture the diversity and complexity of the lifelogger’s

behaviours.

• TimelineQA: Another benchmark dataset is TimelineQA [146], a span-based

QA dataset with synthetic lifelog data. The dataset is generated using tem-

plates that include both important and detailed life events, followed by QA
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for each event. The persona is generated first with some important informa-

tion about the subject, such as gender, birth date, name, education, family

members, profession, preferences, and habits. From those skeletal details,

episodes (lifelog event descriptions) are generated, ranging from annual to

monthly to daily events. For each episode, they generate a set of QA pairs

using various templates, ranging from yes/no questions to Wh-questions. The

answers are extracted from the episodes, making this dataset a span-based

QA dataset. The authors classify lifelog questions into several types, includ-

ing atomic, complex multi-hop, complex aggregation, and temporal questions.

I adopt this classification and make a small modification for the construction

of my dataset, which will be described in the following section. Thanks to the

generative content, this dataset can be expanded to include data from many

lifeloggers, with thousands of QA questions per lifelogger.

• PerLTQA: is also a synthetic lifelog QA dataset, generated in a similar pro-

cess but in Chinese [40]. This dataset comprises 141 imaginary people, with

4,501 event descriptions and 8,593 QA pairs. The answer is span-based, which

can be extracted from textual descriptions of events, with an average of around

27.4 words per answer. However, since the lifelog data is generated from tem-

plates, it reduces the diversity of content and cannot fully replicate a real

person’s lifelog data. In addition, span-based QA in the TimelineQA dataset

can only extract contiguous text spans from the events, which is not suitable

for questions that require reasoning and combining information from multiple

events of the lifelog.

According to related research in the field of lifelog QA, there is a lack of realistic,

open-ended lifelog QA systems. The TimelineQA and PerLTQA datasets provide

a detailed lifelog episode, along with pairs of questions and answers. However, the

data is not from realistic individuals but from synthetic lifelog episodes generated

for research purposes, which limits the diversity and the challenge presented by

realistic lifelog data. The LLQA and MemexQA datasets generate question-answer
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pairs from realistic lifelog data, but only during a short period of logging or from

phone-captured images, and the multiple-choice questions lack practical use. From

these previous weaknesses, I aim to construct a dataset with realistic lifelog data

from a real person and open-ended questions for practical use.

2.2.3 Methods for lifelog QA

Several methods have been proposed to address the lifelog QA task, ranging from

treating sequences of lifelog images as a video and applying a VideoQA model

[157, 85], to converting lifelog data into textual descriptions of events and utilis-

ing Retrieval-Augmented Generation (RAG) [87] and ExtractiveQA models [73] for

atomic questions, and TableQA models [8] for aggregation questions.

VideoQA models for lifelog QA

On the LLQA dataset [157], a pilot experiment used VideoQA models, such as

TVQA [85], a state-of-the-art system in VideoQA at the time of publication, and

Sequence to Sequence (S2S) [11] to choose answers for multiple-choice questions.

The accuracy for TVQA is 63.38% on Yes/No questions and 61.36% on multiple-

choice questions. The performance of the S2S model is lower, at 50.66% for Yes/No

questions and 36.26% for multiple-choice questions. The low performance indicates

the challenge of lifelog QA for these models, and the gap compared to the human

baseline suggests a potential for improvement. In addition, the multiple-choice for-

mat is not suitable for natural interactions and constrains responses to predefined

options. The difference between VideoQA and lifelog QA, especially in the funda-

mental purpose of the two problems, makes the use of VideoQA models for lifelog

QA unsuitable, and the result from previous research also shows limited perfor-

mance. For these reasons, I do not further investigate VideoQA models for lifelog

QA.
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ExtractiveQA and TableQA models for lifelog QA

A baseline experiment on a TimelineQA dataset of 128 million synthetic lifelog

episodes is carried out on three approaches: RAG [87] and ExtractiveQA [73] for

atomic questions, and TableQA with Tapex [8] and BART [86] variants for multi-hop

and aggregation questions. For the atomic questions, they use RAG and Extrac-

tiveQA on three retrieval settings (zero-shot (ZS), fine-tuned (FT), and oracle (OR,

the ground-truth episode associated with the question)). The retriever is a dense

passage retriever on FAISS with top-5 episodes. The reader for RAG is RAG-Token3

and for ExtractiveQA is the RoBERTa model [96] fine-tuned on the SQuAD dataset.

For the multi-hop and aggregation questions, they apply the TableQA approach by

constructing relational tables and utilising Tapex and BART to answer the questions

based on the generated Structured Query Language (SQL) queries. The experimen-

tal results show that for atomic queries, the ExtractiveQA model outperforms the

RAG QA model, achieving 94.8% F1 compared to 84.4% F1. For multi-hop queries

involving aggregates, the results show that the best result is achieved with a TableQA

technique using a fine-tuned Tapex-large model. The TableQA technique constructs

topic-based event tables (medical care, chat, exercise) before generating Structured

Query Language (SQL) from a natural language query to perform a search. The

fine-tuned Tapex-large model used to generate SQL queries achieved an F1-score of

only 59%. The results demonstrate that the multi-hop and aggregation questions

pose a challenge for QA models to answer correctly. However, the data is only syn-

thetic lifelog data, so it can be more diverse and challenging to QA a model in real

lifelog datasets.

Nevertheless, the method still has some drawbacks. On the TimelineQA bench-

mark, ExtractiveQA outperforms RAG due to the span-based nature of the answers.

However, the RAG method used in the research is not optimised for lifelog, and the

language model fails to generate span-based answers from the provided context.

This gap underscores the need for lifelog-oriented retrieval and reasoning methods

3https://haystack.deepset.ai/tutorials/07_rag_generator
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to generate accurate answers, particularly for aggregation questions.

Other QA Paradigms and Their Limitations for lifelog QA

Beyond the methods reviewed above, the broader QA literature includes several

paradigms that are worth considering for lifelog QA: knowledge graph QA (KGQA)

and SQL-based TableQA.

A knowledge graph is a directed graph of knowledge entities as vertices and their

relations as edges [94]. KGQA tries to answer questions by traversing or reason-

ing over this graph. This approach is well-suited for factoid questions about well-

defined, relatively static entities. However, lifelog data lacks a pre-existing, curated

knowledge graph. Constructing one from raw lifelog collections would require entity

extraction, relation linking, and schema alignment across heterogeneous modalities

(images, GPS, health metrics). Moreover, lifelog questions [146, 157] frequently in-

volve temporal aggregation and personal context rather than factoid entity lookups,

making graph traversal less appropriate [133]. For these reasons, KGQA methods

are not adopted in this work.

SQL-based TableQA, such as Tapex [8], converts natural language questions into

SQL queries executed against relational tables. As discussed in Section 2.2.3, this

approach has been explored as a baseline for aggregation questions in TimelineQA

[146] by constructing topic-specific relational tables from lifelog episodes via infor-

mation extraction. While this is effective for synthetic data with regular schemas,

real-world lifelog data presents several challenges. First, constructing reliable rela-

tional tables from noisy, unstructured lifelog descriptions requires a robust extraction

pipeline, including entity recognition and schema setting. Second, the fixed schema

assumptions of SQL are not suitable for the diversity of personal lifelog data and for

open-ended QA. Third, SQL-based models are trained on structured data and do not

handle free-text context or multi-hop temporal reasoning across episodes naturally.

These limitations make SQL-based TableQA less suitable as a general approach for

lifelog QA, particularly for complex temporal and aggregation questions over real
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lifelog collections.

Interactive approaches

For an interactive approach to lifelog QA, Tran et al. [156] conducted a user study

involving 235 questions, where 10 participants were asked to perform an interactive

search and answer the questions. They proposed an Event Retriever-Event Reader

pipeline with CLIP embedding-based retrieval as Event Retriever and FrozenBiLM

[174] as Event Reader to generate several suggested answers. They compared the

performance of participants when using a baseline search-only system versus a QA-

enhanced system. The results showed that participants using the QA-enhanced

system performed better than the other group, but the difference was not by a

large margin, with only a 4.82-point higher score on a scale of 100 points. Time to

first correct submission is 61.84 seconds in the search-only group and 63.82 seconds

in the QA-enhanced group. The results indicate that participants had very little

experience with lifelogging and QA. Although they did not measure whether the

suggested answers from the QA pipeline are correct, the small difference highlights

the slight improvement of the QA-enhanced system compared to the baseline.

Another user-study focused research is a system called OmniQuery [89]. This is

an interactive system doing QA on past memories from personal photos. Thirty-

two participants logged their lives by capturing images with their mobile phones

and created 299 queries. The authors proposed a memory augmentation process

by structuring, merging, and organising photos into contexts that comprise images,

time, descriptions, and other relevant elements. They then perform a pipeline of

query augmentation, retrieval, and answer generation with LLMs to answer ques-

tions. Based on user evaluation with 10 participants, OmniQuery outperformed

the baseline RAG system (which lacks memory augmentation, merged context, and

semantic knowledge), achieving an overall accuracy of 71.5% (where accuracy is

defined as User Perceived Accuracy >= 4 on a scale of 5). In direct comparisons

against the conventional RAG baseline, OmniQuery demonstrated its effectiveness
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by winning or tying in 74.5% of cases. The study is primarily focused on a user study,

rather than a large-scale evaluation of pipelines. Both studies using the interactive

system employ 10 participants to evaluate the system and justify that fixed bench-

mark datasets for personal data are challenging due to the difficulties in collecting

long-term lifelog data.

Overall, most of the reviewed methods employ a two-stage process, involving

retrieval and reader or answer generation. This is also typical for solving an Open-

domain QA problem. However, lifelog QA presents additional challenges that cur-

rent pipelines have not addressed, including long-term temporal dependencies, mul-

timodal and often noisy visual data, and queries that require aggregation or reason-

ing across multiple events. Existing retrieval modules are not optimised for lifelog

structures such as daily routines, temporal locality, or event continuity, and current

reader models struggle to generate precise, reasoning-enhanced answers from the

retrieved context. There is considerable room for improvement and optimisation

to make RAG a robust QA system for lifelog QA, both in the retrieval and reader

stages.

2.3 Large Language Models and Retrieval-Augmented

Generation

In this section, I will provide background information on LLMs, RAG and Reason-

ing. Transformers, the core architecture of most LLMs now, were first introduced

with detailed information on the attention mechanism and the encoder-decoder ar-

chitecture. The process of training and fine-tuning to create an LLM is described

next. The history, method, and applications of RAG are also presented in the fol-

lowing section. Finally, reasoning LLMs, with details on CoT and reinforcement

learning training, are described last.
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2.3.1 Large Language Models

LLMs are transformer-based neural networks designed to generate text [186]. Scaling

laws [72] show that performance predictably increases as model size, dataset size,

and compute increase. LLMs are trained on vast and diverse datasets, including

webpages such as Wikipedia 4, books [10], news articles [182], and code repositories

[80], and consist of billions of parameters. LLMs, after training, can perform various

downstream tasks via zero-shot or in-context learning without requiring additional

fine-tuning.

Transformers

The transformer model was introduced by Google in 2017 [164] and was a break-

through for many language processing tasks. Figure 2.7 depicts an encoder-decoder

architecture of a Transformer model originally introduced by Google. Inputs are

embedded to vectors and added with positional encoding before going through N

identical layers, each consisting of a Multi-Head Attention sublayer and a Feed-

Forward Network (FFN). In the Multi-Head Attention layer, the query (Q), key

(K), and value (V) vectors for each input token are produced by applying linear

projections to the positional-encoded input embeddings. These vectors are then

passed into the scaled dot-product attention mechanism, which is computed using

the following formula:

Attention(Q,K, V ) = softmax

(
QK⊤
√
dk

)
V (2.5)

This helps to create an attention output that contains contextualised information

of all words in the inputs from key K and query Q. They then stack H heads of the

scaled dot-product attention function to create a multi-head attention. Multi-head

attention lets the model attend to multiple types of representations at once and

across different positions. The value V is then added to the original vector after

positional encoding with a residual connection, and normalised.
4https://www.wikipedia.org/
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Figure 2.7: Transformer Encoder-Decoder Architecture [164]

The decoder architecture is nearly the same, except for Masked Multi-head at-

tention, which only attends to previous tokens (and itself). It aims to prevent

rightward information flow in the decoder to preserve the autoregressive property.

Then a Multi-head attention combines key and value from the encoder and the query

from the decoder to create the final embedding. The encoder-decoder architecture

is mainly used for the translation task, where inputs are the text in one language

and outputs are the translated text in another language.

An encoder-only model like BERT [33] only use the block of the encoder to

encode sentences to a meaningful representation of words. This embedding can be

used in tasks like retrieval and text classification. Current LLMs are mainly built

on a decoder-only Transformer architecture [111], in which many attention layers

are stacked to create a very deep neural network [186]. Thanks to the attention

mechanism, LLMs can learn the relationships between words in sentences and predict

the next word from previous words in an autoregressive way.
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Training phases

In training LLMs, there are two primary phases: pre-training and post-training

(preference or alignment tuning). In the pre-training phase, the model is trained

on massive amounts of unlabeled data for the next-word prediction problem. After

the pre-training phase, the model has acquired general knowledge and can generate

meaningful text. However, it does not produce the desired output for humans, so

it requires a preference tuning phase. In the second stage, the model undergoes

supervised fine-tuning on labelled data, utilising sample input and output. The goal

is to minimise the difference between the generated output and the labelled output

for a given input.

Besides supervised fine-tuning, reinforcement learning is also used for preference

tuning to reduce the cost of constructing labelled data. OpenAI is a pioneer in

this field, utilising Reinforcement Learning from Human Feedback (RLHF) [114]

to mitigate untruthful, toxic, or harmful output from LLMs. In this method, hu-

man annotators label a rank list of different outputs for an input, and LLMs learn to

generate high-rank outputs more often than low-rank outputs. Many other reinforce-

ment learning-based preference tuning algorithms [122, 138] have been developed to

enhance the performance of the outputs. Details about these algorithms will be

discussed in Section 2.3.3. After this stage, an LLM can generate meaningful, safe,

and aligned output in response to the provided prompt.

Capabilities

Since the release of OpenAI’s ChatGPT [113], the development of LLMs has ad-

vanced rapidly in both academia and industry [152, 111, 181]. These models have

demonstrated remarkable performance across various NLP tasks, such as QA, sum-

marisation, and translation [132, 62, 149]. The expected capabilities of LLMs, in-

cluding simple arithmetic, basic linguistic competence, and general world knowledge,

have been observed in various tasks. Furthermore, some emergent capabilities are

also observed when increasing the size, data, and compute resources of LLMs [167].
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These capabilities include in-context learning [14], instruction following, chain-of-

thought reasoning [166].

In-context learning, or few-shot learning, is a capability of LLMs that allows

them to perform a new task with provided input-output examples in the prompt.

This capability replaces the typical approach of adapting language models to new

tasks by fine-tuning. Brown et al. [14] demonstrate that few-shot learning can

even reach similar competitiveness to fine-tuning. This capability introduces a new

prompting technique, called few-shot prompting, in which a subset of examples with

input and desired output is provided to help models generate an aligned output.

Instruction following is another emergent capability of LLMs. The models can follow

the instructions in the prompt to generate the desired output. For example, a prompt

with the instruction “Generate a 200-word summary of this article, with an opening

sentence and a conclusion sentence.” can guide the models to generate approximately

200 words for a summary. This capability promotes a prompting technique called

a zero-shot prompt, in which the model is only instructed to generate outputs with

long instructions without any examples. Combining instruction-following and in-

context learning, along with examples and detailed task descriptions, helps guide

the model and improve the output of LLMs.

Reasoning is an emergent capability of LLMs with the ability to generate step-

by-step intermediate rationales on complex, logical problems, such as mathematics

and coding. Wei et al. [166] showed that LLMs with a large number of parameters

(over 100 billion) can generate intermediate rationales via a simple prompt “think

step-by-step to solve the problem” and some examples. Other methods, such as the

tree-of-thought [177], propose a reasoning tree to represent the structure of complex

questions and use LLMs to provide answers based on each branch. Overall, com-

bining these emergent capabilities through prompting techniques such as zero-shot

prompting, few-shot prompting, and chain-of-thought brings the best performance

for LLMs.
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Applications

LLMs have been used in a wide range of applications across natural language under-

standing and generation. Instead of specific models for specific tasks such as senti-

ment analysis, question-answering, and translation, LLMs can do all these tasks in

an ask-answer manner. LLMs are now used in question-answering and conversational

agents to solve various problems for users, with applications such as ChatGPT [113]

and Gemini [149]. LLMs are also applied in code generation and software engineer-

ing tasks with Codex [21], Copilot 5, and Claude Code6. They help programmers

write code more efficiently by suggesting code or even autonomously generating code

from requirements. LLMs also aid in research, assisting with literature analysis and

experimental design. Galactica [148] is an LLM from Meta AI that can write La-

TeX code and literature reviews with citations. These applications demonstrate the

application of LLMs in various domains and yield remarkable results. Using LLMs

for lifelog data is promising, especially in the question-answering task.

LLMs have proven effective in addressing QA tasks that require reasoning across

various domains, from medical [141, 100] to finance [116] and law [98, 66]. For in-

stance, Lucas et al. [100] utilised LLMs with chain-of-thought prompts to answer

complex multiple-choice medical questions, showcasing their potential in challeng-

ing QA scenarios. In the scientific domain, Lu et al. [99] proposed a multimodal

reasoning approach using reasoning chains to resolve science QA tasks. Aggrega-

tion questions in lifelog QA require multiple steps of information extraction and

reasoning before producing a final aggregated answer. Leveraging the reasoning ca-

pabilities of LLMs can address these questions, which have not been the focus of

prior research.

Limitations

Although LLMs demonstrate strong capabilities and are applied to various applica-

tions, they still have some drawbacks. As LLMs are trained on fixed datasets and
5https://github.com/features/copilot
6https://claude.com/product/claude-code
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typically general data from various domains, they often lack up-to-date data and

specific, in-depth domain knowledge. For example, the knowledge cut-off date for

the GPT-5 model is September 30, 2024, so every event after that date is not in-

cluded in the parametric knowledge of GPT-5 models. In addition, LLMs lack deep,

specialised, or internal knowledge, such as specific laws or legal documents, propri-

etary company documents, or personal lifelog data. These drawbacks necessitate

the incorporation of new, specific knowledge into LLMs, and RAG was published in

2020 to address this issue.

2.3.2 Retrieval-Augmented Generation

Retrieval-Augmented Generation (RAG) [87, 45] is a powerful technique that en-

hances LLMs by incorporating external, up-to-date, and specialised knowledge sources.

Instead of relying solely on LLMs’ fixed training data, RAG enables the model to first

retrieve the most relevant information from a knowledge base (such as a database

or document collection) and then use this context to prompt LLMs to ground their

generated answer. The incorporated knowledge in the prompt helps LLMs gen-

erate relevant answers and avoid hallucination. The retrieved data from external

knowledge bases improve the accuracy, relevance, and currency of LLMs’ responses,

addressing the limitation of their fixed knowledge cutoff. Figure 2.8 illustrates an

example of RAG for QA from [45].

RAG architecture

The key idea of retrieval and generation is not new; it has been used in Open-domain

QA as a Retriever-Reader method [192]. Early Open-domain QA systems, such as

DrQA [19], employ sparse retrieval with TF-IDF [125] and a span-based QA model

to generate answers for questions based on the Wikipedia source. However, with the

emergence of semantic retrieval based on embeddings from language models and the

advancement of LLMs, RAG has become a popular technique for improving LLMs.

Lewis et al. [87] created RAG with a dense retriever, DPR [74] and a generator, the
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Figure 2.8: Examples of RAG used in QA from [45]

BART model [86] in 2020. The DPR retriever encodes documents and a query to

a same-dimension embedding using a language model like BERT [33]. They index

the embedding to a database and refer to it as non-parametric memory. The list

of top k documents relevant to the query is calculated via the dot product between

embeddings. The input of the query and retrieved documents is concatenated before

prompting the generator to generate the answer. In the original paper, the author

proposed fine-tuning the query encoder BERT and the BART generator in an end-

to-end training setting. As BART has around 400 million parameters, it is not

considered an LLM, so it needs to be fine-tuned to perform in a downstream task.

With LLMs now with billions of parameters, the RAG does not need fine-tuning.

Retrieval phase

In the retrieval stage, relevant information is sourced from external knowledge bases

using dense vector retrieval, which improves accuracy and efficiency compared to

sparse retrieval. Sparse retrieval methods, such as TF-IDF [125] and BM25 [127],

utilise the matching of words in documents and queries to rank relevance. It is

precise if the requirement needs exact word matching, and it is fast and efficient in
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computation. On the other hand, dense retrieval methods, such as DPR [74] and

ColBERT [76], extract the embeddings of queries and documents using a language

model and then perform similarity calculations, such as cosine similarity, to calculate

the relevant score and rank the list of documents. This method improves accuracy

by comparing the semantics of documents and queries, rather than just the words,

but the cost of embedding is high. A hybrid approach, which combines sparse and

dense retrieval, can accommodate both word and semantic matching in retrieval,

but the cost is even higher. Dense retrieval is used in the original RAG study and

preferred by many use cases, showing substantial improvement compared to sparse

retrieval.

To improve the retrieval process, several vector databases and chunking strate-

gies have been introduced. Several vector databases, such as FAISS7, Elasticsearch8,

and Milvus9, help the retrieval process run faster thanks to the Hierarchical Navi-

gable Small World (HNSW) indexing and Approximate Nearest Neighbour (ANN)

search algorithm. HNSW uses a hierarchical structure to organise vectors into lay-

ers, enabling ANN search to perform quickly by approximating from the top to the

bottom layers. Chunking strategies involve splitting long documents into manage-

able chunks for indexing in databases. They have also developed from a fixed chunk

to a semantic chunk and a sliding window chunk. Metadata can also be indexed to

facilitate retrieval through filters. It is helpful to reduce the search space in a large

knowledge base.

Answer generation stage

From the retrieved information, the second stage of RAG relates to generating the

answers. The original paper of RAG just concatenates the question and retrieved

documents to form a prompt for LLMs to generate answers. Other prompting

techniques, such as few-shot and chain-of-thought [14, 166], are also used to form a

7https://faiss.ai/index.html
8https://www.elastic.co/
9https://milvus.io/
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prompt. An important instruction is “Only generate an answer grounded on provided

contexts” which helps the answer not be hallucinated from parametric knowledge in

LLMs.

Research in RAG

The RAG framework has been refined to further enhance both retrieval and genera-

tion accuracy in numerous works. For instance, InstructRAG [168] proposes explicit

denoising through self-synthesised rationales to enhance generation accuracy by in-

structing models to explain how answers are derived from retrieved documents. Due-

tRAG [71] introduces a collaborative framework that integrates domain fine-tuning

with RAG models to enhance knowledge retrieval quality, particularly in complex

domains such as HotPot QA [176]. Several studies have also explored RAG’s po-

tential in various domains, such as open-domain QA [142], medical QA [170], and

financial QA [180]. In lifelogging, RAG-based models have been explored to gener-

ate answers to questions based on personal data [146], but they underperform the

extractive approach due to the extractive nature of the answers in the TimelineQA

dataset.

Limitations

Although RAG solves the static knowledge problem of LLMs, it still has some limi-

tations. Firstly, the quality of retrieved information affects the output. If irrelevant

content is retrieved and LLMs are used to generate answers, the resulting answers

can be incorrect. To mitigate this problem, evaluating the quality of retrieval us-

ing metrics such as Recall@K and Precision@K is crucial. In addition, the limit of

context length, the maximum number of tokens that LLMs can receive as input,

can reduce the amount of information provided from RAG. Increasing the context

length and reducing the size of retrieved documents are proposed as solutions to this

problem.

RAG is a strong fit for lifelog QA thanks to its retrieval and generation parts.
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RAG can retrieve the most relevant lifelog events from a big collection and feed

them to LLMs to ask for an answer. As lifelog data is personal and too specific to

be captured in LLMs’ parametric knowledge, using retrieval helps to address this

problem. With dense retrieval and powerful LLM generators, RAG can provide

accurate answers for questions over a large personal lifelog. It is well-suited for

open-ended and aggregation questions.

2.3.3 Reasoning LLMs

Reasoning is an emerging capability of LLMs and plays a crucial role in solving

various real-world tasks, such as coding and planning. Reasoning is a process of

analysing evidence and applying logic to form conclusions [75]. In LLMs, reasoning

refers to the ability to generate a logical analytic process before deriving the final

answer. Intermediate thinking helps formulate a path to a solution and reduces the

likelihood of hallucination. In the early days of LLMs, they often failed to answer

basic math (e.g. from [166] paper: the cafeteria had 23 apples. If they used 20 to

make lunch and bought 6 more, how many apples do they have? Model’s answer:

27), and later, there are more complex problems that require LLMs to think carefully

before answer such as coding, planning, etc.

Methods for reasoning

Scaling the model weights is not a practical solution for improving the reasoning

capability of LLMs [143]. A more intuitive approach is the chain-of-thought (CoT)

[166], which involves simply modifying the prompt by adding "Let us think step

by step" or some in-context samples of reasoning. This prompt improves LLMs’

reasoning accuracy and does not require any additional training, just more time

for inference. Other prompting methods to foster the reasoning of LLMs are also

proposed, such as Tree-of-thought [177].

There are two main scaling methods that enhance the reasoning capability of

LLMs: train-time scaling and test-time (or inference-time) scaling. Test-time scal-
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Figure 2.9: PPO and GRPO architectures [138]

ing focuses on allowing additional test-time computation for LLMs to use before

generating the final answer. CoT and tree-of-thought are examples of test-time

scaling, where the model is given computational resources to generate intermediate

reasoning steps before producing the answer. On the other hand, train-time scaling

aims to enhance the reasoning capability of LLMs during training by fine-tuning,

particularly in the context of reinforcement learning. Due to the high cost of creat-

ing chain-of-thought data for training LLMs, reinforcement learning is an alternative

yet efficient approach, with numerous methods for improving the reasoning of LLMs,

such as PPO and GRPO.

PPO

In reinforcement learning–based fine-tuning of LLMs, the language model is treated

as the policy, the prompt or input sequence serves as the environment state, and the

model’s token-by-token text generation is its actions. Proximal Policy Optimisation

(PPO) [136] is an actor-critic RL algorithm that tries to optimise the policy (LLMs)

to maximise the advantage intake from generating outputs for a question.

As can be seen in Figure 2.9, PPO contains two trained models: a policy model

πθ as an LLM generator to generate output o from question q, and a value model

to estimate the expected return value v. The reference model πθref and reward

model are frozen to estimate the reward r from that output. The advantage is
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computed by applying Generalised Advantage Estimation (GAE) [135] based on the

value v and reward r. At each training step, PPO computes a probability ratio

between the updated policy and the old policy for each generated token. This ratio

measures how much the new policy deviates from the previous one. The policy is

then updated to maximise the advantage weighted by this ratio, but the ratio is

clipped to a narrow range to prevent excessively large updates that could destabilise

training. The advantage at each token reflects how much better the generated output

is compared to the baseline value estimate, so the policy is tuned towards outputs

that yield higher rewards while staying close to the previous policy. One problem

with PPO is that the value model needs to be trained alongside the policy model,

and it typically requires comparable resources to train the policy model.

GRPO

To address this problem, Group Relative Policy Optimisation (GRPO) [138] pro-

poses to replace the value model with multiple generations and group relative ad-

vantage computation to compute advantage. GRPO is proposed by the DeepSeek

team to improve mathematical reasoning for the DeepSeekMath model. For each in-

put question, the policy samples G outputs {o1, o2, ..., oG} based on sampling-based

decoding, where words are picked from a probability distribution rather than always

selecting the maximum-probability token. The reward model then scores the out-

puts by verifiable reward functions to produce a list of rewards r = {r1, r2, ..., rG}.

The advantage is computed as Âi,t =
ri−mean(r)

std(r)
, then use this advantage to optimise

the policy by maximising the objective function:

JGRPO(θ) = E q∼P (Q), {oi}Gi=1∼πθold (O|q)

1

G

G∑
i=1

1

|oi|

|oi|∑
t=1

min
[
ri,t(θ) Âi,t, clip

(
ri,t(θ), 1− ε, 1 + ε

)
Âi,t

]
− β DKL(πθ ∥ πref) ,

(2.6)
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where the probability ratio is

ri,t(θ) =
πθ(oi,t | q, oi,<t)

πθold(oi,t | q, oi,<t)
.

This group-relative advantage replaces the learned value model, unlike PPO.

The policy is then updated using the same clipped probability-ratio objective as

PPO, applied over every token of every output in the group and averaged across

the group. An additional KL divergence penalty between the updated policy and a

frozen reference model is included to prevent the policy from drifting too far from the

original pre-trained behaviour, further stabilising training. The elimination of the

value model helps reduce the resources needed for training the model. The authors

of the DeepSeekMath model also notice “Aha” moments when the model exhibits

behaviours such as reflection (where the model revisits and reevaluates its previous

reasoning steps) and the exploration of alternative approaches to problem-solving

arises spontaneously [31]. These behaviours are not explicitly programmed or in the

training data.

Reasoning LLMs have demonstrated strong performance on logical tasks such as

coding, planning, and mathematics, and are increasingly deployed in applications

ranging from coding assistants [21] to autonomous agents. Modern coding assistants,

including GitHub Copilot10 and Qwen3 Coder [150], can interpret large code bases,

provide in-line suggestions, and create test cases. In mathematics, the DeepSeek-

Math model [138] achieves state-of-the-art results on multiple English and Chinese

benchmarks, thanks to GRPO fine-tuning presented earlier. Lifelog QA similarly

requires multi-step reasoning to answer aggregation questions involving temporal

duration (“How long”), event ordering (“What happened before or after”), and event

counting (“How many times”). Whether the strong performance of reasoning LLMs

on these general tasks extends to lifelog QA remains an open question in research,

and this study aims to investigate that question by using reasoning LLMs to answer

aggregation questions in lifelog QA.

10https://github.com/copilot
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2.4 Reasearch Gaps

The literature reviewed above shows lifelog QA as an active but immature task. In

this section, several research gaps are stated, which motivate this thesis. There are

four gaps, from the benchmark shortage for open-ended lifelog QA to the adaptation

of reasoning LLMs to lifelog data. Each of these gaps is as follows:

Benchmark gap (G1). Existing lifelog QA resources are closed-form, span-

extractive, or synthetic, such as LLQA [157] and MemexQA [70], which are multiple-

choice, while TimelineQA [146] and PerLTQA [40] are span-based over template-

generated episodes rather than a real collection. No existing benchmark provides

open-ended, human-verified answers over a real, long-duration lifelog with a focus

on aggregation questions. Consequently, open-ended answer quality on real lifelog

data cannot currently be measured at all. This gap motivates the construction of

the OpenLifelogQA dataset (Section 3.2) and underpins RQ2.

Retrieval gap (G2). Lifelog retrieval has been optimised exclusively for inter-

active image finding under LSC and NTCIR conditions (Sections 2.1.3 and 2.1.4),

where the output is a ranked image list presented to a human for examination. Re-

trieval in a RAG framework as the evidence-supply stage of a generative pipeline

imposes different requirements, from high recall over a compact context set, to im-

proving the textual event descriptions for providing information for answers. These

requirements have not been studied for lifelog data. This gap motivates RQ1 and

the retrieval work in Chapter 4.

Aggregation-reasoning gap (G3). The lifelog QA methods reviewed in Sec-

tion 2.2, drawn from video QA [85] and extractive QA [73], can only surface an

answer that appears literally within a single retrieved segment. Questions requir-

ing counting, summation, or duration arithmetic over multiple events fall outside

their formulation, and the one baseline that addresses them through TableQA [146]

reaches only 59.0% F1 on synthetic data. This type of question is important for

habit and lifestyle analytics but remains underexplored. This gap motivates RQ2.2

and Chapter 5.

54



Chapter 2. Background and Related Work

Adaptation for LLMs to lifelog data gap (G4). Reasoning-oriented post-

training, including chain-of-thought prompting [166] and fine-tuning [138, 31], has

been developed and validated principally on mathematics and code, where correct-

ness is programmatically verifiable. Lifelog QA does not satisfy the condition, as

the target is an open-ended natural-language answer and any reward must be con-

structed from imperfect similarity signals over free text. In addition, none of the

lifelog QA methods reviewed in Section 2.2 adapts a language model to the lifelog do-

main at all, since the models are either used off-the-shelf or fine-tuned on synthetic

episodes. Whether reasoning-oriented adaptation can bring open-source models,

small enough to be run locally, to competitive accuracy on personal temporal data

is therefore untested. This gap motivates RQ3 and Chapter 6.

2.5 Chapter Summary

In this chapter, I have presented the background information on lifelogging, from the

history to current research on the lifelog retrieval task. From the basic need of finding

events in lifelog data, the lifelog QA task resolves a more sophisticated problem with

finding textual answers for specific lifelog-related questions. The task of lifelog QA,

with previous research on benchmarks and methods to solve it, has been described

in this chapter. The literature review on previous works for lifelog QA shows the

limitations of benchmarks on multiple-choice QA or unrealistic lifelog data for QA.

In addition, methods for lifelog QA, like Video QA models and ExtractiveQA, do

not fully address the task, leaving room for improvement.

LLMs and RAG are also presented in this chapter as promising candidates to

solve the lifelog QA task. LLMs with their generative capability have demonstrated

their superior performance in various tasks. Incorporating them into the RAG frame-

work can help LLMs answer lifelog questions from retrieved information. To address

the challenge of lifelog QA, I propose a RAG framework with LLMs to formulate a

new state-of-the-art lifelog QA system. Detailed exploration and implementation of

this framework are presented in the following chapters.
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Methodology

In this chapter, I present the methodology I employed to conduct the research on

lifelog QA. I begin with the details of the research stages, from hypothesis formu-

lation to result analysis and report, which is described in Section 3.1. Section 3.2

provides information about the newly constructed OpenLifelogQA dataset and the

DCU-TimelineQA dataset used for the experiment. Several operating constraints in

this research are discussed in Section 3.3. Finally, several evaluation metrics used

in this research are presented in Section 3.4.

3.1 Research Methodology

Research is a rigorous process of systematic investigation aimed at providing answers

to specific questions on a particular topic [124]. Depending on the data and subjects

being studied, research can be classified into two primary approaches: qualitative

and quantitative. Qualitative research focuses on understanding the behaviours

and sentiments of people in specific events, which is carried out by collecting non-

numeric data through interviews or polls. On the other hand, quantitative research is

conducted using a large amount of numerical data to measure and analyse patterns

and relationships through statistical methods. Research can also be classified as

exploratory or explanatory, depending on the novelty of topics.

This study is classified as exploratory research due to the novelty of the lifelog
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Figure 3.1: Diagram of research process, adapted from [81]

question-answering (QA) problem. A quantitative approach is adopted, in which

systematic evaluations of QA models are conducted on benchmark lifelog datasets.

Adapted from the research process outlined in [81], I present the research process

applied to this study in Figure 3.1.

I start the process by defining the problem in lifelog QA. Lifelog QA presents

unique challenges that raise questions about events in lifelog data and provides

answers based on that data. Lifelog QA presents unique challenges due to the

unstructured, multimodal, and temporally fragmented nature of lifelog data, as well

as the presence of complex aggregation questions requiring reasoning across multiple

events. With the development of LLMs and RAG, utilising them for lifelog QA is

a promising approach. A literature review is then conducted to examine previous

works on the problem, identifying the research gap and recent advancements in

LLMs to inform a solution.

From the identified gap and background review on lifelog QA, lifelog retrieval,

and LLMs, I propose a research hypothesis: Reasoning LLMs in a RAG setting/frame-

work improve the accuracy of the open-ended lifelog question answering task com-

pared to standard LLMs. The research hypothesis investigates whether LLMs, when

combined with an advanced lifelog retrieval engine, can improve QA performance

through enhanced reasoning over retrieved context. To validate this research hy-

pothesis, three research questions are formulated as mentioned in Section 1.3. Each

research question is systematically explored through extensive experiments, start-

ing with the design and development of models/systems to address the questions,

followed by rigorous evaluation and detailed analysis, and culminating in final in-

terpretation and reporting. The results from experiments are used to answer the
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research question, and from that, can be used to validate the research hypothesis.

If the answer cannot be reached from the results, the design and development of the

experiment are revised with modified research questions.

Specifically, I conduct the following experiments to address the research ques-

tions:

• To address RQ1: What is the most effective context retrieval method to sup-

port the LifelogQA task when compared to standard retrieval approaches?, a

lifelog retrieval system is constructed as a baseline for interactive evaluation.

The system is evaluated across three interactive lifelog search challenges. Ad-

ditionally, experiments are conducted on multimodal lifelog reranking models

for the automatic retrieval and reranking of candidate contexts for QA. The

retrieval system design, reranking models, experimental setup, and evaluation

results are presented in Chapter 4.

• To answer the RQ2 about RAG for lifelog QA: How effective is RAG when

generating answers for LifelogQA from retrieved contexts?, a proposed RAG

approach is built and evaluated through rigorous experiments. A two-stage

pipeline of retrieval and answer generation based on LLMs is constructed to

answer lifelog questions. A comparative analysis is performed between LLMs

and SLMs to demonstrate the superiority of LLMs in lifelog QA and provide

an answer for RQ 2.1. A fine-grained analysis of the performance of LLMs

for different question types is also presented and discussed in the results of

RQ 2.2. Details about the approach and experiment for RQ2 are described in

Chapter 5.

• Aggregation questions pose a challenge for QA models to answer, so I propose

reasoning-enhanced LLMs for lifelog QA to answer RQ3: Can LLMs with rea-

soning capability improve the accuracy of answers for aggregation questions in

lifelog QA compared to standard LLM baselines in RQ2?. Experiments are de-

signed to enhance the reasoning capability of LLMs via both chain-of-thought
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[166] and fine-tuning. Various fine-tuning techniques, ranging from supervised

learning to reinforcement learning, have been developed to enhance the reason-

ing capabilities of LLMs. A detailed analysis and evaluation are performed to

demonstrate the superiority of the reasoning models over the standard model

in the RAG baseline. Details about the implementation, experiment, and re-

sults are described in Chapter 6. These results help me to address RQ3 and

support the evaluation of the main hypothesis.

3.2 Datasets

In this section, I present the datasets used for the experiment in this research,

the OpenLifelogQA and DCU-TimelineQA datasets. The OpenLifelogQA dataset

was constructed in collaboration with ASIA Lab from the University of Science,

Vietnam National University. I led this project with a group of 10 volunteers from

the ASIA Lab to generate open-ended QA for lifelog data. The dataset aims to

serve as a benchmark for evaluating open-ended, aggregation-focused questions for

realistic lifelog data. Details about the construction process, the statistics, and the

analysis of the OpenLifelogQA dataset will be presented in the following sections.

The DCU-TimelineQA dataset is another lifelog QA dataset used to further evaluate

the accuracy of lifelog QA models proposed in this research. This dataset ensures no

bias in training for OpenLifelogQA and evaluates the broad applicability of lifelog

QA models across various lifelog datasets.

3.2.1 OpenLifelogQA Dataset

Dataset Construction

The lifelog dataset from the Lifelog Search Challenge 2024 (LSC’24) [56] serves as

the starting point for creating the QA dataset. It contains 722,606 PoV images

from a single anonymous lifelogger, spanning a period of 18 months from January
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2019 to June 2020. The images are captured from a PoV camera1 worn on the

chest of the lifelogger. The images have a resolution of 1,024 x 768 pixels. All

faces and readable text have been removed, and certain scenes and activities have

been manually filtered out to respect local privacy requirements. In addition to the

images, the metadata of the lifelog collection is also used. This includes the capture

time and location of each image, as well as whether an image was captured every

minute if no image was captured at that time, along with related biometrics from a

smartwatch.

From the lifelog data source, and in line with prior lifelog QA datasets [157, 146],

event descriptions are first generated to serve as the data source. To support this

process, 10 undergraduate volunteers are recruited, majoring in Data Science and

Information Technology. Their English proficiency ranged from good to proficient

(TOEIC ≥ 650)2, and they possessed basic knowledge of QA tasks. The volun-

teers participated in two training sessions covering lifelog concepts, lifelog QA, and

the annotation workflow. In addition, a comprehensive guideline was provided to

describe the overall procedure and address common annotation issues.

The QA generation is performed month by month, beginning with January 2019.

Each volunteer was assigned four days of lifelog data per month, with one day over-

lapping among all volunteers to assess the consistency of event description gener-

ation. The process consisted of four stages, as illustrated in Figure 3.2. The QA

generation process is similar to the LLQA dataset generation [157] in the description

generation stages. However, for the open-ended QA generation, to save the high cost

of manual annotation, and inspired by previous works on using LLMs for generat-

ing data [117], I apply a semi-automatic approach to generate QA. An annotation

platform in Figure 3.3 was developed to support these tasks.

• Stage 1: Event Review. Volunteers reviewed all lifelog images and as-

sociated metadata for a given day to obtain an overview of the lifelogger’s

1https://getnarrative.com/
2TOEIC are an English test with scores ranging from 10–990; ≥ 650 corresponds to an upper-

intermediate level.
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Figure 3.2: Annotation process of the OpenLifelogQA dataset

activities.

• Stage 2: Event Description. Volunteers segmented the data into events and

wrote first-person descriptions for each. An event was defined as a sequence of

images representing a single activity (e.g., eating, watching TV, or working on

a laptop). Each event was associated with a start time and a representative

image, while the end time was defined by the start of the next event. For

example: “I am working on my laptop” at 2019-01-01 12:23:42, with ImageID

20190101_122342_000.

• Stage 3: QA Generation. Both volunteers and the GPT-4o model [112]

generated QA pairs from event descriptions. Each volunteer created 10 QA

pairs per day, while GPT-4o generated 20 QA pairs, balancing quality, scal-

ability, and human effort. Every QA pair was linked to one or more events

from Stage 2, with corresponding event IDs (the ImageID of the event’s start

time) recorded as ground-truth contexts for retrieval tasks. The QA format

was deliberately unconstrained to encourage diversity and practicality. Com-

plex aggregation questions are particularly emphasised that require reasoning

or calculation (e.g., counting or measuring duration). For instance: “How long

did I drive from my house to the church on the morning of January 21, 2020?”.

• Stage 4: Quality Control. Volunteers conducted a final review to verify

the accuracy of QA pairs and event descriptions. One day per month was
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Figure 3.3: Annotation interface for OpenLifelogQA dataset

annotated by all volunteers to measure consistency in event description cre-

ation. The BERTScore [185] between event descriptions generated by annota-

tors is measured to calculate the semantic similarity. A threshold of 0.85 was

adopted as the acceptance criterion. This value was determined empirically

through the distribution of pairwise BERTScore over all overlapping days, and

description pairs drawn from across that distribution were then manually in-

spected to establish the level at which two descriptions convey substantially

the same meaning. Pairs scoring at or above 0.85 were consistently judged to

be semantically equivalent, differing only in wording, and the threshold was

therefore fixed at this value. Since every annotator is freely generating QA,

it is infeasible to measure the inner annotator agreement. Instead, volunteers

cross-reviewed and corrected GPT-4o outputs, resolving errors, duplicates, and

inconsistencies before finalising them as official QA. There are about 200 QA

pairs that are corrected after the cross-check.

Dataset Information

After the QA generation process, the OpenLifelogQA dataset [162] contains 27,705

event descriptions and 14,187 QA pairs. This data spans 514 days of lifelog data,
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Table 3.1: Statistics on three sets of OpenLifelogQA.

Set Question Type Average Length

Atomic Temporal Aggregation Question Answer

Training 6578 946 3653 12.74 6.67
Validation 895 131 476 11.99 5.74
Testing 882 156 470 12.23 5.73

which means an average of 54 events and 28 questions per day. The events and QA

pairs are independent, as a QA pair can involve between 1 and several events, and

some events can relate to no QA. The average number of events for each QA pair is

1.64 events. Table 3.2 shows some examples of QA pairs and ground-truth contexts

of the OpenLifelogQA dataset.

The dataset is split into three sets for model development and evaluation, in-

cluding training, validation, and test sets. The splits were determined by the month

of lifelog data; with all lifelog data and QA from January 2019 to February 2020

for training, April and May 2020 for validation, and March and June 2020 for test-

ing. This splitting strategy aims to avoid data leakage in model development and

evaluation. Statistics of the three datasets are shown in Table 3.1. The training

set contains 11,177 QA pairs, while the validation and testing sets each include ap-

proximately 1,500 QA pairs. An average question has about 12 words, and answers

have about 6 words. This length suggests concise, direct questions and answers in

real-world applications.

The questions are divided into three categories: atomic, temporal, and aggrega-

tion, following classifications used in prior studies [146].

• Atomic questions can be answered using a single context, such as “What

time did I have lunch yesterday? ”.

• Temporal questions involve reasoning about the sequence of events in lifelog

data, asking about what happened before or after a known event, such as

“What did I do after having lunch yesterday? ”.

• Aggregation questions require synthesising information across multiple events
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Table 3.2: Some QA pairs and ground-truth context examples

Question Answer Context Type
How long did
I spend at the
store on the
evening of June
26, 2020?

I spent 23
minutes at
the store.

20200626_203417_000: I am at
a store, 20200626_205727_000: I
am driving away from the store

Aggregation

How many times
did I watch TV
on June 1, 2020?

I watched
TV 3
times.

20200601_115751_000:
I am watching TV.
20200601_165938_000: After
dinner, I started watching TV.
20200601_182032_000: I stopped
working and started watching TV
again.

Aggregation

When did I go
to the kitchen to
make a smoothie
on June 21,
2020?

I went at
11:02 AM.

20200621_110203_000: I go to
the kitchen to make a smoothie

Atomic

What did I do
before preparing
to leave the
house on June
21, 2020?

I watched
TV.

20200621_061246_000: I con-
tinue to sit and watch TV.
20200621_062502_000: I have left
the house and am moving by car

Temporal

to derive an answer, such as calculating a duration, count, or total. An exam-

ple is: “How long did I have lunch yesterday? ”.

The distribution of these types of questions is illustrated in Figure 3.4a. An

analysis of the distribution of question words in Figure 3.4b. The distribution of

question words shows that the dataset reflects realistic lifelog use cases, with a strong

focus on “what”, “where”, “when” and “how” questions, and less attention to more

exploratory or uncommon queries.

One important limitation of the OpenLifelogQA dataset is that all data were

collected from a single lifelogger. This problem hinders event diversity and may

introduce bias in QA model evaluation. Additionally, since no two individuals live

identical lives or experience the same events, incorporating data from a diverse

range of people is essential for effectively evaluating the generalizability of QA mod-

els. This reason motivates me to use DCU-TimelineQA, which is discussed in the
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Figure 3.4: Analysis on questions in OpenLifelogQA dataset

following section.

3.2.2 DCU-TimelineQA Dataset

TimelineQA [146] is a synthetic dataset for question-answering spanning long-term

lifelog data from imaginary people. The authors proposed an automatic generation

process to generate a dataset of 600,000 QA pairs. The use of synthetic data for

lifelog QA is for controlled, scalable, and privacy-safe evaluation of QA models over

personal data. The three-stage generation framework ensures the quality, correct-

ness, and answerability of generated question–answer pairs. In the first stage, it

begins with creating a persona for the subject. The persona includes important

information such as date and place of birth, gender, educational and professional

records, family members, preferences, and hobbies. The age of the subject ranges

from 18 to 75 years old, with names and genders randomly selected from a dictio-

nary of names and binary genders. Other information is generated from a model,

depending on the probability distribution of predefined templates. In the second

stage, episodes in life are created via template-based selection. The episodes are

descriptions of events that happen in life, such as “I have lunch with my friend

Lysa" or “I graduated from Dublin City University on 12/10/2020." The episodes
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are generated at different levels of granularity, based on timescales such as annual,

monthly, weekly, and daily. Several templates are predefined and generated for each

granularity, such as tourism for annual, shopping for weekly, and eating for daily

use. There are also some super episodes, which include several sub-episodes to pro-

vide finer granularity. An example of this is a trip with multiple destinations and

an itinerary for each day. The third stage is QA generation, in which the authors

attempt to convert every episode into questions of what, where, when, and who. By

identifying the subject, objects, time, and location, they convert an episode to a

question by adding question words and extracting answers. For example, with the

episode “I went to a Japanese restaurant with Sarah on October 7th and ate sushi”,

the questions can be “when did I have Japanese food?, when did I meet Sarah?, and

where did I eat on October 7th?”. The density of episodes can be configured with

three options (dense, medium, and sparse), in which the dense setting generates

more weekly and daily episodes, while the sparse setting generates fewer.

However, the 600,000 QA sets in the original paper are not available, so I cre-

ated a new TimelineQA dataset from the same framework used in the paper [146],

with a single person’s data using the three-stage process described earlier. I call it

a DCU-TimelineQA set. The subject in this dataset is a 39-year-old extroverted

woman born in Sheffield, United Kingdom. She studied Chemical Engineering at

KU Leuven, Belgium, graduating in 2005, and later earned a graduate degree in

Labour/Industrial Relations from the Chinese University of Hong Kong in 2010.

She works in public relations and has held two jobs. Her hobbies include writing,

gardening, yoga, and listening to audiobooks and podcasts. With a medium density

setting, the dataset comprises 51,883 QA pairs and 20,224 events. Around 14,784

yes/no questions are discarded as they are too simple and not suitable for a gen-

erative QA task. The dataset is split into training and test sets with a ratio of

90:10, resulting in 3554 QA pairs for the test set. The answers in this dataset are

span-based, which can be extracted directly from the contexts.

Table 3.3 shows some statistics on the training and testing sets of the DCU-
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Table 3.3: Statistics on train and test sets of DCU-TimelineQA.

Set # atomic
question

# aggregation
question

Avg context
per question

Avg question
length

Avg answer
length

Training 24335 7651 1 8.65 2.23
Testing 2729 825 1 8.64 2.29

what

who

where
when

how long

Other

atomic

aggregation

3554 QAs

Figure 3.5: Analysis of question words and types distribution of the DCU-
TimelineQA test set

TimelineQA dataset. All the questions in the two sets have only one ground-truth

episode that contains the answer to the question, so the average context per question

is 1. However, there are some “how long” questions in the datasets, so I still classify

them as aggregation questions. The average lengths of questions and answers in the

dataset are approximately 8.65 and 2.23, respectively. These numbers are smaller

than the OpenLifelogQA dataset due to the template-based nature of QA. Figure

3.5 shows pie charts depicting the distribution of question words and types. The

number of atomic questions is three times more than the aggregation questions.

“What” questions account for nearly 50% of questions, follow by “who” and “how

long”. This dataset is synthetic, but it provides a good benchmark for evaluating

lifelog QA models on a wide range of questions.
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3.3 Operating Constraints

As is typical for emerging research areas, I clearly specified the boundaries within

which this study was conducted. These constraints are identified as follows:

• This research is limited to a predefined range of multimodal lifelog data (18

months) obtained from an existing and available collection [56]. To avoid

ethical concerns associated with personal data collection, no new lifelog data

is collected for this study. Furthermore, the existing dataset has undergone

systematic redaction, including the blurring of faces, readable text, and identi-

fiable objects, to protect the privacy of individuals captured in the recordings.

The redaction can reduce the richness of the visual information available, po-

tentially limiting the model’s ability to answer certain questions that rely on

such redacted details. Only additional annotations on QA pairs are performed

through a collaboration with the University of Science, Vietnam National Uni-

versity. Additionally, a synthetic lifelog dataset (DCU-TimelineQA) is utilised,

as it raises no personal privacy concerns and allows for the generation of a wide

and diverse range of questions for comprehensive evaluation.

• The newly annotated lifelog QA dataset is limited in size due to the substan-

tial cost associated with annotating question–answer pairs for lifelog data. As

a result, the dataset will not reach the scale of hundreds of thousands of ques-

tions commonly found in large-scale QA benchmarks. Nevertheless, its size

is sufficient for the purposes of this research: at 14,187 QA pairs, it is com-

parable to the largest existing realistic lifelog QA dataset, LLQA [157], while

covering a substantially longer period. The held-out test set of 1,508 questions

spans all three question types and is large for showing the differences observed

between models. The training split of 11,177 pairs is used to adapt already

pre-trained LLMs rather than to train them from scratch, which requires far

less data, and the consistent gains reported in Chapter 6 confirm that this is

adequate for the adaptation performed.
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• The use of closed-source LLMs is limited due to computational and financial

resources. The study focuses on developing and experimenting with open-

source models. However, the GPT-4o model is employed in a limited number

of experiments solely as a comparative baseline to evaluate the performance

of the proposed approach.

• The evaluation scope of this study is limited, with primary emphasis placed

on accuracy-based metrics. Although the QA model and retrieval system are

intended to support comprehensive evaluation, the evaluation focuses only on

accuracy metrics rather than time or computational requirements.

These constraints are maintained in this PhD research and serve as limiting

factors for concentrating the research effort.

3.4 Evaluation Metrics

This section describes the Recall@K and Precision@K for retrieval evaluation and

several metrics, ranging from lexical-matching, semantic-matching and LLM-as-a-

judge, for QA to assess the performance of the proposed study.

3.4.1 Retrieval Metrics

For interactive lifelog retrieval, the system is evaluated in the LSC challenge, with

metrics for the KIS and QA tasks defined in (2.2), and the ad hoc task defined in

(2.3). For automatic lifelog retrieval, I utilise conventional metrics in the retrieval

field, such as Recall@K and Precision@K, to measure the accuracy with which the

retrieval system identifies the context. These metrics are calculated by comparing

a list of top K retrieved lifelog contexts to a list of ground-truth contexts. Other

ranking-based metrics, such as Mean Reciprocal Rank (MRR) and Normalised Dis-

counted Cumulative Gain (NDCG), are not considered in this work. These metrics

emphasise the relative ranking positions of relevant contexts within the retrieved

list. However, in the lifelog context retrieval for question-answering, the exact rank
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order of relevant contexts is not critical. As long as the correct contexts appear

within the top-K retrieved results (e.g., all three relevant contexts are retrieved in

the top three positions), their internal ordering is not important. Let G denote

the set of relevant ground-truth contexts and RK denote the set of top-K retrieved

contexts.

The precision at K is defined as:

Precision@K =
|RK ∩ G|

K
(3.1)

The recall at K is defined as:

Recall@K =
|RK ∩ G|

|G|
(3.2)

3.4.2 QA Metrics

When evaluating the performance of lifelog QA models, I primarily focus on accu-

racy. Accuracy measures how closely the model’s answer aligns with the ground

truth answer, and it can be evaluated through lexical matching, semantic matching,

and LLM-as-a-judge approaches. Lexical matching involves comparing words be-

tween the predicted and ground truth answers using metrics such as Exact Match,

F1 score, BLEU score [115], and ROUGE score [93]. The ROUGE scores are partic-

ularly useful in this field due to their prevalence. I use the ROUGE-L version, where

L stands for longest common subsequence, which measures the longest common sub-

sequences of the predicted answer â and the ground-truth answer a. β controls the

balance between recall and precision, and I choose the value of β to balance both

recall and precision. The formula of ROUGE-L is as follows:

ROUGE-L =
(1 + β2)PLCSRLCS

RLCS + β2 PLCS

(3.3)

with PLCS and RLCS are as follows, with LSC(â, a) the length of the longest

common subsequence:
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PLCS =
LCS(â, a)

|â|
, RLCS =

LCS(â, a)

|a|
(3.4)

However, lexical matching can sometimes fail to capture the accuracy of an

answer when there is lexical variation but semantic equivalence. To address this,

semantic matching is employed to evaluate accuracy by calculating the semantic

similarity between the predicted and ground-truth answers. BERTScore [185] is a

well-known metric for this purpose, using RoBERTa [96] models to assess semantic

similarity before aggregating the results into a final score. The RoBERTa model first

generates semantic embeddings of the ground-truth and predicted answers. These

two embeddings are same-space vectors; then a cosine similarity of the two vectors

is measured to produce BERTScore. The detailed formulation of BERTScore is

given as follows. Let a = (w1, . . . , wn) denote the ground-truth answer and â =

(ŵ1, . . . , ŵm) denote the predicted answer.

Each token is mapped to a contextualised embedding using RoBERTa:

hŵj
= RoBERTa(ŵj), hwi

= RoBERTa(wi) (3.5)

The precision of BERTScore is computed as:

P =
1

m

m∑
j=1

max
i∈{1,...,n}

cos
(
hŵj

,hwi

)
(3.6)

The recall is defined as:

R =
1

n

n∑
i=1

max
j∈{1,...,m}

cos
(
hwi

,hŵj

)
(3.7)

Finally, the F1 score of BERTScore is computed as:

BERTScoreF1 =
2PR

P +R
(3.8)

LLM-based evaluation [32, 48] is an emerging method for assessing QA accuracy,
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where an LLM is prompted to rate the accuracy of predicted answers in comparison

to the ground truth. This method requires a clear definition of accuracy in the

prompt to guide the LLM’s evaluation process. State-of-the-art LLMs, such as GPT-

4o [112], can be utilised for this task due to their capabilities across various domains.

A prompt containing the instruction, ground-truth answer, and predicted answer is

provided to the GPT-4o model, which rates the accuracy of the predicted answer on

a scale from 1 to 5. The resulting score is then normalised by dividing it by 5, which

maps the five rating levels onto the range [0.2, 1] rather than [0, 1]. Consequently,

LLM Score values are not directly comparable with metrics that possess a true zero,

such as exact match or ROUGE. I retain the division by 5 for consistency with [48],

but emphasise that the scores reported here should be compared across systems

within this work, or converted to range [0, 1] before comparing results reported

elsewhere. The prompt is provided in the Appendix A.2. Let {(âi, ai)}Ni=1 denote

a set of predicted and ground-truth answer pairs, where LLM(âi, ai) represents the

score produced by an LLM-based evaluator. The average LLM score over the dataset

is computed as:

LLM Score =
1

N

N∑
i=1

LLM(âi, ai)

5
(3.9)

In the original TimelineQA paper [146], the authors used the F1-score to evaluate

the accuracy of answers. I also use the same metric for evaluating generated answers

in the DCU-TimelineQA test set to have the same way to compare with the original

work’s result. The number of overlapping tokens between the predicted and ground

truth answers is |â ∩ a|. Token-level Precision and Recall are computed as:

P =
|â ∩ a|
|â|

, R =
|â ∩ a|
|a|

(3.10)

The F1-score is then the harmonic mean of Precision and Recall:

F1 =
2 · P ·R
P +R

(3.11)

A predicted answer that exactly matches the ground truth yields an F1-score of
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1, while a completely non-overlapping answer yields 0. This token-level F1-score is

tolerant of partial matches, making it more suitable than an exact match (EM) for

evaluating answers that may differ in phrasing but share the same content words.

3.5 Experimental Settings and Justification

Every model choice, prompt, decoding parameter and training hyperparameter in

this thesis comes from one of four sources: published prior work or vendor guidance;

the hardware constraints set out in Section 3.3; empirical selection on the valida-

tion split of OpenLifelogQA; or informal refinement by inspecting model outputs

during development. This section states the principle applied in each case, and

Appendix A.4 tags every individual setting with its source.

Model selection. Models were selected to support the comparisons the RQs

require rather than to maximise absolute performance, along three axes: open-

weight against proprietary, reasoning-oriented against instruction-tuned, and small

against large within one family. This yields the matched pairs used in Chapters 5

and 6: Qwen3 8B against Llama 3.1 8B Instruct at equal parameter count, Qwen3

8B against Qwen3 14B within one family, and Qwen3 against proprietary GPT-

4o. Selection was based on the most current published benchmark results when

each experiment was run; because the field moved quickly, the models in Chapter 5

predate those in Chapter 6 and the two chapters are not directly comparable.

Prompt design. The prompt structure in Chapter 5 follows published prompt-

engineering guidance3 in assigning an explicit role, a single objective and a fixed

answer delimiter, and follows the chain-of-thought literature [166] in the form of

its worked examples; the six-section prompt in Chapter 6 adds a question-category

section and a specified output format. Beyond these inherited elements, the prompts

were refined empirically by running candidate wordings on the validation split and

revising them by inspection. This refinement was iterative and informal, with no

systematic search over prompt variants carried out, and the final prompts are a
3https://cloud.google.com/discover/what-is-prompt-engineering
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working configuration arrived at by trial rather than an optimum.

Decoding settings. Decoding parameters differ across chapters because the

experiments differ in purpose. Chapter 5 uses a temperature and top-p of 0.5 for

all generators, a moderate-sampling configuration adopted from common practice

in the RAG literature and held fixed so that comparisons across models, prompts

and context configurations are not confounded by decoding. In Chapter 6, non-

fine-tuned models run at a temperature and top-p of 1 in line with vendor guidance

for reasoning-oriented models; the temperature is lowered to 0.1 after supervised

fine-tuning, where the model must reproduce a fixed answer format and sampling

diversity is unhelpful; and a temperature of 1 is retained during GRPO, which

requires diverse samples within each group by construction.

Training hyperparameters. Fine-tuning followed the reference configurations

of the Unsloth framework 4 for supervised fine-tuning and GRPO. Batch sizes and

gradient-accumulation steps were fixed by the memory of a single GPU rather than

chosen for their effect on accuracy, while learning rate, weight decay, LoRA rank

and the number of epochs were varied on the validation split and the best-scoring

configuration retained.

Prompt stability and run-to-run variation. This is one limitation of this

design. All reported results come from a single generation run per configuration:

seeds were not fixed or varied systematically, no configuration was repeated, and

no paraphrase variants of the final prompts were evaluated, so no measurement

of intra-prompt stability (variation of one prompt across repeated runs) or inter-

prompt stability (variation across equivalent rephrasings) is available. No reported

difference can be attributed to the manipulated variable with confidence unless it is

large relative to the sampling variation of a decoder run at non-zero temperature;

and the prompt comparison in Section 5.4 is not evidence that the strategies perform

equivalently, only that a single run of each did not separate them. Claims are phrased

accordingly throughout, and this limitation is revisited in Section 7.3.

4http://unsloth.ai/
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3.6 Chapter Summary

This chapter has presented the research methodology, datasets used in experiments,

research operating constraints and all of the metrics that are used for evaluating

the lifelog context retrieval and QA. Two datasets were introduced, including Open-

LifelogQA and DCU-TimelineQA. They range from realistic to synthetic lifelog data

with a diverse set of questions about personal lifelog. The operating constraints were

also discussed, including the use of available and redacted lifelog data, the limita-

tions of data construction, and the evaluation. The evaluation framework spans

both retrieval and QA tasks, employing standard information retrieval metrics and

lexical, semantic, and LLM-as-a-judge for answer generation evaluation to provide

a comprehensive assessment of the approach’s performance.

Building on this foundation, the following chapters present the experimental de-

velopment and evaluation of models for each research question. The next chapter

addresses RQ1 by describing the lifelog context retrieval problem and the proposed

solution for identifying relevant contexts to support lifelog question answering, while

Chapter 5 and 6 provide details of the fine-tuning and reasoning experiments con-

ducted on OpenLifelogQA and DCU-TimelineQA for RQ2 and RQ3.
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Lifelog Context Retrieval

This chapter aims to resolve RQ1 What is the most effective context retrieval method

to support the LifelogQA task when compared to standard retrieval approaches?. I

will first introduce the lifelog context retrieval task in Section 4.1, and then discuss

an interactive lifelog retrieval system in Section 4.2. An automatic lifelog context

retrieval and reranking model is proposed to enhance the accuracy of context re-

trieval, as described in Section 4.3. Finally, the discussion and conclusion for the

answer to RQ1 are presented in Section 4.4.

4.1 Introduction and Problem Statement

Lifelog retrieval is an application of information retrieval in which the retrieval

system assists the user in finding the lifelog data related to the query. In lifelog

retrieval, the required information is an event, or more specifically, a context within

a lifelog. While an event is simply an activity of lifelog data, such as an image of

a lifelogger having lunch, the context contains more information, including time,

location, and so on. I introduce the MemoriEase system for interactive and auto-

matic lifelog retrieval tasks. This system develops from a standard retrieval system

to a conversational search and RAG-enhanced one, as illustrated in Figure 4.1. The

development is based on users’ needs in live challenges. The notes from users’ needs

from each challenge and the development based on that are described in Section
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MemoriEase 2.0MemoriEase

LSC'23 
NTCIR Lifelog 5
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- Image-to-image search
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- RAG Module
- Multiple embedding 
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Figure 4.1: Development of MemoriEase from the first version to the 3.0 version.

4.2.2. This system serves as a baseline for the interactive evaluation of methods for

lifelog retrieval and a foundation for a retrieval engine in the lifelog QA task.

For automatic retrieval in the lifelog QA task, I present the typical framework

[78, 28], which consists of two stages: retrieval and reranking. While the retrieval

stage is efficient for finding relevant contexts, the reranking stage enhances the

accuracy of the ranked list from the retrieval stage by prioritising more relevant

contexts at the top of the list. The formulation of this problem is for a set of N

questions Q = {q1, q2, ..., qn} and a set of M contexts C = {c1, c2, ..., cm} with each

context ci = (Ti, Ii,Mi) where Ii is the image, Ti is the text description, and Mi is

the metadata (timestamp/location), the goal of context retrieval and reranking is to

retrieve the top relevant contexts to the questions. Given the question qi ∈ Q, the

goal is to retrieve a subset of contexts Cretrieved ⊆ C. An embedding-based approach

is used to retrieve the ranked list of top-K contexts Cretrieved.

The context reranking problem can be formulated as learning a ranking function

fR(qi, Cretrieved) that assigns a relevance score to each context cj ∈ Cretrieved. Given a

question qi and the initially retrieved contexts Cretrieved = {c1, c2, . . . , cK}, the model

M computes a new relevance score sj for each context cj as:

sj = fR(qi, cj) (4.1)

where: fR is the reranking model, and sj ∈ R represents the relevance score

77



Chapter 4. Lifelog Context Retrieval

of context cj with respect to question qi. The final output is a reranked list of

Cretrieved based on descending sj values. In the following sections, I present details

on MemoriEase interactive retrieval, followed by two-stage automatic retrieval for

lifelog QA.

4.2 MemoriEase Retrieval System

In this section, I present the MemoriEase lifelog retrieval system, from the data pro-

cessing and indexing step to the retrieval modules, QA modules, and user interface.

This system aims to find relevant information from queries interactively. Users can

interact with the system to explore lifelog data and refine the search to find the

most relevant data. For interactive challenges, it also needs to be fast to quickly

locate the correct items for submission. I also present the results of this system at

various challenges, including interactive ones like LSC and automatic ones like the

NTCIR Lifelog task.

4.2.1 System Architecture

The architecture of the system is built upon the embedding-based retrieval method

with the use of vision-language models to encode queries and images into the same

embedding space for similarity calculation. Figure 4.2 provides an overall architec-

ture of the system, from the data processing flow in the offline stage to user retrieval

in the online stage. In the offline phase, metadata, including time and location, im-

age descriptions and captions, and embeddings extracted from images, are indexed

into Elasticsearch. During the online phase, when a user initiates a chat with the

conversational user interface, the system determines whether it is a question or a

query. If it is a query, it will be encoded into the embedding by the same embedding

model that encodes images. If it is a question, it will go through a RAG module

to be retrieved by description. The retrieved data then passes through an LLM to

generate a summary or an answer to the question before being returned to the user
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Figure 4.2: MemoriEase overall architecture and flow

Edge detection

Edge weight: 196086 Edge weight: 889010

Figure 4.3: Comparison of low and high edge weight of blur and normal images

interface for display. More details about every step of the processing are described

in the following subsections.

Data Processing and Indexing

The lifelog dataset used for LSC from 2022 to 2025 is an 18-month lifelog dataset

comprising 725,000 PoV images, metadata for images including time and location,

and visual concepts that describe the visual content of the images. The PoV images

are captured from a Narrative Clip1 wearable camera with a 1024x768 pixel resolu-

tion. All images are fully redacted and anonymised by removing faces and readable

text, as well as manually filtering out specific scenes and activities to comply with

local privacy requirements.

1https://getnarrative.com/
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From the original lifelog images, I use the OpenCV package 2 in Python to calcu-

late the edge weight of objects in the images. The edge weight is the numerical value

assigned to an edge of objects in the image. A low edge weight indicates that the

image has no distinct objects or appears blurry. A demonstration of this approach

can be seen in Figure 4.3. I chose the threshold of quantile 0.13 with the weight

value of 350,000 to remove 94,450 images. This weight value results in the removal

of a large proportion of blurred or covered images through random examination.

In the first version of MemoriEase, I implemented an event segmentation algorithm

inspired by [34, 49]. This algorithm groups images into events, a sequence of images

illustrating an activity, such as eating or watching TV. I use BLIP embedding [91] of

images to calculate the cosine similarity between images and their next or previous

images in the timeline. If the similarity is higher than a predefined α (0.7 on the

scale of 1), I group them in a single event. The α is chosen to balance between

precision and recall of similarity-based grouping. It is high enough to ensure only

semantically coherent events are merged, while low enough to capture similar images

that may differ in views but still be in the same event. The result of this segmen-

tation is 173,269 events. I then choose an image in the middle of the sequence of

images of events to represent the event. However, in the competition, I observed

that the representative image used for retrieval can lead to failed retrieval due to

the slight difference between the desired and representative images. In the latest

version, I discard event segmentation to search on images, thereby avoiding this

problem. The images are then encoded into a 256-dimensional vector embedding by

the BLIP2 model [90]. This model is a state-of-the-art visual-language model with

high performance on zero-shot text-to-image retrieval.

From the latitude and longitude metadata for images, I obtain information about

the city and country. I also use the semantic name provided in the dataset, which

is the name of the location the lifelogger visited, such as “home”, “Dublin City

University”, “Dublin Airport”, etc. Three attributes, city, country, and semantic

2https://opencv.org/
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Table 4.1: Properties of the Elasticsearch index

Attribute Description Data type Example
ImageID Unique identifier for each

lifelog image
text 20190101_103717

OCR Text detected in the image text Cocacola
semantic name Name of the current place text Home, Dublin air-

port
city Name of the city and coun-

try
text Dublin, Ireland

local time Date and time at the loca-
tion

datetime 2019-01-01 10:37:17

hour Hour extracted from local
time

integer 10

date of week Day name extracted from lo-
cal time

text Tuesday

is weekend 1 if the day is Saturday or
Sunday, else 0

binary 0

time period Part of the day (e.g., Morn-
ing, Evening)

text Morning

description Text description of what the
user sees

text A room with cur-
tains

BLIP2 vector Vector representing the im-
age from BLIP2

array [0.2, 0.4, ..., 0,4]

name, are used as filters for the retrieval module.

From the UTC time provided in the dataset, I convert it to local time using the

city’s time zone. It matches better with the LSC query because most queries use

the local time zone. I also extract several other time-related attributes for filtering,

such as hour (in 24-hour format), day of the week, whether it is a weekend, and

time period (morning, afternoon, etc.). These filters are helpful for time-constrained

queries, such as shopping on a weekend afternoon. All the extracted data is then

formed into a table of 11 attributes to index into an Elasticsearch3 index. Table 4.1

provides the details of attributes in the Elasticsearch index for indexing.

Retrieval Modules

The retrieval modules serve as the model for retrieving lifelog images from both text

and image inputs. MemoriEase has two retrieval modules: text-to-image retrieval

3https://www.elastic.co/
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and image-to-image retrieval. For text-to-image retrieval, when users input a textual

query, the query is processed to extract relevant filters. MemoriEase employs a

heuristic approach to extract time-related filters, including date, hour, and time

period. For location-related filters, MemoriEase compares the semantic name and

city dictionary in the Elasticsearch index, and if the query matches the words in

these fields, MemoriEase uses them as filters. In addition, several advanced filters

are available for expert users, allowing them to use the @ symbol before specific

keywords, such as weekend, start_hour, end_hour, OCR, and location, to indicate

the desired value for the filters. These filters are applied before the cosine similarity

calculation in Elasticsearch to reduce the number of candidate images.

For text-to-image search, all the filter-related words in the original query are

removed to get the processed query and are encoded into a vector embedding by

the BLIP2 embedding model. Elasticsearch calculates the cosine similarity between

K candidate image embeddings and the query embedding. I use K around 100 to

balance the time of calculating similarity and the accuracy of retrieval. The result of

this is a ranked list of 100 images that are relevant to the query. The text-to-image

search is useful for the KIS sub-task in LSC, where the query requires several filters

and complicated semantics.

With the temporal nature of lifelog data, when an event happens before or after

another event, such as “I am watching TV after having dinner.”, a temporal search

function is needed to support this case. There are three text-free search boxes

for users to input the main event, the preceding event, and the following event,

along with a time gap constraint to indicate the maximum time difference between

the main event and the temporal events. The preceding and following events are

optional, allowing users to input either both or only one of them. The system will

first perform a text-to-image search for the main query and then use the datetime of

each retrieved image and the time gap constraint as a filter to search for temporal

events. The final ranked list is based on the weighted average score of the cosine

similarity between the main event and the temporal events, ranking the top 100
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relevant images.

Conversational search is proposed in the second version of MemoriEase for LSC’24

to support natural and engaging search for lifelog. In addition, the multi-turn search

in conversation mimics the process of memory recall, with new information emerging

after every search and review of the images. Thanks to the development of LLMs,

they can aggregate information from multiple turns of conversation and produce

human-like responses for users’ queries or questions. The GPT-4o-mini model [112]

is used as a conversational agent to aggregate information from multi-turn conver-

sations and generate a summary of the query’s results. It is prompted to generate

a response with constructive information and suggest further directions for users’

search.

For queries in the ad hoc subtask, I propose an image-to-image retrieval ap-

proach. This type of retrieval also starts with a query, and the same process as

text-to-image is applied. However, after the returned results are displayed on the

interface for users, they can choose images from the results as the input for the next

iteration of the search. They can iteratively search until no more matching images

are found. This search is implemented through the semantic matching of image

embeddings. Image embeddings are extracted from the visual input and perform a

cosine similarity search in the Elasticsearch index, returning a ranked list of new

results. This search proves effective in finding specific objects, accounting for a small

fraction of the image, such as “stop before a red traffic light” or “shopping on an

empty shelf”. The text-to-image retrieval only finds several relevant images of “red

traffic light”, but when using these images to search again, more similar images are

returned.

RAG for QA Module

RAG is introduced in the third version of MemoriEase, with the aim of supporting

participants in solving the QA subtask. A RAG pipeline includes two stages: a re-

trieve information stage and a generate answers to questions stage, which is depicted
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Figure 4.4: RAG pipeline for MemoriEase 3.0

in Figure 4.4.

Depending on the required information for the questions, such as those related

to the visual content of lifelog images (e.g., the location where the key is left) or

the metadata of the lifelog (e.g., the city of travel), MemoriEase employs different

strategies to solve the questions. A rule-based approach based on question words is

used to classify the type of question. If it is a visual-related question, the question is

encoded into an embedding and searched for the top K relevant images (K from 10

to 20). All the images and the question are prompts for an LLM model to generate

an answer. GPT-4o-mini [112] is chosen as the LLM thanks to its capability to read

images and reasonable cost.

For metadata-related questions, the retrieval stage differs in that MemoriEase

combines the weighted average of the cosine similarity between the query image

embedding and the query description embedding. The output is a ranked list of

image descriptions and their corresponding metadata. I further refine the list by

using a cross-encoder reranking model, introduced in the next section, to enhance

the ranking of relevant descriptions. The reranked list is passed to LLMs with

the question to ask for an answer. The answer is displayed on the user interface,

accompanied by corresponding images for further verification.

User Interface

MemoriEase 3.0 provides a multi-modal search interface to support the diverse re-

trieval scenarios encountered in interactive lifelog search challenges. The system

provides three interface modes, each tailored to a distinct retrieval subtask pre-
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sented in Section 2.1.3, including KIS, QA and ad hoc. The conversational search

interface supports natural language querying for the KIS and QA subtasks, pre-

senting results alongside AI-generated summaries in a chat layout. The temporal

search interface extends this capability with structured triplet-based querying, al-

lowing users to anchor a target event between its preceding and following context

within a configurable time window. Finally, the image-to-image retrieval interface

supports ad hoc search, where users select one or more images as visual anchors and

iteratively refine results based on visual similarity. Together, these interfaces form

a unified but flexible front-end that accommodates both textual and visual retrieval

strategies during the competitive challenge.

MemoriEase introduces a conversational search interface in the second version

to adapt to LSC 6-hint search in the KIS subtask and textual answer requirement

in the QA subtask. When a user inputs a query into the search bar, the result page

is displayed, showing the user’s chat on the left side and the results with a grid of

images on the right side, as shown in Figure A.1. The system will provide users

with answers to their questions or summaries of results for queries. On the results

side, each image is accompanied by its semantic name, indicating the location where

the image was captured, along with the date and time in a human-readable format.

The underline in the datetime implies that it can be clickable to show lifelog images

and a highlighted clicked image.

For advanced search with filters and temporal search for the KIS sub-task, users

can input three queries for the main event, the preceding event, and the following

event, with a time gap constraint to facilitate the search. The result will display on

a triplet of 3 images, with the large image in the middle showing the main event,

while the left and right images show the previous and next events. An example of

a temporal search interface is depicted in Figure A.2.

When users click on the ad hoc task, an image-to-image retrieval page will pop

up with several random images for users to choose from. If you want to search for

a specific query, the results will be displayed on the right side with a familiar grid
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format. Users can click on several images to select as input and then click search

again. The new result will be displayed with more visually similar content to the

input images. An example of this is shown in Figure A.3. Overall, these interfaces

support users in their search for interactive challenges. The performance of the

system in these challenges will be presented in the following section.

4.2.2 From Challenge Observations to System Updates

Table 4.2: User needs and failures observed at each Lifelog Search Challenge, and
the corresponding design responses in the following version of MemoriEase.

Version Observed need/failure Design response
1.0 (ini-
tial)

Retrieval engine matching free-text
queries against 725K images for fast
visual scanning

BLIP2 text-to-image retrieval in
Elasticsearch; heuristic time/location
filters; grid results

2.0
(LSC’23)

Text-to-image search returns diverse
near-misses, as BLIP favours global
scene over small objects (“red traffic
light”)

Image-to-image retrieval with itera-
tive relevance feedback; retrieved im-
age reused as next query

2.0
(LSC’23)

Event-level representative images
miss when target differs (grey t-shirt
query)

Event segmentation dropped; index-
ing and search at image level

2.0
(LSC’23)

Progressive KIS hints and QA sub-
task need incremental query refine-
ment, not single-shot queries

Conversational search via GPT-4o-
mini; aggregates turns, summarises
results

2.0
(LSC’23)

Users need surrounding images to
confirm activity context

Clickable timestamp opens image se-
quence, selected image highlighted

3.0
(LSC’24)

Manual image inspection too slow for
QA under time pressure

RAG QA module to suggest answers
for questions

3.0
(LSC’24)

Generated answers can’t be trusted
without verification

Answers displayed alongside support-
ing evidence images

The three versions of MemoriEase were not designed in advance and then eval-

uated, but each was built in response to needs and failures observed during the

preceding challenge. This subsection describes that chain of development, so that

every feature described in Section 4.2.1 can be traced to the observation that moti-

vated it. Two sources of evidence informed the design of each iteration. The first is

my own use of the system as its expert operator during the live LSC sessions, which

exposed the operations that were slow or impossible under time pressure. The sec-

ond is a post-hoc analysis of failed queries after each challenge, which identified the
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retrieval or interface behaviour responsible for each miss. Table 4.2 summarises the

resulting requirements and the design response to each.

4.2.3 Performance at Interactive and Automatic Benchmarks

In this section, I provide information about the performance of the MemoriEase

system in three LSC challenges and two NTCIR Lifelog tasks. LSC is an interactive

retrieval challenge in a live competition, as presented in Section 2.1.3, while the

NTCIR Lifelog task is a benchmark for evaluating lifelog retrieval automatically,

as presented in Section 2.1.4. An analysis of the strengths and drawbacks is also

discussed to draw lessons learned from each challenge. For the LSC challenges,

the reported results are from the expert user only (referred to in Section 2.1.3) for

a fair comparison, as the LSC’25 is only for expert users due to the restriction of

travelling to the ICMR 2025 Conference in the United States of America. The scores

are computed by metrics defined in Formula (2.2) and (2.3).

Results at LSC’23

LSC’23 [57] was the first time the MemoriEase system participated. There were 13

teams in LSC’23, excluding the baseline from LSC’22, and the MemoriEase system

ranked in 8th position, tied with the Memoria team. MemoriEase found 7 out of 10

correct images for KIS queries and provided 8 out of 10 correct textual answers for

the QA sub-task. However, it only scored 33/100 on the ad hoc sub-task.

Figure 4.5 illustrates the performance of systems in LSC’23. MemoriEase showed

average performance on the KIS sub-task compared to other systems, but it poorly

found many images in the ad hoc task. I found that the BLIP embedding model

[91] tends to focus on global visual features rather than specific characteristics of

objects, such as blue balls or red traffic lights. For example, a query like “stopping

in front of a red traffic light” was found with a lot of images before the traffic light,

but not always the red light. This was a big drawback that I aimed to improve in

the next version of MemoriEase.
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Figure 4.5: MemoriEase performance in LSC’23 expert track.

On the QA sub-task, the MemoriEase system performed very well compared

to other systems, ranking in third position, as shown in Figure 4.6. The system

typically achieved the highest score for answering the questions, except for failing

to provide an answer for two questions. The question “I normally wear shirts, but

what is the brand of the grey t-shirt that I wore at the start of COVID-19 time?”

can be solved by finding the grey t-shirt from early 2020. However, the image was

not found because it was segmented into an event. The representative image of the

event differs from the t-shirt image, so MemoriEase was unable to find it. This is the

reason I removed event segmentation in the following version of MemoriEase. This

was the first time MemoriEase participated in the LSC challenge, so there were still

many things that were new and needed to be adapted to the system accordingly.

Results at LSC’24

LSC’24 attracted 21 systems and 35 participants in total (one system can have

multiple users), resulting in a highly competitive benchmark among participants.

Overall, the MemoriEase system only achieved the 21st position out of 35 partici-
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Figure 4.6: MemoriEase performance in LSC’23 QA sub-task.

pants and ranked 13th out of 21 systems. MemoriEase performed best on the KIS

task, achieving a score of 65 out of 100, followed by the QA task with a score of

55 out of 100. It achieved the lowest score on the ad hoc task, with only 53. This

performance is comparable to that of other systems. Figure 4.7 depicts the scores

of teams in LSC’24.

Although the ad hoc score was the lowest, it was an improvement from previous

results in LSC’23. This is thanks to the image-to-image retrieval described in Section

4.2.1. Users used the textual query to find one correct image, and continued to use

that image to search for more. This approach proved effective for queries with fewer

than 10 correct answers, like “Find examples of when I was waiting for a security

guard to let me into my office building”. For other queries with more than 10 correct

answers, the time and number of submitted answers played a big role in achieving

a high score, and the participant was not as fast as other competitors. While the

participant mainly looks at one-by-one images and clicks submit sequentially, other

competitors can submit a pool of multiple images and achieve a higher score.

On the two other sub-tasks, the MemoriEase system found the correct answers
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Figure 4.7: MemoriEase 2.0 performance in LSC’24.

for 4 out of 5 in KIS queries and 3 out of 5 QA queries. Although the system

found the answer in the top 100 retrieved images, the user still could not submit the

correct answer for queries like “It was as if the meeting took place on the Starship

Enterprise. I remember the wall had yellow lighted shapes and designs”. The event

segmentation also caused a failure on the query “I remember she was wearing a hat

and taking a photo of a lake.”. In this case, the correct image was grouped into an

event whose representative image differed from the target image, so I only identified

it at the last moment, ultimately failing to submit it in time.

Some QA queries were too challenging to find the answer, which required both

reasoning and quick action, like “A,B,C,D,E,F, Y or Z? I can’t recall which zone of

the car park in the airport I parked in when I was going to France in 2019”. This

question requires finding the car park at the airport in the home country, rather

than in France, so most of the team fails to find the answer.
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Figure 4.8: MemoriEase performance in LSC’25.

Results at LSC’25

With 21 participants from 11 teams in LSC’25, there is a decrease compared to

LSC’24. In addition, LSC’25 is also a hybrid competition, where most participants

join online due to travel restrictions to the USA for the ICMR 2025 conference. The

MemoriEase system participated remotely in the expert session only. Remarkably, it

achieved the third position in the leaderboard, following the Memoria and SnapSeek

teams. MemoriEase also achieved the second-highest position in the QA sub-task,

scoring 96 out of 100 thanks to the RAG component. The score of KIS queries also

increased by 10 points, but the performance on the ad hoc sub-task remained the

same compared to last year’s competition. Figure 4.8 illustrates the leaderboard of

LSC’25.

Specifically, MemoriEase resolved 4 out of 6 QA queries, which is equal to top

teams like MEMORIA, SnapSeek, and VitaChronicle. However, thanks to the fast

retrieval and less time to correct the submission, MemoriEase ranked second place
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in the QA task, following the VitaChronicle team. There was a query that no other

team found the correct answer to, except MemoriEase, so it helped boost the score.

Some answers for queries are not explicitly found on the first search, but through

refinement, the answer can be found.

On the KIS task, MemoriEase also found 4 out of 6 correct answers, but this

is far below the 6 out of 6 correct answers achieved by top teams like SnapSeek

or lifeXplore. It is an experience from challenges that answers are hardly found in

the first three hints; it is difficult to find the correct answers even when the time

and location of queries are revealed in the last hint. The two wrong queries are

“I was in the kitchen of a restaurant” and “I was shopping for a rat trap with my

brother”. The system failed to find the answer because it only identified a location

like a kitchen, but in a shop with numerous products, the correct answer is nearly

an empty kitchen with numerous pipes. In the second query, the system found the

mousetrap labelled “Mouse trap” instead of the rat trap. The correct answer showed

the small rat trap, which may lead to the embedding model failing to encode it.

The ad hoc task in LSC’25 this year is challenging with 6 queries, but 5 of

them have fewer than 10 correct images. Only the query “Drinking beer other than

Guinness with other people” has more than 10 correct images. Due to this scenario,

the relevance feedback for visual similarity search in our system did not work well

to find as many visually similar images. MemoriEase relied mostly on text-to-image

search to find the answers and failed to find the answer for the query “Menu in a

picture frame in a restaurant”. The object in the picture frame is unique and unusual

to the embedding model, so it only found images of normal menus or large menus

hanging on the wall. If MemoriEase could find one single correct image of the picture

frame menu, it could find more similar images, but it failed in the first steps, so users

cannot submit any correct images for this query. MemoriEase achieved an average

score of 55 in this task due to slow submission times and incorrect submissions.

Overall, MemoriEase performed quite well in the LSC’25, securing third place.

Thanks to the RAG for QA, MemoriEase can quickly find the answer. Queries in
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Figure 4.9: Comparing the best runs of the three automatic teams from NTCIR-17
Lifelog-5 Task [190]

LSC are becoming increasingly challenging, requiring not only effective systems but

also prompt action and logical thinking. Some components in this system can be

improved to address weaknesses during competition.

Results at NTCIR-17 Lifelog-5 Task

NTCIR Lifelog Task is an automatic task for a lifelog retrieval system, as presented

in Section 2.1.4. This is the first time MemoriEase has participated in this task

and competed with two other teams. Overall, MemoriEase achieved second place on

several metrics. With 41 queries and 7494 ground-truth relevant images for these

queries, MemoriEase found a total of 651 relevant images, accounting for approxi-

mately 8.68% of the ground-truth relevant images. Figure 4.9 shows a comparison

in Recall versus interpolated precision of the best run of three automatic teams in

the NTCIR-17 Lifelog-5 task.

In addition, the MemoriEase system achieved a MAP of 0.2713, which is rela-

tively low because of the small number of relevant retrieved images. The precision

at 5 (P@5) is 0.3707, indicating that approximately 37.07% of the top 5 retrieved

images are relevant. However, when increasing the cutoff K, the precision decreases
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Figure 4.10: Best recall results across all submissions at NTCIR-18 Lifelog6 Task
[191]

.

slowly, with values of 0.2878 P@20, 0.2496 P@30, and 0.1587 P@100. This slight

decrease indicates that the most relevant images are at the top of the retrieved list.

The result from NTCIR-17 Lifelog-5 Task for MemoriEase confirms the system’s

ability to deliver valuable results, even within the first few search results, thereby

highlighting its practical utility.

Results at NTCIR-18 Lifelog-6 Task

With one more team participating in the NTCIR-18 Lifelog-6 Task in the automatic

track, MemoriEase still secured second place. There are 13 topics for the KIS task,

13 topics for the ad hoc task, and 24 topics for the LQAT sub-task. Figure 4.10

shows a scatter chart depicting the recall by different K across all submissions.

MemoriEase achieved the highest Recall for K from 15 to 100. However, the top 5

and top 10 ranked results are lower than those of the LifeIR team.

I performed numerous comparisons between the embedding models of BLIP2

and CLIP, as well as query rewriting and relevance feedback, for image-to-image

search in the ad hoc task. This comparison helps to achieve the highest score in

the final evaluation. Results of this experiment are described in Table 4.3. The
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Table 4.3: Performance of different approaches in ad hoc and KIS queries.
CLIP/BLIP: embedding models, Q/CQ: original queries vs concise, LLM-
summarised queries, NoRF/RF: No relevance feedback vs pseudo relevance feed-
back.

(a) Ad hoc Task

Ad hoc Queries R@5 R@20 R@100 P@5 P@20 P@100

CLIP-Q-NoRF 0.015 0.1223 0.2426 0.2615 0.2462 0.21
BLIP-Q-RF 0.0136 0.0382 0.132 0.2462 0.2385 0.22

BLIP-Q-NoRF 0.055 0.1518 0.3802 0.3692 0.2923 0.1815
BLIP-CQ-NoRF 0.0598 0.167 0.4406 0.4308 0.3423 0.2192

(b) KIS Task

KIS Queries R@5 R@20 R@100 P@5 P@20 P@100

CLIP-Q-NoRF 0.191 0.4357 0.494 0.2 0.1346 0.0638
BLIP-Q-NoRF 0.2822 0.5035 0.6349 0.2462 0.1462 0.0554

BLIP-CQ-NoRF 0.2698 0.3847 0.5348 0.2 0.1192 0.0554

best combination is BLIP-Q-NoRF with 28.22% R@5, and 63.49% R@100 for the

KIS task. The CLIP model finds more correct images, but the BLIP model achieves

better performance due to the higher rank of correct images in CLIP. The concise

queries do not enhance the performance of KIS queries compared to the original

queries. This suggests that KIS queries require more detailed information to locate

the correct images. In contrast, concise queries are more effective for ad hoc tasks,

resulting in the highest performance. Additionally, relevance feedback for the ad

hoc task did not perform as expected and yielded worse results than no relevance

feedback.

MemoriEase also participated in the QA task in the NTCIR-18 Lifelog-6 task,

but achieved modest performance. Overall, it predicted 8 correct answers in 24

questions. The correct answers are mainly from the visual-related questions that are

answered in the lifelog images. With 6 correct answers from visual-related questions

and 2 correct answers from metadata-related questions, it highlights the drawback

of the system for metadata-related questions and the challenge posed by that type

of question. The primary reason for incorrect answers in metadata-related questions

is the lack of or incorrect input descriptions to the LLMs. There are 5 questions for
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which the LLMs cannot determine the answer because the prompt does not provide

any information. This highlights the importance of the retrieval model in the lifelog

QA task.

4.3 Lifelog Context Reranking

In this section, I present the reranking model, which aims to further improve the

ranked list of contexts for lifelog QA through additional reranking. This model aims

to utilise multi-modal lifelog data to explore the relationship between modalities to

the question and rerank the retrieved list of contexts to make it better. The following

sections present the problem, model design and experiments.

4.3.1 Introduction

Finding the correct context to answer a question is challenging due to the vast and

diverse nature of lifelog data. The multi-modal aspect of lifelog (images, metadata,

and textual event descriptions) complicates context retrieval. A single-modal re-

trieval model often fails due to semantic mismatches and variations in how time,

location, and visual semantics are represented in questions and contexts. These

are the reasons why I propose a multi-modal reranking model for lifelog context

retrieval.

To address this problem of context retrieval, I propose a two-stage retrieval

framework for lifelog QA. Figure 4.11 depicts the framework. In the offline phase,

multimodal lifelog data (metadata, contexts, and images) are indexed into a database,

and the reranking model is trained on question–context pairs with binary relevance

labels. In the online phase, the question retrieves the top-K candidate contexts by

embedding similarity, which are then reranked by the trained model to produce a

refined relevance ordering. The retrieval stage uses the Stella-1.5B model [183] to

encode questions and contexts into embeddings, and then performs cosine similarity

ranking. This model is chosen due to its superior performance in the experiment.
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Figure 4.11: A two-stage retrieval framework for the lifelog QA task.

Reranking models can improve retrieval accuracy by prioritising the most relevant

contexts while filtering out noise [78, 28]. It is a particularly effective approach in

multimodal datasets, such as lifelogging, where different data types need to be inte-

grated for better context selection, which poses a challenge for traditional retrieval

models.

Lifelog data with a multimodal nature also differs from normal passage rerank-

ing, which largely relies on text [178]. I propose a cross-encoder reranking model

that evaluates retrieved results and predicts their relevance to the question. By pro-

cessing both lifelog images and textual descriptions, the model mitigates semantic

mismatches and addresses the multimodal challenges inherent in lifelog data. Al-

though LLMs show promising results on the reranking task [1, 104], they are too

costly to implement for this reranking. In addition, the speed at which LLMs gen-

erate the ranking can slow down the whole process of interactive retrieval and QA

when applied to interactive systems, so I decided to just experiment on cross-encoder

reranking models using small language models and vision encoder models. Details

about the architecture and implementation are discussed in the following sections.
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Figure 4.12: The overall architecture of the cross-encoder multi-modal reranking
model. Red flame indicates a fine-tuned model, while blue flame indicates a frozen
model.

4.3.2 Multimodal reranking model

Figure 4.12 illustrates the architecture of the proposed multimodal reranking model,

which processes textual and visual inputs through two parallel branches before fusing

them for relevance prediction.

In the textual branch, the question and context are concatenated into a single

sequence separated by a special SEP token, following the standard cross-encoder

input format. This allows the language model to jointly attend to both the question

and the context, capturing their interactions directly through self-attention rather

than encoding them independently. The token sequence is fed through a language

model, which contains a stack of transformer layers to produce a contextualised

textual embedding. Three language models are evaluated for this branch: BERT-

base-uncased, MiniLM, and ModernBERT-base. More details about these three

language models are presented in the following section.

In the visual branch, the lifelog image associated with the retrieved context is

encoded independently by a visual encoder to extract a visual embedding. Three

visual encoders are evaluated: BLIP2, CLIP, and Vision Transformer (ViT). While

the BLIP2 and CLIP models have already been pre-trained on a large amount of
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data, I froze their weights and used them as visual embedding extractors. Vision

Transformer is freshly initialised with no pre-training, so its weights are trained

during the reranking training phase.

The two embeddings are then fused via concatenation and passed through a

multi-layer perceptron (MLP). The output layer produces a single logit, which is

normalised by a sigmoid activation function to yield a relevance score in the range

[0, 1], indicating the degree to which the context is relevant to the question. The

model is trained with binary labels, where 1 denotes a relevant context, and 0 denotes

an irrelevant one. Details about the language and vision models are presented as

follows:

• BERT-base-uncased [33]: Bidirectional Encoder Representations from Trans-

formers (BERT) is a powerful language model designed to understand the

meaning and context of words in a sentence by leveraging deep bidirectional

encoding. Thanks to its encoder-only architecture, BERT is highly effective

in various tasks related to natural language understanding, such as sentiment

analysis.

• MiniLM4: This model is a lightweight yet efficient cross-encoder model de-

signed for passage ranking. This model is a distilled version of BERT with

6 layers of Transformers [164] and fine-tuned on the MS Marco dataset [9].

Unlike bi-encoder models that independently encode queries and documents,

the cross-encoder processes both together, enabling deeper interaction and

improved ranking accuracy.

• ModernBERT-base5[165] is a powerful, modernised BERT-style encoder-only

Transformer model designed for long-context understanding and efficient pro-

cessing. It integrates several advancements and is pre-trained on 2 trillion to-

kens of English and code, making it ideal for tasks involving long documents,

such as retrieval, classification, and semantic search.
4https://huggingface.co/cross-encoder/ms-marco-MiniLM-L6-v2
5answerdotai/ModernBERT-base
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• BLIP2 [90]: Bootstrapped Language-Image Pretraining is a vision-language

model designed for efficient and unified language-image pre-training. It lever-

ages a two-stage learning framework with Q-Former to bridge vision and lan-

guage models. BLIP-2 employs a pre-trained vision encoder to extract visual

features, which are then aligned with a language model through a lightweight

Q-Former. The embedding of images from BLIP-2 provides a semantic em-

bedding to represent the information in the image.

• CLIP [121]: Contrastive Language-Image Pretraining is a powerful vision-

language model developed by OpenAI that encodes images and text into a

shared embedding space. It learns by training on large-scale image-text pairs

using a contrastive objective, making it highly effective at aligning visual and

semantic representations. In this work, I leverage CLIP’s visual encoder to

extract image embeddings that are semantically grounded in natural language,

which complements the textual branch of the reranking model.

• Vision Transformer (ViT) [39] is a deep learning model that applies trans-

former architecture to image processing. Unlike traditional convolutional neu-

ral networks (CNNs), ViT splits an image into fixed-size patches, linearly

embeds them, and processes them through a self-attention-based transformer

encoder. This patch-based attention mechanism allows the model to capture

long-range spatial dependencies across the image, which is particularly bene-

ficial for lifelog images where relevant visual cues may be distributed across

different regions of the scene. In this work, I use ViT as the visual encoder

to extract image embeddings, which are subsequently fused with the textual

embeddings for relevance prediction.

4.3.3 Experiment

This Section presents experiments evaluating the proposed multimodal reranking

model for lifelog QA. I first describe the experimental setup, covering dataset details,
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hyperparameter configurations, and evaluation metrics, followed by several baselines

for comparison. After that, a quantitative analysis of results across retrieval and

reranking models is presented. Finally, a qualitative error analysis examines failure

cases to identify the remaining limitations of the model.

Settings

I use the multimodal OpenLifelogQA dataset [162] for this experiment. OpenLifel-

ogQA is an open-ended lifelog QA dataset comprising 14,187 QA pairs and 27,705

contexts, as described earlier in Section 3.2.1. Each QA pair has between 1 and 27

ground-truth contexts, with an average of 1.64 per question. A ground-truth con-

text is defined as a context that contains sufficient information to answer the given

question. The DCU-TimelineQA dataset is not used for the experiment because

it does not contain images to satisfy the requirement of the multimodal reranking

model. In addition, the retrieval result for this dataset is already high, which does

not require reranking.

I employ a hard negative sampling method to generate negative samples for the

training and validation datasets, using BM25 to retrieve the top 10 most relevant

contexts, excluding the ground-truth contexts. The maximum length for concate-

nated contexts and questions is set to 128. The batch size is 32, and the loss function

is Binary Cross-Entropy loss. I use AdamW [97] optimizer with a 1× 10−5 learning

rate and weight decay 1 × 10−4. The model is run for 20 epochs and applies early

stopping with a patience of 2 epochs on the validation set. All parameters here are

tuned on the validation set of the OpenLifelogQA dataset and run on a single RTX

4090 GPU.

In the evaluation step, I first retrieve the top 100 relevant contexts to a question

using cosine similarity between Stella 1.5B embeddings of questions and contexts. A

date filter is extracted from the questions and applied to reduce the retrieval space.

After that, the trained reranking model reranks the top 100 contexts and evaluates

the metrics. Precision@K (P@K) and Recall@K (R@K), as defined in Formula (3.1)

101



Chapter 4. Lifelog Context Retrieval

and (3.2), are used to evaluate the accuracy of the top K contexts.

Baselines

I use four retrieval models to serve as the baseline in the retrieval-only approach, in-

cluding BM25 [127], Stella-1.5B [183], CLIP [121], and a hybrid of Stella and CLIP.

While BM25 calculates the relevant score between questions and contexts using

lexical matching, three other models calculate the cosine similarity of embeddings.

Stella-1.5B is used to embed contexts and questions. CLIP embeds the images and

questions into embeddings. A hybrid approach combines the cosine similarity of

CLIP and Stella by weighted average to produce the final relevant score. BM25

serves as a strong lexical retrieval baseline, while Stella-1.5B and CLIP enable se-

mantic matching in textual and multimodal contexts, respectively. In addition, the

retrieved list from the Stella-1.5B model will serve as the input list for reranking.

I also use MiniLM and the Electra-base reranking model fine-tuned on MS Marco

data [9] to rerank the retrieved contexts as baselines. After receiving a retrieved list

of contexts, these two models perform reranking on the list of contexts, with the

relevant score being the model’s final logit. I cannot run the BERT model without

fine-tuning because BERT is not designed for reranking, so the final layer has more

than one logit. All the models’ weights are from the HuggingFace repository 6. Using

MiniLM and Electra-base as rerankers for baselines allows us to assess whether cross-

encoder architectures can further improve retrieval quality in a zero-shot setting.

Results

6https://huggingface.co/cross-encoder
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Table 4.4: Reranking experimental results on the OpenLifelogQA test set. Bold numbers indicate the highest result, while underlined
numbers indicate the second-highest result. T denotes text, and I denotes images.

Recall@K Precision@K

Model Type Modality R@1 R@5 R@10 R@20 R@50 P@1 P@5 P@10 P@20 P@50

BM25 Retrieval T 0.2299 0.6829 0.8171 0.9138 0.9859 0.3090 0.1999 0.1273 0.0795 0.0518
Stella-1.5B Retrieval T 0.3765 0.7767 0.8801 0.9435 0.9918 0.5265 0.2479 0.1476 0.0854 0.0524
CLIP Retrieval I 0.1369 0.3602 0.5305 0.7296 0.9506 0.2241 0.1296 0.0950 0.0684 0.0510
Hybrid (Stella+CLIP) Retrieval T+I 0.2949 0.6693 0.8029 0.9012 0.9800 0.4350 0.2245 0.1377 0.0822 0.0520
MiniLM Reranking T 0.3811 0.7674 0.8843 0.9570 0.9919 0.5398 0.2500 0.1496 0.0868 0.0524
Electra-base Reranking T 0.4012 0.8288 0.9208 0.9707 0.9971 0.5630 0.2613 0.1534 0.0877 0.0526
Fine-tuned BERT Reranking T 0.6342 0.9125 0.9569 0.9801 0.9976 0.8263 0.2926 0.1609 0.0886 0.0526
Fine-tuned MiniLM Reranking T 0.6408 0.9203 0.9629 0.9838 0.9978 0.8342 0.2954 0.1626 0.0890 0.0527
Fine-tuned ModernBERT Reranking T 0.6541 0.9236 0.9638 0.9833 0.9969 0.8541 0.2968 0.1626 0.0891 0.0526
ModernBERT+CLIP Reranking T+I 0.6330 0.9118 0.9606 0.9846 0.9968 0.8276 0.2875 0.1592 0.0881 0.0526
ModernBERT+BLIP2 Reranking T+I 0.6532 0.9234 0.9679 0.9846 0.9979 0.8548 0.2968 0.1637 0.0892 0.0527
ModernBERT+ViT Reranking T+I 0.6557 0.9304 0.9676 0.9866 0.9963 0.8588 0.2983 0.1636 0.0894 0.0526
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The results from Table 4.4 show that baseline retrieval models, such as BM25

and CLIP, perform poorly on the OpenLifelogQA test set. BM25 cannot capture

semantic relationships due to its lexical matching method, whereas CLIP, which

is based on image retrieval, lacks sufficient information. The Stella-1.5B model

achieves better performance with 88.01% R@10 and 14.76% P@10, thanks to its

semantic embedding. The hybrid approach provides poorer performance due to

the combination of CLIP. Using a reranking model without fine-tuning does not

improve the performance. The performance of MiniLM and Electra-base shows

a small improvement in Stella-1.5B retrieval performance after reranking in the

OpenLifelogQA test set.

Fine-tuning language models for reranking based on textual questions and con-

texts improves performance. To be specific, on the OpenLifelogQA dataset, per-

formance increases by approximately 28% in R@1, 8% in R@10, and 33% in P@1

compared to the retrieval performance of the Stella-1.5B model. Fine-tuned Mod-

ernBERT achieves the highest performance among fine-tuned models. In general,

the results suggest that a fine-tuned reranking model improves retrieval accuracy.

With a 96.38% R@10, this provides a good list of context for the OpenLifelogQA

dataset.

Although incorporating images into the reranking model does not enhance the

ranking performance by a large margin, it still achieves the highest performance in

some metrics. The multimodal reranking models leverage textual and visual fea-

tures, allowing a more comprehensive representation of textual contexts and related

images. While fine-tuning ModernBERT alone improves results, integrating visual

information provides further enhancements, particularly in Recall at higher ranks

(K is 20 and 50). However, the improvement from visual fine-tuning is modest

compared to the fine-tuned language model. This suggests that textual context

remains the primary contribution to context information, with images providing a

supplementary contribution.

I run a retrieval experiment on a test set of the DCU-TimelineQA dataset and

104



Chapter 4. Lifelog Context Retrieval

Table 4.5: DCU-TimelineQA retrieval results from BM25 and Stella-1.5B.

Model @1 @5 @10 @20 @50
Recall@K

BM25 0.6933 0.9949 1.0000 1.0000 1.0000
Stella-1.5B 0.9291 0.9983 1.0000 1.0000 1.0000

Precision@K
BM25 0.6933 0.2821 0.2711 0.2711 0.2711
Stella-1.5B 0.9291 0.2792 0.2674 0.2674 0.2674

present the results in Table 4.5. The performance is already high with the Stella-1.5B

embedding-based retrieval model, achieving 92.91% Recall@1 and 99.83% Recall@5.

Moreover, due to the limited number of events per day, the model achieves a recall

of 1 at K when K is greater than 10. The results demonstrate good performance, as

the synthetic data from DCU-TimelineQA is not challenging and does not require

additional reranking.

In summary, the experiments across both datasets demonstrate that fine-tuned

cross-encoder reranking models outperform retrieval-only baselines, with multimodal

models providing further gains over text-only rerankers. On the OpenLifelogQA

dataset, fine-tuning alone achieves the most improvement, while the addition of vi-

sual features offers consistent but modest gains, particularly at higher recall ranks.

Based on these findings, the reranking model of ModernBERT with Vision Trans-

former (ViT) is selected as the reranking model for the full system, as it achieves

the highest performance across the majority of metrics on the OpenLifelogQA test

set. To further understand the strengths and limitations of this model, the following

Section presents a qualitative error analysis of its retrieval outputs.

Qualitative Error Analysis

I analyse some errors in the context reranking list and provide examples in Table

4.6 below. The reranking model struggles to find events for temporal questions that

require information about events that occurred after or before a known event. For

example, the question: “What did I do after cycling on March 31, 2020?” asks

for an event after cycling, but the ranking contexts only rank cycling activities at
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Table 4.6: Error examples of the reranking model

Question Ground-truth Contexts Top 5 Ranking Contexts
What did I do
after cycling on
March 31, 2020?

1. From 04:30 to 05:25 PM
on March 31, 2020, I start
riding my bike
2. From 05:27 to 06:06 PM
on March 31, 2020, I am
preparing dinner with
a woman

1. From 04:30 PM to 05:25 PM on
March 31, 2020, I start riding my bike
2. From 05:25 PM to 05:27 PM on
March 31, 2020, I have returned home
3. From 06:53 PM to 06:54 PM on
March 31, 2020, I am eating and
watching
4. From 04:09 PM to 04:30 PM on
March 31, 2020, I am in the kitchen
5. From 01:14 PM to 01:33 PM on
March 31, 2020, I am having lunch
and drinking water

How did I get to
DCU on March
25, 2020?

1. From 11:35 AM to 12:16
PM on March 25, 2020,
I left home and am biking
to go to the workplace

1. From 05:32 PM to 06:09 PM on
March 25, 2020, I have left DCU and
started biking home
2. At 2020-03-25 18:09:11, I have
returned home
3. From 05:15 PM to 05:18 PM on
March 25, 2020, I have reached where
I parked my bike at DCU
4. From 12:16 PM to 12:20 PM on
March 25, 2020, I have arrived at
Tesco by bike and am moving to eat
5. From 05:25 PM to 05:32 PM on
March 25, 2020, I finished working,
left my room with my bike

the top of the list. To address this issue, I suggest incorporating more information

from previous and subsequent events into the context to help the model identify the

correct contexts. Another problem is the ambiguity in the data. For example, the

context for the question, "How did I get to DCU on March 25, 2020?" is leaving

home and riding a bike to the workplace; however, the model does not understand

the workplace and DCU, so it fails to rank this context at the top. It can be

addressed by providing more information, such as that DCU is a workplace.

4.4 Chapter Summary

Initially, I present an interactive solution for lifelog retrieval using the MemoriEase

system. This system demonstrates competitive performance on the LSC and NT-
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CIR Lifelog Task benchmarks. The development through each version improves

the search capability and performance of the system. The RAG pipeline in Mem-

oriEase 3.0 demonstrates a potential application of LLMs for the lifelog QA task,

contributing to a second-place finish in the QA task at LSC’25. Although Mem-

oriEase shows strengths in search flexibility across KIS, ad hoc, and QA tasks,

conversational search, and the RAG pipeline, it still has notable drawbacks. The

reliance on BLIP2 embeddings, while effective for general semantic similarity, fails

to distinguish fine-grained visual details in the ad hoc task. Moreover, in live com-

petition settings, processing speed remains a critical bottleneck. These weaknesses

motivate future development directions for the system.

In addition to the interactive solution, I propose a multimodal reranking model

for automatic context retrieval in lifelog QA, accompanied by systematic experi-

ments on retrieval and reranking. The results demonstrate that embedding-based

semantic retrieval using a language model such as Stella provides a strong baseline,

but can be substantially improved through a fine-tuned cross-encoder reranking

stage. Specifically, fine-tuning a reranking model on question-context pairs achieves

approximately 28% improvement in R@1 and 33% improvement in P@1 over the re-

trieval baseline alone. Further incorporating lifelog images into the reranking model

achieves the highest overall performance, with ModernBERT+ViT obtaining the

best results across the majority of metrics, confirming that visual context provides

a complementary signal to textual features.

These findings collectively address RQ1: What is the most effective context re-

trieval method to support the LifelogQA task when compared to standard retrieval

approaches?. The answer is a two-stage pipeline combining dense semantic retrieval

with a fine-tuned multimodal cross-encoder reranking model that can effectively re-

trieve relevant contexts for lifelog QA and outperform standard methods such as

sparse retrieval (BM25) or dense retrieval only. The first stage efficiently narrows

the candidate pool using embedding similarity, while the second stage refines the

ranking by jointly reasoning over the question, its associated textual context, and
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the corresponding lifelog image. This combination addresses the core challenges of

lifelog QA: the semantic gap between natural language questions and lifelog data,

the multimodal nature of lifelog contexts, and the need for precise relevance judge-

ments beyond surface-level similarity. The retrieval and reranking outputs from this

experiment are subsequently used as the context source for the RAG pipeline in the

Chapter 6 experiments.
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Retrieval-Augmented Generation for

Lifelog QA

In this chapter, I propose an RAG approach for lifelog QA to solve RQ2: How

effective is RAG when generating answers for LifelogQA from retrieved contexts?.

This RAG approach combines retrieval and generation to generate answers to lifelog

questions from a vast volume of lifelog data. Firstly, I will introduce the problem,

challenges, and the approach in Section 5.1. Then I describe the methodology of

the RAG approach in Section 5.2. Experimental results and analysis are discussed

in Section 5.3 and 5.4. Finally, a discussion section with a conclusion of the chapter

and the answer to RQ2 is presented in Section 5.5.

5.1 Introduction

Lifelog QA extends the retrieval task by requiring the system to both identify rele-

vant events and generate natural-language answers to questions about them. Lifelog

QA offers personal insights into lifestyle and memorable events in an ask-and-answer

manner. Although the applications of lifelog QA are numerous, two challenges re-

main in the QA task for lifelog data. Firstly, due to the large volume of lifelog data,

it is necessary to find relevant information for the question before deriving answers.

The accuracy of retrieval models affects the correctness of the answer. Secondly,
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the temporal and multi-modal lifelog data challenge the QA model’s reasoning for

complicated questions. For example, “Who did I talk with at the ICMR conference

last year?”. The QA model first identifies events from last year’s ICMR conference

and then analyses them before providing an answer. The QA task in lifelog has been

introduced in the LSC challenge since 2022 [55] and remains a challenging task with

no specialised QA models.

Although some previous works have already applied the Retriever-Reader for

Open-domain QA [156] or RAG [146], the performance of these methods is not

higher than that of other methods. Several factors contribute to the results, as

stated in their original paper, including the ExtractiveQA model’s superiority for

span-based QA in the DCU-TimelineQA dataset over RAG. However, for an open-

ended QA problem like the one in the OpenLifelogQA dataset, can RAG work

effectively to retrieve lifelog contexts and answer questions in a more unrestricted

form of answers? This chapter aims to resolve this research question by breaking it

down into two sub-research questions as follows.

In the first sub-research question: To what level of accuracy can LLMs in RAG

answer open-ended lifelog questions from retrieved context?, I propose a RAG-based

approach to lifelog QA that combines retrieval and LLM generation. Several LLMs

are evaluated on lifelogQA when provided with retrieved lifelog contexts to check

the performance in terms of accuracy of these models. I also conduct error analysis

and investigate the causes of the models’ failure to answer questions correctly.

The second sub-research question focuses on the fine-grained performance of

LLMs on different question types as mentioned in Section 1.1.2. The question How

does that accuracy decompose across the atomic, temporal and aggregation question

types of OpenLifelogQA? aims to analyse the performance of LLMs in the lifelog QA

task in different types of questions, including atomic, temporal, and aggregation

questions. Through fine-grained analysis, the strengths and weaknesses of LLMs

are examined for each question type. From the results for the two sub-research

questions, the answer to RQ2 can be drawn.
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I apply a standard RAG pipeline, without additional enhancements such as con-

text reranking, advanced prompting strategies, or fine-tuning LLMs, to answer this

RQ. The main reason is to measure how RAG solves the lifelog QA problem when

lifelog data are provided via retrieval. In addition, the RAG approach in this RQ

also serves as a baseline for enhanced RAG with reranking and reasoning-focused

fine-tuned LLMs for the next RQ. This aims to see the difference between standard

RAG and enhanced RAG for the lifelog QA problem.

Formally, in the RAG-based lifelog QA setting, let Q = {q1, q2, ..., qn } denote a

set of questions and A = {a1, a2, ..., an} be their corresponding answers. The task

aims to generate the correct answer ai for an input question qi. The knowledge for

finding answers is a lifelog collection segmented into events (a sequence of images

illustrating a single activity, such as eating or walking). Each event description is

added to the time and location in the metadata to form a lifelog context, such as

"From 12:20 to 12:35 PM 01/01/2020, I had lunch at home with my family" to form

a context, and let C = {c1, c2, ..., cm} denote a list of contexts.

For a given question q, the RAG model first retrieves all contexts relevant to the

question Cq. The relevance is measured using metrics based on the retrieval model,

such as BM25 or cosine similarity.

Cq = Retrieval(q)

From the set of contexts Cq and the question q, the RAG model formulates a

prompt and provides it to an LLM to generate the answer a.

a = LLM(prompt(Cq, q))

From the problem formulation, the RAG approach involves two tasks: context

retrieval and answer generation. The goal of context retrieval is to find the accurate

context needed for a question, while the goal of answer generation is to generate

the correct answer to the question. Details about the methodology of the two tasks,
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Figure 5.1: RAG pipeline for lifelog QA

including retrieval models, LLM details, and analysis, are provided in the following

sections.

5.2 RAG approach

Figure 5.1 presents the RAG pipeline with three main stages: indexing, retrieving,

and question-answering. In the indexing stage, lifelog contexts, along with other

metadata, are indexed into Elasticsearch. The context descriptions, which describe

what the lifelogger is doing in that event, are embedded into embedding vectors by

an embedding model described in Section 5.2.1. Chunking is the process of splitting

long documents into smaller chunks to ensure that each retrieved unit contains a

coherent piece of information that fits within the context window of the language

model. For the chunking strategy in this RAG approach, I treat each context as a

chunk because it contains independent information about the life event. Each chunk

with metadata, including time and location, event description, a keyframe image,

and an embedding vector, is then indexed to the database.

In the retrieval stage, the question is processed into a query by removing the

question word and mark. After that, it is also embedded by the same embedding

model before using its embedding vector for retrieving relevant contexts. I used

112



Chapter 5. Retrieval-Augmented Generation for Lifelog QA

BM25 as a traditional, standard method for retrieving texts as a baseline, and

a novel embedding model, called Stella-en-1.5B-v5, served for semantic search to

compare the two methods’ performance. Information about these two models is

presented in Section 5.2.1. After receiving a ranked list of contexts from stage 2, it

is used in the answer generation stage.

In the answer generation stage, the question and a ranked list of lifelog contexts

are formulated into a prompt. This prompt is provided to the LLMs to generate the

answer to the question. Details about LLMs and the generation stage are described

in Section 5.2.2.

5.2.1 Retrieval

Retrieval models play a crucial role in RAG systems, which retrieve information

from the lifelog context collection to identify relevant contexts for questions. The

model first transforms a question into a query by removing question words and

punctuation marks. The metadata-related information in the question, such as time

and location, is extracted for filtering. The retrieval model then retrieves the most

relevant lifelog contexts by using BM25 or vector-based approaches.

BM25 [127] is a classic lexical retrieval algorithm that ranks documents based

on term frequency and inverse document frequency, weighting the frequency with

which query terms appear in a document relative to their rarity across the collection.

Although BM25 is good at exact keyword matching and computationally efficient,

it falls short when handling synonyms or conceptually related terms. In this RAG

approach, BM25 compares transformed questions and the textual description of

contexts to produce a ranked list of relevant contexts. Elasticsearch natively support

BM25 search on textual columns in the indexed table, so I use the question to search

on the context column. This approach serves as a baseline for comparison with the

other vector-based approaches.

Stella-en-1.5B-v51 is an embedding model that transforms the textual query

1https://huggingface.co/dunzhang/stella_en_1.5B_v5
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into an embedding vector. This vector, along with the embedding vectors of lifelog

contexts indexed in Elasticsearch, is used to compute the cosine similarity between

the query embedding and context embeddings. The ranked list is retrieved by sorting

the cosine similarity in descending order. This approach captures deeper semantic

relationships and better handles vocabulary mismatch, allowing it to find relevant

documents even when they use different but related terms. I chose this embedding

model because it is a general embedding model that ranks No. 5 on the Massive

Text Embedding Benchmark (MTEB)(as of November 30, 2024) [105] with a score

of 71.19 across all 56 text retrieval tasks. In addition, the computational resources

required for this model are suitable for the current available hardware. Elasticsearch

supports both keyword-based search (e.g., BM25) and embedding-based search2.

For vector search, it uses the Hierarchical Navigable Small World (HNSW) graph-

based indexing algorithm, which organises embedding vectors into a hierarchical

structure and enables efficient Approximate Nearest Neighbour (ANN) search for

fast and accurate retrieval. Cosine similarity is used to approximately estimate the

similarity of questions and contexts. Let q denote a question, c denote a lifelog

context description, and fstella denote the Stella-en-1.5B-v5 embedding model. The

embedding vectors of the question and context descriptions are computed as:

eq = fstella(q), ec = fstella(c)

The relevance score between the query and a context is computed using cosine

similarity as defined in Formula (2.1). Finally, contexts are ranked by sorting the

cosine similarity scores in descending order:

Dq = rankd∈D (score(q, d)) (5.1)

2https://www.elastic.co/docs/solutions/search/vector
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Prompt Structure
# Instruction
Please act as a life assistant to answer questions based on the given contexts.
You are given a question about life and a context describing time, location and
description of an event of a person. Your goal is to provide an answer to that
question based on deriving information from the context. Provide only the
answer from the given context and no explanation.

# Examples (Optional)
<few shot QA examples/>

# CoT (Optional)
<few shot QA examples with CoT/>

# Question
<question/>

# Retrieved contexts
<contexts/>

Please provide the answer for question with only information from retrieved
contexts.
Answer: 

Figure 5.2: A structure of a prompt for LLMs

5.2.2 Answer Generation

In the RAG approach to lifelog QA, LLMs receive a prompt, retrieved contexts,

and a question as input and generate an answer. A prompt for RAG includes

several sections, from instruction to examples, optional CoT, retrieved contexts,

and questions. The structure of the prompt provided to LLMs can be seen in Figure

5.2. For the instruction, I refer to some prompt engineering guidelines3 to construct

a role-played, clear goal and objectives for LLMs. I experiment with different types

of examples in the prompt, from few-shot (5 examples of Q and A) to Chain-of-

thought (CoT) [166] (several examples of intermediate explanations leading to the

answer). The question and retrieved contexts are appended after examples. Finally,

the word “Answer:” is placed at the end to prompt LLMs to directly generate an

answer without any other supplementary text. The prompt is then fed to LLMs to

generate the answer.

I use two LLMs for the experiment, Mistral 7B Instruct V0.3 [69] and Llama 3.1

3https://cloud.google.com/discover/what-is-prompt-engineering
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8B Instruct [2], and two other smaller models, BART [86] and T5 [123] for compar-

ison. I selected Mistral 7B and Llama 3.1 due to their strong performance across a

wide range of benchmarks (MMLU [62], GSM8K [29], HumanEval [21]), where they

were among the leading open-source models at the time of experimentation. Fur-

thermore, both Mistral AI and Meta are recognised for their important contributions

and leadership in large language model research and development, with numerous

models released. Meanwhile, BART and T5 are two state-of-the-art language models

from before the time of LLMs. They can solve various tasks in NLP and deliver high

performance [86, 123]. I use these two models to provide a comparison with LLMs

to highlight the challenge of the lifelog QA task and the need for an LLM-based

RAG approach to address it. Details about these models are as follows:

Mistral 7B Instruct V0.3 [69] is a language model introduced by the Mis-

tral.AI Research team. It has 7 billion parameters and is fine-tuned for instruction-

following tasks to deliver precise, context-aware responses. Its performance across

benchmarks is superior to that of Llama2 7B and Llama2 13B. Additionally, this

model demonstrates reasoning capability in coding problems. Hence, I chose the

Mistral 7B model for the generation part in RAG to solve lifelog QA questions,

especially aggregation questions that require reasoning.

Llama 3.1 8B Instruct [2] developed by Meta is a state-of-the-art instruction-

tuned language model optimized for multilingual conversational use. This model

is trained on a massive dataset of over 15 trillion tokens, including both publicly

available content and synthetic instruction examples. This model was released in

July 2024 and achieved strong performance on benchmarks such as MMLU and Hu-

manEval. I use this model to compare Mistral 7B Instruct V0.3 to comprehensively

view LLMs in lifelog QA.

BART [86] and T5 [123] models serve as baseline language models for compar-

ison with LLMs. BART is a denoising autoencoder that combines bidirectional and

autoregressive transformers for pretraining, making it effective across a range of gen-

erative tasks. T5, on the other hand, frames all NLP tasks as text-to-text problems
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and is pretrained on a large corpus using a span-corruption objective. Both models

are strong, pretrained sequence-to-sequence architectures, yet they are considered

relatively small compared to modern LLMs like GPT-4 or Llama.

5.3 Experiment

This section presents the experimental evaluation of the proposed RAG pipeline for

lifelog QA. I first describe the experimental settings, including dataset configuration,

retrieval and generation hyperparameters, and evaluation metrics. I then report and

analyse results across two stages: context retrieval, comparing BM25 and Stella-

en-1.5B-v5 as retrieval models, and answer generation, comparing small language

models (BART and T5) against LLMs (Mistral-7B and Llama-3.1-8B).

5.3.1 Experimental Settings

I used the OpenLifelogQA evaluation set to tune the retrieval and generation hyper-

parameters before running prediction and reporting the results on the test sets of

OpenLifelogQA and DCU-TimelineQA. Information about these datasets has been

presented in Section 3.2. As each question in the dataset has a specific date, for

example, “How long did I have lunch on January 01, 2020?”, there is a filter for

retrieval on a date. For the retrieval setting, I set the top K retrieved lifelog con-

texts, with K from 1 to 100, as the maximum context per day is around 100. The

vector embeddings for queries and lifelog contexts are 1024. I set up experiments

on different retrieved contexts, including the top 20, the top 50, the all-day context

(all contexts on the date of the questions), and the oracle (the ground-truth context

of QA). For the LLMs, I set the temperature to 0.5, top P to 0.5, and the maximum

number of generated tokens to 256. Details about setting up RAG for lifelog QA

and reproducing experiments are published on GitHub 4. All experiments are con-

ducted on an NVIDIA A100 GPU with 80 GB of memory. For evaluation metrics,

4https://github.com/linh222/rag_openlifelog_qa
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Table 5.1: Context retrieval results on the OpenLifelogQA test set.

Metrics BM25 Stella-en-1.5B-v5
R@1 0.2299 0.3765
R@5 0.6829 0.7767
R@10 0.8171 0.8801
R@20 0.9138 0.9435
R@50 0.9859 0.9918
P@1 0.309 0.5265
P@5 0.1999 0.2479
P@10 0.1273 0.1476
P@20 0.0795 0.0854
P@50 0.0518 0.0524

the Recall@K and Precision@K as defined in Formula (3.2) and (3.1) are used for

retrieval evaluation. BERTScore, ROUGE-L, and LLM-as-a-judge with the GPT-4o

model, as defined in Formula (3.8), (3.3), and (3.9), are used as evaluation metrics

for answer generation. Details about these metrics are already presented in Section

3.4.

5.3.2 Results

Table 5.1 provides the retrieval performance of two approaches for the context re-

trieval task on the OpenLifelogQA test set. This result has been presented in the

previous chapter in Section 4.3.3, but I show it here again to illustrate the per-

formance of retrieval in the RAG setting and point out how it affects the overall

QA performance. On the OpenLifelogQA test set, BM25 performs worse than the

Stella-en-1.5B-v5 model across all metrics. BM25 only achieves 22.99% Recall@1

and 91.38% Recall@20, compared to 37.65% Recall@1 and 94.35% Recall@20 in the

Stella-en-1.5B-v5 model. The results indicate that the lexical-matching approach

finds contexts for lifelog QA less accurately. This is due to a mismatch between the

formats of temporal information in lifelog contexts and in queries. The diversity of

date and time formats, such as 9:24 PM vs. 21:24, January 1, 2020 vs. 01/01/2020,

makes it challenging for BM25 to find the correct context. Meanwhile, as the Stella-

en-1.5B-v5 model is trained on massive data with various date and time formats, it
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Table 5.2: Experimental result of two LLMs and baseline models for all-day contexts
on the OpenLifelogQA test set (all lifelog contexts on the day of questions).

Models BERT Score ROUGE-L LLM Score
BART 0.8131 0.0529 0.4077

T5 0.8356 0.0977 0.4936
Mistral-7B 0.9161 0.3954 0.6950

Llama-3.1-8B 0.9138 0.3838 0.7536

can better retrieve this information. Another reason for the low performance is the

lack of information in the question. For example, questions like “What did I do at

3 PM on January 01, 2020?” do not contain any information about specific activity

but only the time at 3 PM. If the retrieval model fails to understand time, it cannot

find the correct context.

The retrieval results on the DCU-TimelineQA test set are presented in Table

4.5. It achieves a very high performance with approximately 93% Recall@1 and 99%

Recall@5 from the Stella-en-1.5B-v5 model. Due to the synthetic nature of DCU-

TimelineQA and the small number of candidates after performing date filtering, it

is easier to find the correct context for the question than in the OpenLifelogQA

dataset. The retrieved contexts are then used to prompt LLMs to generate answers

with the results in the next paragraphs.

Table 5.3: Experimental results of two LLMs for the DCU-TimelineQA test set

Models BERT Score ROUGE-L F1-Score
Mistral-7B 0.9748 0.8596 0.7614

Llama-3.1-8B 0.9812 0.9036 0.8298

Although the R@50 are approximately 99.18% from the Stella-en-1.5B-v5 model,

I report the QA result from all-day contexts in Table 5.2 to show the performance

of LLMs when provided with all necessary contexts. Both small language models

perform poorly on this task. T5 is better than BART with 83.56% BERT Score

and 0.4936 LLM Score. However, both models achieved an ROUGE-L score below

10%, indicating low performance in generating answers that match the format of

the ground-truth answers. On the other hand, the Mistral 7B model outperforms

the Llama 3.1 8B model in BERT Score and ROUGE-L metrics, but the Llama 3.1
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8B model achieves a higher LLM Score. Llama 3.1 8B achieves a 91.38% BERT

Score, 38.38% ROUGE-L Score, and 0.7536 LLM Score. This score indicates that

the Llama model follows the instructions to generate accurate answers, but does

not align the format of the ground-truth answers. In addition, although the BERT

Score is high, the ROUGE-L and LLM Scores are moderate. This indicates that the

semantics of predicted and ground-truth answers are highly correlated; however, the

accuracy of the predicted answers is not high.

Table 5.3 reports the QA performance of two LLMs when provided with all-

day lifelog contexts on the DCU-TimelineQA test set. I do not report the results

from two SLMs (BART and T5) because the two models cannot generate the desired

answer, resulting in low performance. Overall, Llama-3.1-8B outperforms Mistral-7B

across all three metrics, achieving a BERT Score of 98.12%, a ROUGE-L of 90.36%,

and an F1 score of 0.8298, compared to 97.48%, 85.96%, and 0.7614 for Mistral-7B,

respectively. The high BERT Score of both models indicates that their generated

answers are semantically close to the ground-truth answers. The F1 scores further

confirm this trend, with Llama-3.1 8B achieving a notably higher F1 of 0.8298.

These results suggest that when provided with relevant contexts, both LLMs can

effectively leverage the contextual information to generate accurate and well-formed

answers to lifelog questions.

The result here provides an answer for RQ2.1: To what level of accuracy can

LLMs in RAG answer open-ended lifelog questions from retrieved context?. Overall,

the results demonstrate that LLMs can leverage retrieved lifelog contexts to gener-

ate relevant, context-aware answers, substantially outperforming smaller language

models. When provided with retrieved contexts, both Mistral 7B and Llama 3.1

8B achieve over 90% BERTScore and over 70% LLM Score. This shows that LLMs

can understand lifelog contexts and capture the core meaning needed to answer

open-ended lifelog questions.

However, the moderate ROUGE-L demonstrates that accurate semantic under-

standing does not always translate into fully correct or precise answers. In particu-
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Table 5.4: Experimental results for different types of questions in the Llama 3.1 8B
model for all-day contexts on OpenLifelogQA.

Question types BERT Score ROUGE-L LLM Score
Atomic 0.9140 0.3616 0.7490

Temporal 0.9293 0.4344 0.8256
Aggregation 0.9085 0.4086 0.7383

lar, LLMs often struggle with numerical reasoning and fail to produce the expected

answer format. Even when relevant contexts are available, the models may pro-

duce plausible but partially incorrect responses. Therefore, while LLMs show clear

potential for lifelog QA within a RAG framework, their answer accuracy remains

constrained by limitations in reasoning and precise information extraction. To gain

a deeper understanding of the results, I perform several analyses, which are included

in the following section.

5.4 Analysis

To further investigate the RAG approach in lifelog QA, I perform some analysis on

various aspects, including performance on different question types, context settings,

and prompts. This section presents these analyses and the qualitative error analysis

in the predictions.

5.4.1 Performance Across Different Question Types

To examine LLMs’ performance across different question types, I aggregate metrics

by question type. Table 5.4 shows the performance of the Llama-3.1 8B model in

all-day context settings for different types of questions. This model achieves the

highest scores on temporal questions, with 43.44% ROUGE-L and 82.56% LLM

Score, followed by Atomic with 36.16% ROUGE-L and 74.90% LLM Score. Ag-

gregation questions are the most challenging type of question, and the Llama 3.1

8B model achieves the worst performance on this type, with an LLM Score of only

73.83%. Although the ROUGE-L of aggregation questions is higher than the figure
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for atomic questions, it only indicates the lexical matching of predicted and ground-

truth answers, not the accuracy of meaning. This result is expected because the

aggregation question is difficult due to the complex reasoning required to calculate

the performance from a lifelog context.

From the result of this analysis, the answer to sub-research question 2.2, How does

that accuracy decompose across the atomic, temporal and aggregation question types

of OpenLifelogQA? can be drawn. A baseline Llama 3.1 8B model in a RAG setting

performs well across various question types, achieving strong results on temporal

and atomic questions but showing low performance on aggregation questions. With

an 82.56% LLM Score for the temporal question, this LLM demonstrates the ability

to understand temporal contexts in lifelogging, including time dependencies between

contexts such as preceding and following events, to generate correct answers. Atomic

questions are simple and can be answered with information from a single event, which

explains the LLM’s good performance. In contrast, the aggregation question poses

a greater challenge when it requires aggregation information from multiple events,

requiring analysis or calculation before generating answers. There remains room for

improvement in LLM reasoning in lifelog QA aggregation questions.

5.4.2 Performance in Different Context Settings

To examine the influence of context on answer generation, I analyse the performance

of LLMs across different context settings, ranging from top-20 and top-50 retrieved

contexts to all-day contexts (all contexts on the date of that question) to oracle

contexts (ground-truth contexts for that question). Figure 5.3 illustrates the per-

formance of two LLMs in lifelog QA tasks when different contexts are provided in

the prompt. It can be seen that, as the number of contexts increases, this increase

is observed in the BERT Score but not in the two other metrics. This is expected

because the Recall@20 and Recall@50 are not very different, but the longer context

length at 50 contexts makes LLMs fail to identify the correct contexts from which

to derive the answer. All-day context performs the worst, as all contexts on the
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Figure 5.3: Performance of Llama 3.1 (line) and Mistral (dashed line) on OpenLifel-
ogQA under different context settings.

question date are long and unranked, so LLMs fail hard in this context. When pro-

vided with ground-truth context, the performance boosts. However, when provided

with oracle contexts, LLMs do not always generate correct answers. It indicates

that LLMs cannot fully understand the context to generate correct answers, or the

ground-truth contexts still lack information to generate an answer. For this reason,

I perform error analysis to identify LLM failure modes.

5.4.3 Performance on Different Prompts

As discussed in Section 5.2.2 with three different types of prompts, including zero-

shot learning, few-shot learning, and CoT, I examine the influence of prompts on

answer generation by experimenting with different prompts. Figure 5.4 illustrates

the performance of the Llama 3.1 model across different types of prompts. Notably,

the prompt has no big impact on the model’s performance. Few-shot learning and

CoT are emerging capabilities of LLMs, as seen in models with hundreds of billions of

parameters [167], suggesting that the 7B and 8B models cannot learn from examples

in the prompt. The CoT prompt provides slightly better performance than the other

two prompts. However, few-shot learning is expected to improve LLM performance,
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Figure 5.4: Performance of the Llama 3.1 8B model on OpenLifelogQA under dif-
ferent prompting instructions, measured using the scaled LLM score.

but it actually has the opposite effect. This may indicate that the LLMs are not

large enough to follow the instruction examples. Further experiments are necessary

to evaluate the effectiveness of prompts for lifelog QA in larger LLMs.

5.4.4 Qualitative Analysis

Table 5.5 shows some examples of correct and wrong predictions from Llama 3.1

models on oracle contexts. In the first example, the model correctly inferred the

event duration, with only a slight discrepancy in phrasing, but the ground-truth

answer is slightly incorrect, resulting in a 0.8 LLM score. However, in the second

example, the model failed to capture the full semantic meaning of the event, leading

to context confusion and an incomplete answer, resulting in a lower score. It misun-

derstands the intention of where to go to provide a correct answer. These examples

highlight the strengths and weaknesses of LLMs in the lifelog QA task, revealing

the room for improvement.
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Table 5.5: Some examples of Llama 3.1 predictions

Question Oracle Contexts Ground-
truth An-
swer

Predicted
Answer

LLM
Score

How long did
I prepare din-
ner on March
15, 2020?

From 05:01 PM to 05:54
PM on March 15, 2020,
I finish checking and pre-
pare dinner at Home.

I prepared
dinner for
about 52
minutes.

I prepared
dinner in 53
minutes.

0.8

Where did
I go at 7:08
AM on June
4, 2020?

From 07:08 AM to 07:09
AM on June 04, 2020, I
went to the gate to re-
ceive a courier package at
Home.

I went to
the gate to
receive a
courier pack-
age.

Home 0.2

5.5 Chapter Summary

This chapter investigates a solution for lifelog QA through the RAG approach and

aims to find an answer to RQ2: How effective is RAG when generating answers for

LifelogQA from retrieved contexts? by systematically evaluating different retrieval

models and LLMs in RAG for lifelog QA. Through extensive experiments and de-

tailed analysis across various aspects of RAG, several important findings have been

made regarding its effectiveness and limitations for lifelog QA. Overall, there are 3

important points to point out:

Firstly, the experimental results demonstrate that retrieval performance affects

overall RAG performance and is a critical prerequisite for successful lifelog QA. As

the analysis depicted in Figure 5.3 shows, longer context does not always bring better

performance, but a short and well-ranked list of contexts can do that. Compared

to the lexical BM25, the semantic retrieval approach based on Stella-en-1.5B-v5

consistently achieves higher Recall@K and Precision@K. This highlights a better

approach to retrieval in lifelog QA: an embedding-based approach. This approach

can capture and present temporal expressions, activity descriptions, and contextual

details that exhibit high variability in surface form. Semantic embeddings are better

suited to bridge this mismatch and retrieve relevant contexts even when queries lack

explicit activity keywords. Nevertheless, retrieval remains imperfect, especially for
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questions that rely heavily on implicit temporal cues or sparse query information.

This highlights that effective RAG architectures for lifelog QA must incorporate

retrieval models that are robust enough to capture temporal order and heterogeneous

lifelog descriptions.

Secondly, the generation results demonstrate LLMs’ superior performance com-

pared to small language models. Both Mistral 7B and Llama 3.1 8B show strong

semantic alignment between generated and ground-truth answers, as indicated by

high BERTScore values. However, the discrepancies between BERTScore, ROUGE-

L, and LLM Score imply that semantic similarity does not always imply correctness.

ROUGE-L is below an average point of 50%, while LLM Score is around 75% to 80%

accuracy. This is particularly evident in aggregation questions, where models often

generate plausible but incorrect answers, such as a wrong number. Therefore, an

effective RAG architecture for lifelog QA must go beyond surface-level generation

and support reliable reasoning over multiple events.

Third, fine-grained analysis across question types shows that baseline LLMs

within a RAG framework perform unevenly. Temporal and atomic questions are

handled relatively well, as they typically require identifying one or a small num-

ber of relevant events and extracting explicit information. In contrast, aggregation

questions remain challenging due to the need for multi-step reasoning, counting, or

duration calculation across multiple contexts. This finding suggests that while the

current RAG approach is effective for retrieval-augmented recall, they are less effec-

tive for retrieval-augmented reasoning. This problem leaves room for improvement

in aggregation questions in lifelog QA.

Other than those 3 key points, RAG for lifelog QA also demonstrates scalability.

To address the challenge of the growing velocity of lifelog data, the RAG approach

is highly scalable. As new lifelog data is generated, automatic event segmentation

and description creation can be done using advanced image-to-text models, such

as BLIP2 [90]. These descriptions can be processed and embedded into vector em-

beddings before indexing them in databases. Furthermore, this approach supports
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incremental updates, requiring only new data to be indexed. The RAG approach al-

lows retrieval models and LLMs to handle new data without additional fine-tuning.

However, the use of LLMs for lifelog data needs consideration for privacy. The

deployment of lifelog QA systems introduces privacy concerns due to the sensitive

nature of personal data involved. Lifelogs often include intimate details of an in-

dividual’s daily life, such as social interactions and location history. Ensuring the

security and confidentiality of this data requires robust mechanisms for encryption,

access control, and secure storage. Furthermore, since LLMs are not trained on per-

sonalised data, their responses may reflect generic biases or incorrect assumptions,

particularly when questions lack sufficient context.

There are some limitations in this RAG approach. The performance of different

prompt types shows a drawback of LLMs for lifelog QA. The evaluation indicates

differences in the effectiveness of zero-shot, few-shot, and CoT prompts. This evalu-

ation suggests that a small-parameter LLM may lack the capacity to exploit prompt

engineering techniques. Larger models or fine-tuned variants could improve perfor-

mance, particularly for complex reasoning tasks such as aggregation and temporal

questions. Additionally, the evaluation is limited to a single lifelog dataset, and the

findings for other lifelog collections or real-world deployments remain to be validated.

In conclusion, this chapter demonstrates that RAG architectures are a viable

and effective approach for lifelog QA, particularly for handling large-scale lifelog

data and open-ended questions. Effective integration of retrieved lifelog context

requires robust semantic retrieval tailored to temporal and personal data, as well

as LLMs capable of contextual understanding. While current RAG designs show

strong performance on atomic and temporal questions, aggregation questions in

lifelog QA remain an open challenge. These findings answer RQ2 by showing that

RAG architectures can effectively support context-aware lifelog QA, but further

enhancements are necessary to fully address the complex reasoning demands inherent

in lifelog data. The next chapter focuses on addressing this problem by proposing

reasoning LLMs for lifelog QA.
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Reasoning Large Language Models

for Lifelog QA

In this chapter, I present reasoning-enhanced lifelog LLMs for lifelog QA, specialised

for LLMs that can generate reasoning before answering, as mentioned in Section

2.3.3. The work in this chapter aims to address RQ3: Can LLMs with reasoning

capability improve the accuracy of answers for aggregation questions in lifelog QA

compared to standard LLM baselines in RQ2?. This question focuses on aggregation

questions, a type of question requiring aggregating information from multiple event

information to answer in lifelog QA, as mentioned in Section 1.1.2. This type of

question poses challenges for standard LLMs to find the answer, as the result from

the last experiment in Section 5.3 shows. To find the answer to this RQ, I first

introduce reasoning LLMs in Section 6.1 and explain why lifelog QA needs them for

aggregation questions. Section 6.2 introduces an approach to enhance reasoning in

lifelogQA using different prompt strategies and fine-tuning methods. The experi-

ment section 6.3 provides information on the experiment setup and results. Analysis

and discussion are presented in Section 6.4. Finally, the conclusion and answer for

RQ3 are discussed in Section 6.5.
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6.1 Introduction

Aggregation questions such as “What is my favourite airline in 2020?” or “How long

did I exercise last week?” pose a challenge for the lifelog QA model, as shown in

the experiment in Section 5.3. Unlike atomic questions that can be answered from

a single context, aggregation questions require the model to reason across multiple

contexts of lifelog data. This makes them particularly demanding, as the model must

not only retrieve all relevant contexts but also perform numerical or comparative

reasoning over them, such as summing durations, counting occurrences, or ranking

frequencies. These questions are also among the most practically valuable in a

personal lifelog setting, as they reflect the kind of reflective, long-term queries that

users are most likely to ask about their own lives, such as tracking health habits,

travel patterns, or daily routines over time. This motivates further investigation

into dedicated strategies for handling aggregation queries. To address the challenge

posed by aggregation questions, both the retrieval and generation stages of RAG

should be robust enough to identify relevant contexts and analyse them effectively to

generate the answer. Because aggregating and calculating capabilities are required

to generate correct answers, reasoning LLMs are a potential model for this type of

question.

Reasoning LLMs are generative LLMs that have also acquired reasoning capabil-

ities. Reasoning capability allows models to generate intermediate rationales before

deriving the final answer. While general reasoning capability focuses on solving

mathematical and code-generation problems, reasoning for lifelog aggregation ques-

tions stands out for several key differences. Firstly, aggregation questions require

LLMs to analyse the context, determining whether it is relevant before generating

answers. Some contexts can confuse LLMs, such as for a question “How long did I

stay at the workplace last Friday?” and contexts “At 12:14 PM on Friday, I left my

office for lunch at the canteen.” LLMs can misunderstand the context of “left office”

and choose it as the end time of the question. Secondly, although some LLMs are

very good at reasoning, some mathematical problems, especially time-related ones,
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such as calculating the difference between two timestamps, still trick the models.

To solve RQ3, I begin by extending a lifelog-specific RAG pipeline in previous

chapter with context reranking from Section 4.3, and benchmark a diverse set of

LLMs, including open-source LLMs (Llama 3.1 8B Instruct [2], Qwen3 8B, Qwen3

14B [150], GPT-oss-20B), proprietary LLMs (GPT-4o [112], GPT-o4-mini), and

vision-language models (LLaVA Next Interleave 7B [88]) in the RAG setting. The

model choice has been discussed in Section 3.5. A fine-grained analysis reveals that

while current models can handle simple atomic questions, small open-source models

consistently struggle with reasoning-intensive aggregation queries. Although the

calculations required for aggregation questions are not as complex as those involved

in coding or high-level mathematics, open-source LLMs struggle to reason about

temporal context and perform accurate calculations. To address this gap, I propose

a fine-tuning approach that combines supervised and reinforcement learning, aiming

to strengthen temporal and aggregation reasoning in LLMs for lifelog QA.

6.2 Enhancing Reasoning for LifelogQA

Figure 6.1 illustrates the full pipeline of enhancing reasoning LLMs in RAG for lifelog

QA. It is divided into two phases, offline and online. In the offline phase, the data

for contexts, embeddings, and metadata is indexed in the Elasticsearch database.

In addition, reranking model training and reasoning-enhanced LLM fine-tuning are

also performed in this step. In the online phase, the question is processed, retrieved

contexts are formulated into a prompt, and the answer is generated. As the retrieval

result has been presented in Chapter 4, in this chapter, I mainly focus on the answer

generation part with LLM fine-tuning and prompt formulation.

There are several key differences and enhancements in this pipeline compared

to the RAG pipeline in Section 5.2. Firstly, I apply a reranker from Section 4.3

to improve the ranking quality of retrieved contexts. This aims to compare with

the baseline RAG in RQ2 without reranking. Secondly, the prompt formulation is

enhanced with dynamic prompt selection, which will be presented in the following
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section. A more tailored prompt for each question word is designed to provide

LLMs with clear, specific examples of how to approach and solve them. Finally,

fine-tuned LLMs with reasoning enhancements are the main difference compared

to the previous RAG pipeline and are expected to solve the aggregation questions

effectively. Details about reasoning LLMs are provided in the following sections.

6.2.1 LLMs

Lifelog data is personal and private, so LLMs are not directly trained on it to answer

questions related to lifelogging. However, thanks to the vast amount of trained

data and strong capabilities in in-context learning, LLMs can refer to examples

of lifelog QA pairs to answer new lifelog questions. I aim to explore the use of

LLMs in processing retrieved contexts and generating the answer in lifelog QA, so

I experiment on a wide range of LLMs, from proprietary to open-source models of

various sizes. Proprietary LLMs are closed-source models that need to be paid to

use, and I chose two models from the OpenAI provider. Open-source models are

chosen from Llama from Meta and Qwen from Alibaba.

Although I primarily focus on the textual contexts of lifelog events to answer

questions, as they convey most of the meaning of events, lifelog images also contain

information that the contexts may miss. For example, a text description might

record that a person “had lunch at a café”, but the accompanying image could reveal

the specific food on the plate, the brand of drink, or even a companion sitting across

the table, and the question asks for the food. Therefore, I also evaluate a VLLM

that incorporates both contexts and images in a single prompt for answer prediction.

Details about these models are provided as follows:

• GPT-4o [112]: is a state-of-the-art omni model from OpenAI. It is trained

on a massive amount of data from websites, code & math, and multi-modal

data. Although the model can be prompted to generate step-by-step reasoning

thanks to training on code and math data, I classify it as a non-reasoning

LLM because it requires explicit prompting to produce step-by-step reasoning,
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Figure 6.1: Pipeline for enhancing reasoning LLMs in lifelog QA.
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rather than doing so inherently. GPT-4o matches GPT-4-Turbo in English

text and code generation while surpassing it in non-English text generation.

However, with 50% cheaper API cost than GPT-4-Turbo, I choose it to play

as a non-reasoning proprietary model for lifelog answer generation.

• GPT-o4-mini 1: is a reasoning model trained to think longer before respond-

ing. It is optimised for fast and cost-efficient reasoning while achieving SOTA

performance in AIME 2024 and 2025 benchmarks. I chose it as a proprietary

model due to its high performance and low cost.

• GPT-oss-20B 2: is an open-sourced reasoning model from OpenAI. GPT-oss-

20B is a transformer-based model leveraging Mixture-of-Experts (MoE) [139]

with 3.6B active parameters in a total of 20B parameters. Thanks to training

on the chain-of-thought prompt and reinforcement learning for reasoning, this

model demonstrates strong reasoning capabilities. I use this model to compare

with reasoning models from Qwen3 and closed-source GPT-4o and o4-mini

models.

• Qwen3 14B [150]: is a member of Qwen3 family models with 14 billion

parameters. It is a reasoning model, thanks to the Strong-to-Weak Distillation

pipeline, which enables learning of reasoning capability from a larger model,

such as Qwen3 235B. Qwen3 14B Base achieves a higher performance than

Phi-4 and Qwen2.5-32B-Instruct on various benchmarks from general tasks,

math & STEM tasks, to coding tasks. I use this model to compare it with

the Qwen 8B model and evaluate the improved performance that results from

increasing LLM size.

• Qwen3 8B [150]: is in the same family with Qwen3 14B but only has 8 bil-

lion parameters. It is also a reasoning model trained in the Strong-to-Weak

Distillation pipeline. It outperforms other models of the same size, such as

1https://openai.com/index/introducing-o3-and-o4-mini/
2https://openai.com/index/introducing-gpt-oss/
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Llama-3.1-8B-Instruct, Gemma-3-12B-IT, or even Qwen2.5-14B-Instruct, in

various benchmarks. I use this model to compare with Qwen 14B for perfor-

mance differences in size and Llama 3.1 8B Instruct for non-reasoning versus

reasoning in lifelog QA.

• Llama 3.1 8B Instruct [2]: is an instruction-tuned with 8 billion parame-

ters and a 128k-token context window, introduced in July 2024. It is a non-

reasoning model, but it can generate step-by-step rationales through guidance

in a prompt. I observe that the model is prone to hallucinating thoughts when

the question is challenging, making it less well-suited for reasoning tasks. I

use this model to compare it with Qwen3 8B in terms of its ability to generate

answers in lifelog QA and to improve its reasoning capabilities in temporal

and aggregation reasoning.

• LLaVA Next Interleave 7B [88]: addresses the challenge of single-image

task visual instruction tuning for LLMs by introducing multi-frame/image

integration into the LLM prompt. I use the Qwen 1.5 7B version as the

LLM backbone to enable direct comparison with other LLMs of similar size.

The model achieves state-of-the-art performance in various multi-image and

video understanding tasks, demonstrating superior capability in reasoning over

temporally and spatially related visual inputs. It is a suitable model for lifelog

QA testing, where temporal reasoning and multiple-image inputs are crucial.

6.2.2 Prompt

I designed a dedicated prompt for lifelog QA, with details organised into sections

inspired by a prompt engineering guideline3. There are seven sections in the prompt,

but some of them are optional for experimental purposes, including Role& Objective,

Instruction, Reasoning (Chain-of-thought), Examples, Output Format, Question,

and Retrieved Context. This prompt structure is inherited from the prompt struc-

3https://cloud.google.com/discover/what-is-prompt-engineering
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Prompt Structure

# Role and Objective
You are a life assistant AI designed to answer life-related questions based on contex-
tual event data from a person’s lifelog.

# Instruction
You are given a question and a context that describes the time, location, and activity
of a person. Your task is to answer the question based solely on the context by
deriving information carefully and logically. Each question word has a different way
to find the answer; for example, for a “how long” question: You find the start time
and end time of an event in the context, then calculate the difference to find out how
long the event lasted.

# Reasoning steps (Optional)
<Steps of performing reasoning to find the answer/>

# Examples (Optional)
<few-shot QA examples/>

# Output Format
Provide the answer as a short sentence starting with “I . . . ”. Answer must be under
10 words. No extra explanation is allowed.

# Question
<question/>

# Retrieved contexts
<contexts/>

Please provide the answer for the question with only information from the retrieved
contexts.
Answer:

Figure 6.2: A structure of a prompt for LLMs. In certain experiment settings (as
seen in later sections), optional sections are excluded. For example, the Examples
can be omitted to test the models’ one-shot capabilities.

ture in Section 5.2.2, but it also presents clearer sections and detailed instructions.

The full prompt structure can be seen in Figure 6.2.

The Role&Objective section provides short guidance on the role of LLMs in this

problem. The Instruction section guides the model in the task of lifelog QA that it

needs to perform. Examples are selected dynamically based on the question word

(What, Where, How) to provide specific examples for each question word. Three

examples (3-shot) are chosen for the experiments. The Reasoning section provides

instructions for the chain-of-thought [166] strategy to find the answer. The Output

format section describes the guidance for the desired output format of the answer,
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to ensure a high match between predicted and ground-truth answers. Finally, the

question and the list of retrieved contexts are included in the prompt. For VLLMs

(i.e., LLaVA Next), the image for each context is inserted after the textual descrip-

tion in an interleaved manner, as suggested by the authors of LLaVA Next. An

example of a prompt main structure can be found in the Appendix Section A.1.

6.2.3 Fine-tuning methods

To enhance LLM performance on lifelog QA, particularly in temporal reasoning and

information aggregation, I propose a hybrid fine-tuning approach. I combine both

supervised fine-tuning and reinforcement learning through Group Relative Policy

Optimisation (GRPO) [138]. The supervised fine-tuning phase on atomic questions

(simple, need only one event to answer) aims to provide the LLM with personalised

lifelog contexts and question-answer pairs to help it familiarise itself with lifelog data.

The GRPO fine-tuning phase on temporal and aggregation questions (related to time

constraints and information aggregation, like count, sum) forces the model to think

step-by-step to derive accurate answers. This dynamic thinking strategy optimises

the efficiency and accuracy of lifelog QA by mimicking how humans answer questions.

For easy questions, such as atomic questions, whose answers can be derived from

a single context, LLMs can quickly generate the answers without effort. For more

challenging questions, such as temporal and aggregation, LLMs are forced to think

and reflect before providing final answers. Details about two fine-tuning methods

are provided as follows:

Supervised Fine-tuning (SFT): For each QA pair in the training dataset,

I formulate an input of a prompt, retrieved contexts, and a question. The output

is the answer to that question. The optimisation minimises the standard token-

level cross-entropy loss between the model’s generated output and the ground-truth

answer. LLM learns to locate specific contexts and generate answers, improving its

ability to handle factual recall and straightforward atomic questions. Formally, the
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loss is defined as:

LSFT = − 1

N

N∑
i=1

Ti∑
t=1

logPθ

(
y
(i)
t | x(i), y

(i)
<t

)
(6.1)

where N is the number of training examples, Ti is the length of the target answer

in the i-th example, x(i) represents the input sequence, y(i)t is the target token at

position t, and Pθ denotes the probability predicted by the model with parameters

θ.

This phase ensures that LLMs already understand the lifelog domain before

tackling more complex temporal and aggregation reasoning. In addition, supervised

fine-tuning helps the model generate the desired answer format, which increases the

lexical matching score, such as ROUGE-L.

Reinforcement Learning Fine-tuning: I adopt Group Relative Policy Op-

timisation (GRPO) to fine-tune LLMs for temporal and aggregation questions.

GRPO, originally introduced in the DeepSeekMath model [138], is an efficient vari-

ant of Proximal Policy Optimisation (PPO) designed for LLM training. Unlike

PPO, which relies on a separate value model to compute advantages, GRPO elim-

inates the need for value function approximation by using the average reward of

multiple sampled outputs for the same question as the baseline. Specifically, for

each question, the old policy samples several responses, each scored by a reward

model, and the relative advantage of each output is computed with respect to the

group average. This design reduces memory and computational overhead, stabilises

training, and aligns well with the comparative nature of reward models. GRPO

then optimises the policy to maximise these relative advantages while applying a

KL-divergence regularisation term between the policy and a reference model to pre-

vent over-optimisation. The GRPO objective has been defined in (2.6). I propose

several reward functions to optimise the reasoning capability of LLMs in lifelog QA

and the accuracy of the answer. These functions span from matching format and

reasoning effort to the accuracy of the answer. Details about these reward functions

are as follows:
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• Matching format functions: I developed two functions to verify the output

format from the LLM. One of which is to ensure the LLM generates 2 thinking

tokens (<think>and </think>), the thinking content between the tokens, and

the final answer after the </think>token. The second function ensures that

only 1 pair of </think>is generated; any more will incur a penalty.

• Reasoning effort function: I design a reward function that evaluates the length

of the model’s generated reasoning. Since temporal and aggregation questions

are generally less complex than mathematical or coding problems, I limit the

model’s reasoning to fewer than 1000 words. I found that extended reasoning

often results from repetitive self-reflection, even when the answers are already

correct, unnecessarily slowing the generation process. Therefore, I set a 1000-

word cap to improve efficiency.

• Answer accuracy functions: I use Exact Match, BERT Score [185], and ROUGE-

L Score [93] to measure the accuracy of the final answer, compared to the

ground-truth answer. These metrics aim to optimise the format and style of

open-ended answers to follow the ground-truth answer. LLM-as-a-judge [48]

can be used to evaluate the accuracy of the answer; however, due to its high

cost, I only utilise the automatic metrics above.

Due to limited computing resources, I fine-tune only 8B-sized LLMs. I chose

Llama 3.1 8B Instruct and Qwen3 8B. While the Qwen3 8B model already possesses

thinking capability, the Llama 3.1 8B Instruct model does not natively support

thinking tokens or extended reasoning chains. Therefore, I acquire the Llama 3.1

model with reasoning capability and enhance Qwen3 8B’s reasoning capability us-

ing lifelog data. Combining two fine-tuning approaches for Lifelog LLMs improves

not only the alignment of answers but also semantic accuracy through enhanced

reasoning capabilities.
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6.3 Experiment

This section provides information on the experimental setting for evaluating and

fine-tuning LLMs for lifelog QA. Additionally, the results are discussed, with several

analyses of aspects of LLMs for lifelog QA.

6.3.1 Settings

For retrieval, I employ the Stella model [183] to encode textual contexts into dense

embeddings, which are indexed in Elasticsearch alongside metadata such as time

and location. This is the same model and method described in Section 4.3. For each

question, the top 100 contexts are retrieved based on cosine similarity. This choice

is based on evaluation on the validation set, with high recall at 100, ensuring that

most or all relevant contexts are included within this set, but reducing the number

of retrieved contexts lowers recall, meaning some relevant contexts may be excluded

or ranked too low to be effectively utilised. Each retrieved event is paired with its

representative image and passed to the reranking model to rerank the list. I select

the top 20 contexts for the final input, as the performance difference between the

top 20 and top 50 is marginal, while the shorter list reduces context length and

speeds up prediction.

I use the training set of the OpenLifelogQA dataset to fine-tune LLMs, with

the hyperparameters tuned through the evaluation set. The results reported in

this section are predictions on the OpenLifelogQA test set. In addition, the DCU-

TimelineQA test set is also used for evaluating the models trained on the Open-

LifelogQA dataset to measure the transfer ability of different lifelog datasets. The

evaluation metrics used to evaluate the QA models are BERTScore, ROUGE-L, and

LLM Score, which have been described in Section 3.4.

For non-fine-tuned LLMs, I set both temperature and top_p to 1, with no limit

on max_completion_tokens to allow the model to use the maximum available con-

text window for reasoning. For supervised fine-tuning, I use the Unsloth framework

with the following settings. Llama 3.1 8B Instruct and Qwen3 8B are fully fine-
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tuned on all weights using a batch size of 4, gradient accumulation steps of 8, a

learning rate of 1× 10−5, weight decay of 0.01, and the AdamW optimiser. Genera-

tion parameters are set to a temperature of 0.1 and top_p of 1. For Qwen3 14B, I

perform 8-bit fine-tuning with LoRA adaptation (rank 128, alpha 256), a maximum

sequence length of 8096, a batch size of 4, 16 gradient accumulation steps, and 5

training epochs, with early stopping after 60 evaluation steps. The learning rate is

set to 3× 10−5, weight decay to 0.05, and AdamW is used as the optimiser. Gener-

ation parameters are a temperature of 0.1 and top_p of 1. All of these parameters

are tuned on the evaluation set to pick the combination of hyperparameters that

brings the best results.

For GRPO fine-tuning, I follow the Unsloth RL guide. Both Llama 3.1 8B

Instruct and Qwen3 8B are fine-tuned with LoRA adaptation (rank 8, alpha 16),

a maximum of 4048 new tokens, sampling parameters including temperature of 1,

and top_p of 1, generating 4 outputs per sample. Training is conducted for 2

epochs with a batch size of 4, gradient accumulation steps of 16, a learning rate of

5 × 10−6, and the AdamW optimiser. All experiments are conducted on a single

NVIDIA A100 GPU with 80GB VRAM. The source code is available at: https:

//github.com/linh222/reasoning_lifelog_llm. In this experiment, I employ

ROUGE, BERTScore, and LLM-based evaluation as defined in (3.8), (3.3), and

(3.9) to comprehensively measure both lexical and semantic performance of lifelog

QA models.

6.3.2 Results

Table 6.1 shows the performance of LLMs on the OpenLifelogQA test set. I compare

the non-fine-tuned models, supervised fine-tuning, supervised & GRPO fine-tuning,

to the proprietary model on reranked contexts with a chain-of-thought prompt.

Without fine-tuning LLMs on lifelog data, the 8B-sized model fails to follow the

prompt’s example and generates answers that are poorly aligned with the expected

output format, resulting in low Exact Match, BERTScore, and ROUGE-L scores.
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Table 6.1: Performance comparison of LLM models on the OpenLifelogQA test set.
The highest scores are highlighted in bold, while the second-highest are underlined.

Model Exact Match BERTScore ROUGE-L LLMScore
Non-Fine-tuned LLM

LLaVA Next Interleave 7B 0.0312 0.9095 0.3646 0.6125
Llama 3.1 8B Instruct 0.0186 0.9261 0.4495 0.7565
Qwen3 8B (Non-thinking) 0.0597 0.9312 0.5041 0.8147
Qwen3 8B (Thinking) 0.0802 0.9273 0.4995 0.8610
Qwen3 14B (Non-thinking) 0.1041 0.9367 0.5377 0.8447
Qwen3 14B (Thinking) 0.1141 0.9366 0.5420 0.8740
GPT-oss-20B 0.1340 0.9428 0.5758 0.8849

SFT Fine-tuned LLM
LLaVA Next Interleave 7B 0.2075 0.9492 0.6207 0.8259
Llama 3.1 8B Instruct 0.1300 0.9408 0.5497 0.8469
Qwen3 8B 0.1592 0.9495 0.6154 0.8772
Qwen3 14B 0.2301 0.9522 0.6353 0.8922

SFT+GRPO Finetuned LLM
Llama 3.1 8B Instruct 0.1061 0.9389 0.5452 0.8461
Qwen3 8B 0.2261 0.9542 0.6468 0.8992

Proprietary LLM
GPT-4o 0.1618 0.9475 0.5877 0.8902
GPT-o4-mini 0.1605 0.9499 0.5994 0.8997

LLaVA Next Interleave 7B performs worst with only 3.12% Exact Match, 90.95%

BERTScore, 36.46% ROUGE-L, and 61.25% LLM Score. Llama 3.1 8B Instruct

performs better with 75.65% LLMScore and 44.95% ROUGE-L. Qwen3 models,

including the 8B and 14B versions, achieve higher scores than previous models,

and, as expected, the larger version performs better than the smaller one. Addi-

tionally, generating chain-of-thought text between thinking tokens during the gen-

eration process boosts performance compared to not generating rationales (Non-

thinking mode). GPT-oss-20B, with the highest number of parameters, outperforms

other non-fine-tuning open-source models, achieving 13.40% Exact Match, 57.58%

ROUGE-L, and 88.49% LLMScore. Overall, it can be seen that larger models achieve

higher scores due to their instruction-following capabilities. In addition, thinking

models like Qwen3 and GPT-oss-20B also address aggregation questions better than

non-thinking models. However, due to a lack of prior knowledge of lifelog data and

the question-answering task, these models still fail to follow the answer format, re-

sulting in low Exact Match and ROUGE-L scores. Fine-tuning can improve these
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drawbacks, and the results are presented in the following paragraph.

After supervised fine-tuning, all models show improvement in answer format

alignment, as evidenced by Exact Match, BertScore, and ROUGE-L scores. In the

LLaVA Next Interleave 7B model, Exact Match improves from 3.12% to 20.75%,

ROUGE-L gains 25.61% to 62.07%, and LLM Score also shows a 21.34% improve-

ment. The same trend can be observed in the Llama 3.1 8B Instruct model, with an

increase of approximately 11% in exact match, 10% in ROUGE-L, and 9% in LLM

Score. Qwen3 models also improve performance on these metrics, but to a lesser

extent. After fine-tuning, Qwen3 14B achieves the highest Exact Match score of

23.01%, the second-highest BERTScore of 95.22%, and the second-highest ROUGE-

L score of 63.53%. However, supervised fine-tuning does not improve accuracy on

aggregation questions, which require higher reasoning to derive the answer. Analysis

in section 6.4 shows more details on this problem. From this improvement, I con-

clude that fine-tuning via a supervised approach enhances the capability of LLMs

to align with ground-truth answers and improves the performance of LLMs that do

not exhibit high instruction-following and general knowledge understanding, such as

LlaVA Next Interleave 7B and Llama 3.1 8B Instruct. However, for higher-reasoning

tasks, such as answering aggregation questions, supervised fine-tuning does not help

the model accurately answer them. I then move on to combining supervised and

GRPO fine-tuning to address this problem.

After GRPO fine-tuning, the Llama 3.1 model decreases the Exact Match, BERTScore,

and ROUGE-L scores by a small margin, and the LLM Score remains nearly un-

changed. However, upon deeper investigation, the LLM Score for aggregation ques-

tions has increased. More details about this behaviour can be seen in Section

6.4.3. The performance of the Qwen3 8B model improves, achieving the highest

BERTScore and ROUGE-L, and the second-highest Exact Match and LLM Score.

This result shows the improvement of GRPO fine-tuning on LLMs for lifelog QA.

For proprietary LLMs, both GPT-4o and GPT-o4-mini show remarkable perfor-

mance on the OpenLifelogQA test set, with the highest LLM Score for GPT-o4-mini.
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These models achieve good Exact Match (16%), BERTScore (95%), and ROUGE-L

(59%) even without fine-tuning. These models outperform all non-fine-tuned models,

demonstrating strong instruction-following capabilities and generating answer-like

examples in response to the prompt. The LLM Scores of the two models exceed

89%, which is higher than those of most non-fine-tuned and fine-tuned models in

the experiment. These results show the robustness of state-of-the-art LLMs in a

task like LifelogQA.

6.4 Analysis

This section presents a comprehensive analysis of the experimental results from

multiple perspectives. I first compare open-source and proprietary models to assess

whether specialised fine-tuning can close the performance gap with closed-source

models. Then, an analysis of the effectiveness of different fine-tuning strategies,

including supervised fine-tuning and GRPO, across various prompt templates. A

fine-grained breakdown by question type is presented to highlight the distinct chal-

lenges posed by atomic, temporal, and aggregation questions. I further evaluate

model performance on the DCU-TimelineQA dataset and conduct an ablation study

to examine the contribution of different input modalities and training data config-

urations. Finally, an error analysis is presented to identify the key failures of the

best-performing model to provide insights for future improvement.

6.4.1 Open-source vs Proprietary Models

Proprietary models like GPT-4o or GPT-o4-mini outperform other models in LLM-

Score, but achieve lower scores than fine-tuned open-source models in Exact Match,

BERTScore, and ROUGE-L. With a large number of parameters and extensive

training data, this result indicates the general knowledge and instruction that these

proprietary models impart. However, a specialised, focused model for lifelog data,

with a smaller size and suitable for commodity hardware, can achieve comparable
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Figure 6.3: Open-source vs Proprietary models in three types of questions.

performance. After fine-tuning, the Qwen3 8B model achieves higher scores than

GPT-o4-mini on Exact Match, BERTScore, and ROUGE-L. It also surpasses the

LLMScore of the GPT-4o model, reaching the second-highest LLMScore of 89.92%.

Figure 6.3 below illustrates the LLMScore of 3 open-source and 2 proprietary

models on three types of questions in the OpenLifelogQA test set. In atomic ques-

tions, supervised fine-tuned Qwen3 14B surpasses GPT-4o and achieves equal perfor-

mance to GPT-o4-mini. In temporal questions, Qwen3 8B achieves a higher score

than GPT-o4-mini and ties with GPT-4o. In aggregation questions, Qwen3 8B

achieves a comparable performance to the GPT-o4-mini model. Qwen3 8B achieves

a high score thanks to enhanced reasoning capability from GRPO fine-tuning, but is

still lower than GPT-o4-mini. From the analysis result, it is clear that proprietary

models are not much better than open-source models. However, a specialised model

for lifelog data with fewer parameters is more efficient while achieving comparable

performance to proprietary models.

6.4.2 Fine-tuning Strategies

I analyse the effectiveness of supervised fine-tuning and GRPO fine-tuning on three

prompt templates for four different models, and the results are presented in Table
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Table 6.2: Performance of fine-tuned models on different methods and prompt types

Model FT Type Prompt Modal BERTScore ROUGE-L LLMScore
LLaVA 7B SFT Zeroshot T+I 0.9527 0.6285 0.8306
LLaVA 7B SFT Fewshot T+I 0.9519 0.6220 0.8302
LLaVA 7B SFT CoT T+I 0.9492 0.6207 0.8259
Llama 3.1 8B SFT Zeroshot T 0.9497 0.6096 0.8424
Llama 3.1 8B SFT Fewshot T 0.9409 0.5581 0.8288
Llama 3.1 8B SFT CoT T 0.9408 0.5497 0.8469
Qwen3 8B SFT Zeroshot T 0.9495 0.6158 0.8757
Qwen3 8B SFT Fewshot T 0.9477 0.5951 0.8675
Qwen3 8B SFT CoT T 0.9495 0.6154 0.8772
Qwen3 14B SFT Zeroshot T 0.9515 0.6297 0.8814
Qwen3 14B SFT Fewshot T 0.9454 0.5841 0.8622
Qwen3 14B SFT CoT T 0.9522 0.6353 0.8922
Llama 3.1 8B GRPO CoT T 0.9429 0.5916 0.8741
Qwen3 8B GRPO CoT T 0.9294 0.5050 0.8553
Llama 3.1 8B SFT+GRPO CoT T 0.9389 0.5452 0.8461
Qwen3 8B SFT+GRPO CoT T 0.9542 0.6468 0.8992

6.2. Supervised fine-tuning has improved performance across all models, particularly

in Exact match, BERTScore, and ROUGE-L scores. Exact match increases from

3-10% in the base model to 15-20% in fine-tuned models. The same trend is seen

in ROUGE-L, with an increase from 40-50% to 55-64%. BERTScore increases by

a smaller margin, with only 1-2% as it already achieves 94% in the base model.

LLMScore increased to approximately 83% in the LLaVA Next Interleave model

and reached 89.92% in the Qwen3 8B model. Supervised fine-tuning demonstrates

good performance in enhancing answer alignment with the desired output, but it

primarily improves for atomic questions. GRPO improves accuracy on temporal

and aggregation questions, as evidenced by the LLMScore of the GRPO-fine-tuned

Qwen3 8B model. GRPO fine-tuning enhances the performance of the Qwen3 8B

model, which outperforms the supervised fine-tuned Qwen3 14B model.

Regarding the prompt template, differences in fine-tuning performance across

templates are small. The CoT prompt achieves a higher LLM Score for several

models, while the few-shot prompt is usually the weakest. Given the narrow margins,

no single template is best across the board, and the most effective template depends

on the type of question being asked rather than on the particular set of questions

sampled. Aggregation questions, for example, require multi-step reasoning over
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several retrieved events, so for GRPO fine-tuning I specify CoT in the prompt to

ensure the model reasons explicitly before producing an answer.

6.4.3 Fine-grained Questions Analysis

A question word is a word used to ask a question, which can be generally classified

into the 5 W’s (what, where, when, why, and who) and 1 H (how). It is a finer clas-

sification of question types; for example, “How long” question words belong to the

aggregation question type. I performed a fine-grained analysis on question words,

and especially an analysis on aggregation questions, to see how LLMs generate an-

swers for different questions. I analysed the LLM-Judge scores of QA responses

broken down by question word from 4 LLMs, including supervised and GRPO fine-

tuned LLama 3.1 8B Instruct, Qwen3 8B, supervised fine-tuned Qwen3 14B, and

the GPT-o4-mini model. Figure 6.4 depicts the score in a bar chart. I highlight

the Qwen3 8B and Qwen3 14B to show their superior performance in some ques-

tion words. It can be clearly seen that the difference in the LLM Score between

aggregation question words like how long, how many, and how much, and atomic

question words like what, when, and where. In aggregation questions, the Qwen3 8B

model beats the Qwen3 14B model. This higher performance indicates the benefit of

GRPO fine-tuning on lifelog data. In W’s question, Qwen3 8B and Qwen3 14B share

dominance over these questions and usually surpass GPT-o4-mini’s performance. In

the case of “why” and other question words, GPT-o4-mini achieves the highest score

and demonstrates its superior performance compared to other models.

I further investigate the performance of various models on aggregation questions,

with detailed results presented in Table 6.3. This table provides a comparison of

non-fine-tuned, supervised fine-tuned, GRPO fine-tuned, and supervised + GRPO

fine-tuned versions of Llama 3.1 8B Instruct, Qwen3 8B, and GPT models. The

“Change” column indicates the performance difference relative to the non-fine-tuned

model in the few-shot prompt. All comparisons are within the same base model.

The analysis shows that the chain-of-thought prompt substantially improves perfor-
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Model FT Type Prompt Inference
time BERTScore ROUGE-L LLMScore Change

LLama 3.1 8B None Fewshot 5 min 0.9432 0.5172 0.7372 0
LLama 3.1 8B None CoT 30 min 0.9278 0.4794 0.7446 +0.74%
LLama 3.1 8B SFT CoT 5 min 0.9408 0.5204 0.7624 +2.52%
LLama 3.1 8B GRPO CoT 40 min 0.9464 0.5756 0.8236 +8.64%
LLama 3.1 8B SFT+GRPO CoT 40 min 0.9452 0.5494 0.8116 +7.44%
Qwen3 8B None Fewshot 5 min 0.9404 0.4973 0.7388 0
Qwen3 8B None CoT 7 h 0.9290 0.4901 0.8589 +12.01%
Qwen3 8B SFT CoT 5 min 0.9424 0.5389 0.7682 +2.94%
Qwen3 8B GRPO CoT 3 h 0.9335 0.5065 0.8686 +12.98%
Qwen3 8B SFT+GRPO CoT 3 h 0.9493 0.6029 0.8702 +13.14%
GPT-4o None CoT 5 min 0.9477 0.5618 0.8500 0
GPT-o4-mini None CoT 1 h 0.9473 0.5499 0.8748 0

Table 6.3: Performance of LLMs on aggregation questions in the OpenLifelogQA
test set.

mance for Qwen3 8B, whereas it has a limited effect on the Llama 3.1 8B Instruct

model. This difference can be rooted in Llama 3.1’s limited inherent reasoning

ability, which fails to generate meaningful intermediate rationales. However, after

supervised and GRPO fine-tuning, Llama 3.1 shows enhanced reasoning capabilities,

achieving a 7.44% increase in LLM Score. Qwen3 8B also benefits from fine-tuning,

though to a lesser extent, due to its pre-existing reasoning capabilities acquired dur-

ing pre-training. Notably, the inference time for Qwen3 8B is reduced by four hours

relative to the base model, thanks to the reward function of generating fewer than

1,000 words. Notably, this reduction in reasoning length does not compromise per-

formance but rather enhances computational efficiency. While the fine-tuned Qwen3

8B demonstrates LLM Scores comparable to those of the GPT-o4-mini model for

aggregation questions, it achieves this performance with a substantially smaller size.

These findings suggest that smaller-scale LLMs with task-specific knowledge can

effectively address moderately complex tasks such as LifelogQA, offering a cost-

efficient alternative to large, closed-source models like GPT-o4-mini.

6.4.4 DCU-TimelineQA Evaluation

Table 6.4 shows the performance of several fine-tuned and non-fine-tuned models in

the test set of the DCU-TimelineQA dataset. Overall, GPT-o4-mini outperforms

other models in all metrics. This indicates a strong capability of GPT-o4-mini mod-
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els in answering lifelog-related questions. Another insight from the result is the

improved performance of open-source models after fine-tuning on lifelog data. Due

to the extractive nature of answers in the DCU-TimelineQA dataset, F1-score is pro-

posed to evaluate the performance on this dataset [146]. All models perform well,

achieving a high F1-score. GPT-o4-mini still outperforms non-fine-tuned models,

but after fine-tuning, the gap is reduced. From these evaluations, proprietary mod-

els outperform open-source models due to their larger size and broader knowledge

base. Fine-tuning models on lifelog data can enhance the accuracy of answers to

lifelog-related questions. Notably, the supervised and GRPO fine-tuned Qwen3 8B

achieves a higher performance than the supervised fine-tuned Qwen3 14B, resulting

in the second-highest performance. Although they cannot keep up with proprietary

models, the gap is closing, and the resources needed are reduced.
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Table 6.4: Model performance on the DCU-TimelineQA test set.

Model Fine-tuning BERT Score ROUGE-L F1-score
LLama 3.1 8B None 0.9796 0.904 0.9133
Qwen3 8B None 0.9809 0.8986 0.8989
Qwen3 14B None 0.9793 0.8974 0.9069
GPT-o4-mini None 0.9905 0.9500 0.9512
LLama 3.1 8B SFT+GRPO 0.9799 0.9009 0.9113
Qwen3 8B SFT+GRPO 0.9850 0.9210 0.9327
Qwen3 14B SFT 0.9836 0.9153 0.9304

6.4.5 Ablation Study

In this ablation study, I examine the effect of data on the fine-tuning of Vision LLMs

(LLaVA Next Interleave 7B) and LLMs (Llama 3.1 and Qwen3 8B) on answer per-

formance. Table 6.5 shows the performance of LLaVA Next Interleave 7B fine-tuned

on three data settings: only images + metadata (time and location), only textual

context (event description and metadata), and both image and textual contexts

formed in an interleaved way. Results show an interesting pattern: textual-only

data achieves the best score, while metadata and image data show the worst per-

formance. LLaVA Next Interleave 7B fine-tuned on text-only data achieves 86.59%

LLM Score and 64.52% ROUGE-L, a little bit higher than the model fine-tuned on

combined text and image by 4% LLM Score and 2.45% ROUGE-L. However, there

is a bigger gap between image-only and text-only fine-tuned models. The differ-

ence is 7.31% LLM Score and 13.36% ROUGE-L. This gap suggests that textual

contexts generated from images already provide sufficient information for LLMs to

create answers. It still depends on the information asked in the question, but for the

OpenLifelog dataset, the answers are found in the textual contexts. Combining text

and image information in the prompt reduces performance, though not by a large

margin, suggesting that images can interfere with the provided data. As an image

occupies hundreds of tokens in LLaVA Next Interleave 7B [88], it is many times

more than a word in the context, so it noisily perturbs the provided information

and reduces performance.

For LLMs like Llama 3.1 and Qwen3 8B, I experimented on the data by question
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Table 6.5: LLaVA Next Interleave 7B performance on the OpenLifelogQA test set
when fine-tuning on different modalities of input contexts

Modality BERT Score ROUGE-L LLMScore
Image + Metadata 0.9357 0.5116 0.7928
Context (Description + Metadata) 0.9546 0.6452 0.8659
Context + Image 0.9492 0.6207 0.8259
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Figure 6.5: LLMScore for 3 types of questions from GRPO fine-tuned Llama 3.1 8B
model on different training data settings.

types used for GRPO fine-tuning. Figure 6.5 shows the LLM Score by question types

trained on aggregation questions only, aggregation + temporal, and all question

types. There is an overall increase in the LLM Score as the amount of training data

increases. This is expected: the more data used for fine-tuning, the more the model

will learn to answer and provide more accurate responses.

6.4.6 Error Analysis

I manually analysed 170 low-LLMScore QA predictions (LLM Score smaller than

0.65) from the fine-tuned Qwen3 8B on the OpenLifelogQA test set and identified

some notable examples, as shown in Tables 6.6 and 6.7. There are 5 main error

types of LLMs in failing to generate the answer, with one example for each type

and the justification of the cause. After analysis, there are two main causes why

the model cannot generate the correct answers. Firstly, there is a failure to retrieve
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Table 6.6: Taxonomy of error types in the predictions of the fine-tuned model on
the OpenLifelogQA test set (n = 170 incorrect answers).

Error type Count (%) Example Cause

Wrong activity
at the queried
timestamp

67 (39%) Q: What was I doing at 8
AM on March 7, 2020?
Pred: I was drinking coffee
GT: I was driving away from
home

The correct event is retrieved
but not ranked first; the
model treats the top-ranked
context as the knowledge
source and answers from it. A
stronger reranker would
address this.

Numeric reason-
ing error

46 (27%) Q: How long was I at my
workplace on June 12, 2020?
Pred: I was there for 32
minutes
GT: 7 hours and 39 minutes

The model fails to identify
the end of the activity among
several candidate events and
therefore computes the
duration over the wrong
interval.

Wrong location
name

39 (23%) Q: Where was the last place I
went on March 5, 2020?
Pred: I went to the Spa
GT: Home

The correct context is not
retrieved at all, so the model
answers from the most
relevant of the available
contexts.

Empty genera-
tion

10 (6%) Q: What did I do at 4:47 PM
on March 4, 2020?
Pred: (empty)
GT: I continued working on
the computer

The relevant context is
present in the retrieved data,
but the model produces no
output.

Hallucination 8 (5%) Q: Who did I meet at the
convenience store on March
12, 2020?
Pred: I met a man
GT: I did not meet anyone; I
was shopping

The answer is not grounded
in any provided context; the
model introduces an entity
that appears only in an
unrelated retrieved event.

Total 170 (100%)

sufficient data to derive answers, leading to wrong location names and failed numeric

reasoning. As the Recall@20 is only around 97-98% after retrieval and reranking,

there are several questions for which the retrieved contexts do not contain enough

information. The top K can increase from 20 to 50, but it will increase the context

length. There is a trade-off between accuracy and efficiency here, and the increase in

Recall@50 is only around 2%, so I choose efficiency for the top 20 events. A dynamic

context-length selection could be explored in future work, based on question type,

to facilitate length selection.

Another reason for generating incorrect answers is that the model fails to identify
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Table 6.7: Retrieved contexts for the examples in Table 6.6. The context containing
the ground-truth answer is shown in bold, and the wrong contexts are in red.

Error type Retrieved contexts

Wrong activity
at the queried
timestamp

08:16–08:42, 07 Mar 2020: I am drinking coffee and talking with a man at a
coffee shop.
08:48–09:07: I am looking for things to buy at a Retail Park.
08:09–08:16: I am at a coffee shop.
07:44–08:09: I drove away from home in the car.
09:38–09:42: I am returning home from aShopping Centre.

Numeric reason-
ing error

15:30–15:39, 12 Jun 2020: I move out to the parking lot, in the car.
08:10–08:11: I stop working and take off my glasses at my workplace.
08:32–08:35: I leave the office at my workplace.
08:00–08:05: I start working on the computer at my workplace.
15:21–15:29: I leave the office at my workplace.

Wrong location
name

20:19–21:01: I have arrived and am sitting working on my laptop at a Spa.
(No context covering the return home was retrieved.)

Empty genera-
tion

The event covering 16:47 on 04 Mar 2020 was present among the retrieved
contexts.

Hallucination 07:28–07:29, 12 Mar 2020: I arrive at a convenience store, in the car.
07:29–07:31: I am shopping at the convenience store, in the car.
07:31–07:32: I put things in the back of the car.
10:48–10:50: I stop working to talk to a man at my workplace.

correct events and instead generates answers based on incorrect ones. The incorrect

events are highlighted in red in Table 6.7. The model selects the top 1 event in

the context to answer two atomic questions (where and what). For the other two

aggregation questions, the model fails to consider broader contexts to select the

correct events and generates incorrect rationales based on incorrect events, leading

to incorrect answers. These 4 examples account for most of the incorrect predictions.

This error can be addressed by improving the LLM’s intelligence, reasoning, and

familiarity with this lifelog data. Other subtle reasons, such as empty generation or

hallucination, also contribute to the LLM’s failure but in a smaller number of QAs.

6.4.7 Human Evaluation Comparison to LLM-as-a-judge

Because the LLM Score defined in Equation 3.9 is used as the primary accuracy

metric throughout this thesis, it is necessary to establish that the automatic judge

behaves comparably to a human rater applying the same criteria. I therefore conduct

an evaluation study on a sample of 100 QA examples from the predictions of the

152



Chapter 6. Reasoning Large Language Models for Lifelog QA

Model Comparison Pearson r 95% CI padj MAD

GPT-4o

Judge vs. V1 0.8060 [0.7242, 0.8654] < .001 0.63
Judge vs. V2 0.8920 [0.8433, 0.9262] < .001 0.37
Judge vs. mean(V1,V2) 0.8700 [0.8124, 0.9108] < .001 0.49
V1 vs. V2 0.9010 [0.8561, 0.9324] < .001 0.35

Qwen 8B

Judge vs. V1 0.8590 [0.7971, 0.9031] < .001 0.57
Judge vs. V2 0.9050 [0.8618, 0.9352] < .001 0.41
Judge vs. mean(V1,V2) 0.9020 [0.8575, 0.9331] < .001 0.47
V1 vs. V2 0.9090 [0.8675, 0.9380] < .001 0.28

Table 6.8: Agreement between the GPT-4o LLM-as-a-judge metric and two human
raters (V1, V2) on n = 100 QA pairs per prediction model. padj values are two-
tailed and Bonferroni-corrected for the eight correlations reported here (α = .05/8 =
.00625)

GPT-4o and Qwen 8B SFT+GRPO fine-tuned models. The volunteers receive the

same guide as the prompt for LLM-as-a-judge in A.2 and work independently and are

not shown one another’s ratings, nor the score assigned by the LLM judge, so that

agreement is not inflated by anchoring. The Pearson’s correlation of GPT-4o score

and the 2 experts’ scores is in Table 6.8. The Average score column is calculated

as the correlation between LLMScore and the average score from two volunteers.

Mean absolute distance (MAD) measures how far apart the scores are in absolute

terms on the raw 1–5 scale.

Table 6.8 shows that the LLM judge correlates strongly with both human raters,

with r ranging from 0.806 to 0.905 across the two systems. The correlation is consis-

tently higher for the Qwen 8B predictions than for the GPT-4o predictions, which

is expected because GPT-4o can favour its own score for its prediction. The MAD

figures follow the same pattern and quantify the practical size of the disagreement.

The LLM judge differs from the mean human rating by 0.47–0.49 points on the 1–5

scale, against a human-human floor of 0.28–0.35 points. All correlations are tested

against the null hypothesis ρ = 0 using a two-tailed t test with n−2 = 98 degrees of

freedom. Because eight correlations are reported from the same evaluation sample, I

apply a Bonferroni correction to control the family-wise error rate, giving a per-test

threshold of α = 0.05/8 = 0.00625. Every correlation remains significant under this

threshold by a wide margin. I also report 95% confidence intervals obtained via
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the Fisher z transformation, since with a sample of this size the interval is more

informative than the significance test: rejecting ρ = 0 is a weak claim, whereas the

intervals show that the true agreement is unlikely to fall below r ≈ 0.72 for the weak-

est pairing and r ≈ 0.80 for the rest. Overall, this analysis shows high correlation

of LLM-as-a-judge to human evaluation, but the bias in judging is still exhibited in

GPT-4o predictions. Further limitations will be discussed in the limitations section

7.3.

6.5 Chapter Summary

This chapter investigates the RQ3: Can LLMs with reasoning capability improve the

accuracy of answers for aggregation questions in lifelog QA compared to standard

LLM baselines in RQ2? and, through extensive experiments on reasoning LLMs, the

answer can be drawn that reasoning LLMs can improve the accuracy of aggregation

questions. Compared to the results of Llama 3.1 8B and Mistral 7B in the experi-

ment for RQ2, results from reasoning-enhanced Llama 3.1 8B and other reasoning

models in the experiment for RQ3 show a notable improvement, with over a 9% in-

crease in LLM Score. While general LLMs struggle with aggregation queries despite

strong performance on atomic questions, the reasoning-enhanced models introduced

in this chapter show consistent improvements. In particular, models that explicitly

generate intermediate reasoning steps, especially after reinforcement learning fine-

tuning, achieve substantially higher LLM Scores and improved semantic correctness

on aggregation questions.

Another important contribution of this chapter is the demonstration that task-

specific reasoning can be learned efficiently in relatively small models. While pro-

prietary models such as GPT-o4-mini remain strong performers, the gap between

closed-source and open-source models narrows after supervised and reinforcement

learning fine-tuning on lifelog data. The SFT + GRPO fine-tuned Qwen3 8B

achieves performance comparable to GPT-o4-mini, despite having far fewer param-

eters and operating on commodity hardware.
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However, the experiment still has some limitations. Firstly, due to computing

resource constraints, I only fine-tuned 8B-parameter models, especially for GRPO

fine-tuning. While these models achieve competitive results, larger open-source mod-

els may further enhance aggregation and temporal reasoning, but their training cost

exceeds our current capacity. Secondly, the evaluation primarily relies on two bench-

mark datasets, including OpenLifelogQA and DCU-TimelineQA [146]. Although

these datasets cover diverse lifelog scenarios, they may not fully capture the vari-

ability of real-world lifelog data, particularly with multimodal inputs that combine

long image streams or health sensor data. Extending evaluation to richer, more

naturalistic datasets is the next step; however, there are currently no such datasets,

so constructing one may require enormous resources. Thirdly, while reinforcement

learning fine-tuning improves reasoning on aggregation and temporal questions, I

observe that performance still degrades when relevant contexts are not retrieved or

when noisy contexts dominate the prompt. This highlights the need for more adap-

tive retrieval strategies that can dynamically adjust context length and filtering.

Ultimately, the framework prioritises reasoning capability over efficiency. Although

I have designed the pipeline to be lightweight enough for personal use, the inference

cost of fine-tuned LLMs may still be prohibitive for long queries or large-scale lifelog

collections.

In conclusion, this chapter provides strong empirical evidence that LLMs with

explicit reasoning capability improve accuracy on aggregation questions in lifelog

QA compared to non-reasoning LLMs, especially after reinforcement learning fine-

tuning. This answers RQ3 and extends the findings of RQ2 by showing that reason-

ing LLMs are necessary for robust lifelog QA. The results of this chapter pave the

way for practical and trustworthy lifelog QA systems.
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Conclusion and Future Work

In this chapter, I summarise the work presented in this thesis with three main

research questions to validate the research hypothesis. In addition, I describe several

research contributions made in this study, as well as several limitations that remain.

Finally, several future directions for this research to further explore this topic are

discussed in the last section.

7.1 Summary

Lifelog QA is a compelling yet challenging task in the field of lifelogging. Through

the literature review, the research gap for open-ended lifelog QA is identified. Al-

though open-ended QA is hard to evaluate, it brings the task closer to real-world use

cases and aligns with the trend of LLM open-ended generation. To address this gap,

I built an open-ended lifelog QA dataset from 18 months of existing lifelog data. In

addition, the method for solving open-ended lifelog QA has not been fully explored,

so I have proposed an RAG-based approach to the task. It includes both a retrieval

engine to find relevant lifelog contexts for questions and a generation part by LLMs

to generate correct answers.

The work aims to validate the research hypothesis: Reasoning LLMs in a RAG

framework improve the accuracy of the open-ended lifelog question answering task

compared to standard LLMs. To validate this research hypothesis, I propose three
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research questions, ranging from the retrieval system to RAG and reasoning LLMs

for lifelog QA. The first research question discussed in Chapter 4 focuses on in-

vestigating approaches for context retrieval for lifelog QA. This task aims to find

relevant contexts (events in a lifelog with contextual data such as time and loca-

tion). To find the answer to this question, I first start by building an interactive

lifelog retrieval system called MemoriEase. This system is evaluated using several

interactive and automated benchmarks, such as LSC and the NTCIR Lifelog Task.

The system performance results show that the embedding-based retrieval approach

yields the highest results, but additional processing, including query filtering and

post-processing, is needed to improve performance further. Based on the method for

building a retrieval system, I adapt it for automatic context retrieval and further im-

prove it by introducing a reranking method. The reranking model is a cross-encoder,

multimodal model with a language model on one branch and a visual encoder on

another. The model aims to rerank the retrieved contexts to further improve the

ranking of relevant contexts for questions in lifelog QA. The best combination is

ModernBERT as a language model to encode event descriptions, and Vision Trans-

former as a visual encoder to encode lifelog images. This combination achieves over

98% Recall@20 and 85% Precision@1. The experiment’s results answer the first

research question by showing that a two-stage retrieval and reranking combination

outperforms other tested methods from sparse retrieval to dense retrieval. This

reranking model paves a strong foundation for RAG by providing accurate contexts

to derive answers.

The second research question in Chapter 5 inherits the retrieval engine from the

first research question to construct a RAG pipeline for lifelog QA. This question

investigates the practical approach to incorporating retrieved contexts and prompt-

ing LLMs to answer lifelog questions. Through experimentation and analysis, LLMs

combined with retrieved contexts in a RAG setting achieve strong results, proving a

viable and effective approach. LLMs outperform small language models and perform

well on atomic and temporal questions, but their accuracy on aggregation questions
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still lags behind. In addition, analysis of different retrieved context settings and

prompts shows the effect of these factors on the RAG. Finally, the answer to the

second research question is that RAG can effectively generate answers for open-ended

lifelog QA, but further enhancements are needed to address the complex reasoning

demands inherent in lifelog QA.

The third research question discussed in Chapter 6 aims to mitigate the gap

in reasoning for aggregation questions in lifelog QA. To enhance LLMs’ reasoning

capabilities for lifelog QA, I propose a hybrid, comprehensive approach that com-

bines dynamic prompting and different fine-tuning methods. The experiment shows

a substantial improvement in accuracy on aggregation questions through reinforce-

ment learning fine-tuning of two LLMs. These 7-8B LLMs can achieve comparable

performance on aggregation questions to proprietary LLMs such as GPT-4o after

fine-tuning. Several analyses confirm the capability of reasoning LLMs across vari-

ous types of questions and question words, as well as their transferability to other

lifelog QA datasets. From the results, the answer to the third research question

is that reasoning capability in LLMs can improve the accuracy of answers to ag-

gregation questions in lifelog QA. Furthermore, these reasoning models in an RAG

setting provide a way to integrate LLMs into a lifelog search and QA system without

leaking personal data to proprietary LLMs.

In conclusion, this thesis provides an investigation into open-ended lifelog QA

with a RAG approach. By constructing a large-scale open-ended lifelog QA dataset,

developing an effective two-stage retrieval and reranking framework, and demon-

strating the effectiveness of RAG in lifelog QA with reasoning-enhanced LLMs, this

work validates the research hypothesis that reasoning LLMs in an RAG framework

improve open-ended lifelog QA accuracy compared to standard LLMs without rea-

soning capability. In addition, the results demonstrate that compact, open-source

LLMs can achieve competitive performance through effective fine-tuning to allow a

privacy-preserving and deployable LLM for a lifelog QA system. Collectively, this

work advances lifelog QA from a retrieval-centric task toward a richer question-
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answering paradigm that requires both contextual understanding and multi-event

reasoning. The resources and methods introduced here, including an open-ended

dataset, a competitive retrieval baseline, and an effective fine-tuning strategy, pro-

vide the community with the tools to build systems that bring us closer to the

longstanding vision of a searchable, queryable personal memory.

7.2 Contributions

This section summarises the main contributions of this thesis to the field of lifelog

question answering. This work has focused on multimedia retrieval and question

answering, with particular emphasis on lifelog data and open-ended QA. The key

contributions are as follows:

• I developed OpenLifelogQA, a large-scale open-ended lifelog QA dataset com-

prising 14,187 question–answer pairs derived from an existing 18-month LSC

lifelog collection 1. This dataset enables research on generative lifelog QA and

places particular emphasis on aggregation questions, which represent a major

unresolved challenge in existing lifelog QA benchmarks.

• I proposed an RAG approach for lifelog QA that integrates semantic retrieval

with LLMs to generate context-aware answers. Experimental results show sub-

stantial improvements over keyword-based retrieval and small language model

baselines. Further analysis reveals the limitations of standard LLMs when

handling aggregation questions, motivating the need for enhanced reasoning

capabilities.

• To strengthen the retrieval component of the RAG pipeline, I designed a multi-

modal reranking model that reranks retrieved lifelog contexts by jointly lever-

aging textual descriptions and visual information from lifelog images. This

reranking approach improves retrieval accuracy over baseline methods and

provides relevant contexts as input for LLMs in the RAG approach.
1In collaboration with researchers from the University of Science, Vietnam National University
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• I developed and fine-tuned a reasoning-enhanced lifelog LLM using a com-

bination of supervised fine-tuning and reinforcement learning. The result-

ing model achieves substantial performance gains over prior baselines and at-

tains accuracy on aggregation questions comparable to state-of-the-art closed-

source models from OpenAI. Detailed analyses are provided to demonstrate

the model’s reasoning capabilities across different question types and its ro-

bustness in lifelog QA scenarios.

• During this PhD, I developed MemoriEase, an interactive lifelog retrieval sys-

tem that evolved from a basic embedding-based search engine into a conver-

sational, RAG-enhanced lifelog assistant. By integrating the reasoning lifelog

LLM, MemoriEase supports lifelog search, question answering, and summari-

sation. The system was evaluated in the Lifelog Search Challenge and achieved

a top-3 ranking in LSC 2025, demonstrating its effectiveness in real-world in-

teractive lifelog retrieval settings.

7.3 Limitations

There are still some limitations in this research, and this section lists several limi-

tations as follows:

• The data generation process of OpenLifelogQA also has limitations. Event

descriptions and part of the QA pairs were written by 10 undergraduate vol-

unteers on a research internship, who were neither professional annotators nor

native English speakers. Quality control relied on a final cross-check pass

and one overlapping day per month, with agreement measured by BERTScore

(≥ 0.85) — a similarity measure rather than true inter-annotator agreement,

but the most practical option given the small annotator pool and the vol-

ume of data. Since GPT-4o generated 20 QA pairs per day against 10 per

volunteer, most of the benchmark is model-authored and inherits GPT-4o’s

question framing and phrasing. Future lifelog QA datasets would benefit from
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a larger, more diverse annotator pool, an owner-in-the-loop verification stage,

and a clearly labelled split between human- and model-authored items.

• The use of LLM-as-a-judge to rate other LLMs’ output may introduce some

bias and uncertainty. A single judge model, GPT-4o, was used with one fixed

prompt, and each answer was judged once, so no estimate of the judge’s vari-

ance across repeated runs or alternative prompts is available. LLM judges are

known to favour fluent, well-structured responses [48] and to be inconsistent on

partially correct answers, which are common in aggregation questions where

a count or duration is close to but not exactly the ground truth. GPT-family

models also generated parts of the OpenLifelogQA data, so the judge is not

fully independent of what it scores, and because ratings are integers on a 1–5

scale that are then normalised, the effective range is bounded below by 0.2

rather than 0, making the values less comparative to other works.

• The Lifelog Search Challenge (LSC) results provide real-world evidence for

the MemoriEase retrieval approach, but they are a limited form of evaluation.

LSC is one of the small number of benchmarks for evaluating retrieval systems

interactively. Each topic is time-boxed to 300 seconds with hints released every

30 seconds, measuring convergence under pressure rather than best achievable

accuracy, and each session is run once, so no variance estimate is available. Fi-

nally, the topics are predefined by the organisers and number only around ten

per task, so rankings are indicative rather than statistically meaningful, and

since the queries and participant pool changed between LSC’23, LSC’24 and

LSC’25, the three participations are not controlled comparisons. The substan-

tive claims of this thesis therefore rest on the offline, repeatable evaluations,

with LSC used as complementary evidence.

• Due to the limit on resources, only around 7-8B models are fine-tuned, and

only 2 proprietary LLMs are evaluated in the experiment for the third research

question. This may not fully represent the performance of other LLMs in this
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task. But the use of 7-8B models is already yielding substantial improvements

after fine-tuning, making them comparable to proprietary LLMs. These mod-

els may also limit accessibility for researchers or practitioners with constrained

resources, especially when scaling to larger models or longer lifelog histories.

• As the focus of this research is on RAG for lifelog QA, privacy considerations

are not fully considered. Although the proposed RAG system emphasises using

open-source models to avoid sharing personal data with proprietary services,

there is still sensitive lifelog data to process before deployment. The Open-

LifelogQA dataset is built on a privacy-protected lifelog dataset, with face and

other identifiable information blurred in the images, but some other informa-

tion remains, such as location. This thesis does not fully explore long-term

data governance or user control strategies required for real-world deployment.

7.4 Future Works

Before concluding the thesis, I present some future directions for this research, rang-

ing from improving retrieval and QA models for lifelog QA to building a lifelog

assistant system using LLMs.

As retrieval plays an essential role in a RAG pipeline for lifelog QA, its perfor-

mance directly affects the QA results. Improving the retrieval is a potential direc-

tion for future work. Although a two-stage framework with retrieval and reranking

for context retrieval in lifelog QA offers some improvement, there is still room for

improvement in this direction. Firstly, incorporating temporal and sequential mod-

elling to capture event dependencies enables the retrieval model to provide more

coherent, temporally aware retrieved contexts. In addition, a dynamic retrieval ap-

proach, in which each question type will have a different context set length. This

approach focuses on the problem of varying information needed for different types

of questions. While atomic questions require only one event, aggregation questions

may require several, up to hundreds. This approach helps save input tokens for
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LLMs, but the retrieval engine’s accuracy must be high to ensure a correct list of

events. Finally, improving multimodal alignment between textual descriptions and

visual images may further refine retrieval quality and robustness in lifelog QA.

With the rapid development of LLMs, the ability of text generation and rea-

soning of these models has improved. This development helps to address tasks like

open-ended QA effectively. However, there is considerable scope for future work in

LLMs for lifelog QA. Future research can explore using LLMs to refine the list of re-

trieved contexts to improve retrieval accuracy. In addition, LLMs can actively guide

context selection through iterative retrieval by refining queries rather than passively

consuming retrieved contexts. This future work on LLMs for enhancing retrieval can

improve retrieval accuracy in lifelog QA. Another important direction for improving

LLMs in lifelog QA is to increase their long-context reasoning capabilities to handle

questions spanning extended lifelog data, potentially through hierarchical reasoning

or memory-based representations. Furthermore, improving the model’s ability to

handle uncertainty and avoid hallucination when answering questions with no an-

swer opens a direction for future work. This helps LLMs to say no to unanswerable

questions instead of making up a wrong answer. Privacy for lifelog data in the age

of LLMs remains a pressing issue to investigate carefully. Future work on LLMs for

lifelog QA should consider these aspects to improve and build a robust QA model.

Finally, an important future direction for this research is to improve the current

retrieval and QA models into a fully agentic lifelog assistant system that can address

a wide range of tasks in lifelogging, such as retrieval, question answering, summari-

sation, and activity recommendation. Building upon the reasoning-enhanced LLMs

from this research, agentic AI can be employed to orchestrate complex workflows

from process queries to extract key information and filter terms, invoke retrieval or

analysis tools, analyse the results, and iterate the search if necessary before delivering

the final answer to users. Future research could explore a multi-agent architecture

[159] in which specialised agents handle specific subtasks, such as temporal filtering,

visual understanding, aggregation reasoning, summarisation, and recommendation.
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These agents could collaborate through a shared memory to handle complex queries

that span long time periods or involve multiple constraints. With the combination

of agentic AI, reasoning LLMs, and multimodal lifelog understanding, future lifelog

assistant systems have the potential to move beyond retrieval and QA tasks toward

intelligent, trustworthy companions that meaningfully support everyday life.
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Additional Experimental Materials

A.1 Prompt for reasoning-enhanced LLMs in RAG

# Role and Objective

You are a life assistant AI designed to answer life-related questions based on con-

textual event data from a person’s lifelog.

# Instructions

You are given a question and a context that describes the time, location, and activity

of a person. Your task is to answer the question based solely on the context by

deriving information carefully and logically.

There are several types of questions:

- Time-based questions (e.g., when did the person eat, arrive, or leave)

- Location-based questions (e.g., where an event occurred)

- Activity-based questions (e.g., what the person was doing)

- Aggregation questions (e.g., how many times an event occurred or how long an

event lasted)

- Temporal questions (e.g., what happened before or after a specific event)

# Reasoning Steps

1. Identify the relevant timestamp and event in the context.

2. Understand what action occurred at that time.

3. Convert the time to 12-hour format if needed.
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4. Synthesize a short answer beginning with "I ..." that directly answers the question.

5. Limit the answer to under 10 words.

6. Do not provide any explanation—just the answer. # Output Format

Provide the answer as a short sentence starting with “I . . . ”. Answer must be under

10 words. No extra explanation is allowed.

# Examples

Specific examples for each type of question words, here are some CoT examples for

how long and when questions:

CoT Instruction: You find the start time and end time of an event in the context,

then calculate the difference to find out how long the event lasted.

CoT Example: Context: At 2019-07-10 14:55:12, I am at the church at the

College. At 2019-07-10 15:22:55, I have left the church at Car.

Question: How long did I stay at the church on July 10, 2019?

Thoughts: I arrived at 14:55. I left at 15:22. The difference is (60-55)+22=27. That

makes 27 minutes.

Answer: I stayed for 27 minutes.

CoT Instruction: You find the start time of an event in the context, then convert

it to a 12-hour format to answer the question." CoT Example = Context: At 2019-

02-20 13:18:58, I am getting food at Dublin City University (DCU). At 2019-02-20

13:29:38, I finished eating and left at Dublin City University (DCU).

Question: When did I have lunch on 20th February 2019?

Thoughts: I started getting food at 13:18 and left at 13:29, so lunch happened be-

tween those times.

Answer: I had lunch at 01:18 PM.

# Question-Answer

Please act as a life assistant to answer questions based on the given context. Use

the examples above as a guide. Think step by step and derive your answer directly

from the context, following the format: “I . . . ”. Keep your answers concise (under
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10 words), without explanation.

A.2 Prompt for LLM-as-a-judge

You are an intelligent chatbot designed for evaluating the correctness of generative

outputs for question-answer pairs. You are tasked with evaluating how well the

predicted answers match the ground truth answers. Focus on the meaning and

intent of the answer rather than the exact wording. A match should be considered

acceptable if: Semantic Equivalence: The predicted answer conveys the same overall

meaning as the ground truth answer, even if the wording or phrasing is different.

Contextual Match: Minor differences in description or detail (e.g., specific object

characteristics like size, position, or color) should be considered a match if they still

refer to the same object or event in context. Synonyms and Paraphrases: If the

predicted answer uses a synonym, paraphrase, or a more general/specific term than

the ground truth, it can be considered a match as long as it describes the same

concept or entity.

Partial Matches: If the predicted answer captures a significant part of the ground

truth but omits or changes some details, it may still be considered a match if the

core meaning is preserved in the context of the question. Examples: "one" and

"one large spoon": Consider these a match if “one” captures the essence of quantity.

"30 minutes" and "29 minutes" or "31 minutes": Although slightly different, if they

refer to a similar time duration, consider them a match. “blue” and “blue and black”:

If “blue” is a dominant color, consider them a match. Provide your evaluation; only

a score is an integer value between 1 and 5, with 5 indicating the highest meaningful

match.

DO NOT PROVIDE ANY OTHER OUTPUT TEXT OR EXPLANATION.

Only provide a syntactically valid Python dictionary string. For example, your

response should look like this: score: 4
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Result Home KIS task Adhoc task QA tasksort by semantic name sort by time

Cycling
Thu, 18:03 2020-04-16

Cycling
Thu, 18:04 2020-04-16

Cycling
Mon, 17:32 2020-04-27

Cycling
Mon, 17:35 2020-04-27

Cycling
Sat, 18:14 2020-04-11

Cycling
Wed, 18:18 2020-04-08

Cycling
Fri, 12:33 2020-04-17

Cycling
Sat, 17:50 2020-04-11

Cycling
Thu, 18:03 2020-04-16

Cycling
Sat, 18:23 2020-04-11

Cycling
Wed, 17:41 2020-04-01

Cycling
Thu, 17:49 2020-04-09

Cycling
Fri, 18:05 2020-04-10

Cycling
Fri, 17:38 2020-04-10

Cycling
Thu, 17:59 2020-04-16

Cycling
Thu, 17:28 2020-04-23

Cycling
Tue, 17:59 2020-04-28

Cycling
Thu, 17:24 2020-04-23

Cycling
Tue, 17:44 2020-04-14

Cycling
Tue, 16:29 2020-04-07

MemoriEase

Saved scence

You went cycling on 14
different days in April 2020.
The average length of your
cycling sessions was about
41 minutes.

How long in average of the
bicycle session?

You went bicycling on 14
days in April 2020.

How many days I go for
bicycle in April 2020?

about your lifelog.

Feel free to ask me any
things about your lifelog.

Whatever you want...

submit

6/1/25, 5:42 PM Photo Exhibition App

https://memoriease.computing.dcu.ie/chat 1/2Figure A.1: Conversational user interface of the MemoriEase system.

A.3 User Interface of MemoriEase System

Several figures below show the user interface of the MemoriEase system. Figure A.1

presents the conversational user interface, which allows users to interact with the

system through natural language queries for lifelog retrieval and question answering.

Figure A.2 shows the temporal search interface, which helps users to browse and

filter lifelog data based on time-related information. Finally, Figure A.3 shows the

image-to-image search interface, where users can retrieve visually similar moments

by providing images as queries.

A.4 Model Cards and Parameter Settings

This appendix consolidates the models and training hyperparameters used across

Chapters 4–6. The Source column in Table A.2 records the provenance of each

value using the following tags: PW: taken from published prior work, cited in the

relevant chapter; VD: vendor or framework default; VAL: selected empirically on
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Result Home KIS task Adhoc task QA tasksort by semantic name sort by time

Quan tom Cay Dua
Tue, 12:39 2019-05-07

Quan tom Cay Dua
Tue, 12:38 2019-05-07

Quan tom Cay Dua
Tue, 12:37 2019-05-07

Quan tom Cay Dua
Tue, 13:17 2019-05-07

Quan tom Cay Dua
Tue, 12:36 2019-05-07

Quan tom Cay Dua
Tue, 12:37 2019-05-07

Quan tom Cay Dua
Tue, 12:47 2019-05-07

Quan tom Cay Dua
Tue, 13:11 2019-05-07

MemoriEase

Before:

when: hours

Find:

Semantic:

After:

when: hours

Search

Show less

Saved scence

Enter your answer for question answering topic 
here

I was spending a
morning in a classroom looking at 
talks.

3

Eating lunch beside a river with 
colleagues, with Saigon brand 
beers. I was in
Vietnam. It was May 2019 I think.

Enter semantic

I got back by taxi

3

6/1/25, 5:38 PM Photo Exhibition App

https://memoriease.computing.dcu.ie/search 1/13

Figure A.2: Temporal search interface.

Result Home KIS task Adhoc task QA tasksort by semantic name sort by time

HOME
Sun, 08:39 2019-06-02

HOME
Sun, 08:37 2019-06-02

HOME
Sun, 08:38 2019-06-02

HOME
Sun, 08:39 2019-06-02

HOME
Sun, 08:41 2019-06-02

HOME
Sun, 08:37 2019-06-02

Fuel... Fit Food
Sun, 10:49 2019-04-28

HOME
Sun, 08:42 2019-06-02

HOME
Sun, 08:40 2019-06-02

HOME
Sun, 08:40 2019-06-02

HOME
Sun, 08:42 2019-06-02

HOME
Sun, 08:38 2019-06-02

HOME
Sun, 08:36 2019-06-02

HOME
Fri, 09:39 2020-04-10

HOME
Sun, 10:19 2019-09-01

20190602_084215_000.jpg

MemoriEase

Search

I was eating avocado for breakfast

5/30/25, 2:14 PM Photo Exhibition App

https://memoriease.computing.dcu.ie/visual-similarity 1/11

Figure A.3: Image-to-Image search interface.
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Table A.1: Model cards for all models used in this thesis.

Type Model Params Provider

Non-reasoning
LLM

GPT-4o undisclosed
OpenAI

GPT-4o-mini undisclosed

Llama 3.1 8B Instruct 8B Meta

Mistral 7B Instruct v0.3 7B Mistral AI

Reasoning LLM

GPT-o4-mini undisclosed
OpenAI

GPT-oss-20B 20B (3.6B
active, MoE)

Qwen3 14B 14B
Alibaba

Qwen3 8B 8B

Vision–language
model

LLaVA-NeXT-Interleave
7B

7B ByteDance

Seq2seq baseline
BART 406M Meta

T5 220M Google

Text embedding Stella-en-1.5B-v5 1.5B NovaSearch

Image–text
embedding

BLIP2 1.17B Salesforce

CLIP 986M OpenAI

Multimodal
cross-encoder

ModernBERT + ViT 235M Answer.AI, Google

Cross-encoder
reranker

MiniLM, Electra-base 14M–22M Microsoft, Google

the validation split of OpenLifelogQA; HW: fixed by the memory of the available

GPU; EMP: arrived at by inspection of outputs during development, without a

systematic search. The rationale behind these choices is given in Section 3.5.

Reproducibility note. All experiments in Chapter 5 and Chapter 6 were

conducted on a single NVIDIA A100 GPU with 80GB of memory; the reranking

model in Chapter 4 was trained on a single NVIDIA RTX 4090. Source code for

the RAG pipeline and for the reasoning experiments is available in the repositories

cited in Sections 5.3 and 6.3. Random seeds were not fixed, and each configuration

was run once; the consequences of this are discussed in Section 3.5.
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Table A.2: Training hyperparameters, with the provenance of each value.

Component Setting Value Source

Multimodal
reranker (Ch. 4)

Optimiser AdamW PW
Learning rate 1× 10−5 VAL
Weight decay 1× 10−4 VAL
Batch size 32 HW
Max sequence length 128 VAL
Loss Binary cross-entropy PW
Negative sampling BM25 top-10, ground truth

excluded
PW

Epochs / early stopping 20 / patience 2 VAL

Supervised
fine-tuning:
Llama 3.1 8B,
Qwen3 8B

Adaptation Full-weight VAL
Optimiser AdamW VD
Learning rate 1× 10−5 VAL
Weight decay 0.01 VD
Batch size / grad. ac-
cum.

4 / 8 HW

Supervised
fine-tuning:
Qwen3 14B

Adaptation 8-bit, LoRA rank 128, alpha 256 HW
Learning rate 3× 10−5 VAL
Weight decay 0.05 VAL
Batch size / grad. ac-
cum.

4 / 16 HW

Max sequence length 8,096 HW
Epochs / early stopping 5 / 60 eval steps VAL

GRPO
fine-tuning:
Llama 3.1 8B,
Qwen3 8B

Adaptation LoRA rank 8, alpha 16 VD
Optimiser AdamW VD
Learning rate 5× 10−6 VD
Generations per sample 4 VD
Batch size / grad. ac-
cum.

4 / 16 HW

Epochs 2 VAL

PW = prior work; VD = library/vendor default; VAL = tuned on validation set; HW = hardware
constraint.
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